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Abstract—GPU acceleration has become a critical strategy to
satisfy the increasing requirements for computational capacity in
real-time high-performance embedded systems. In this paper, we
investigate the problem of providing accurate timing estimations
for GPU-accelerated functions in real-time systems, in a context
where a GPU device is concurrently being used by multiple
applications. For this purpose, we experiment with the available
possibilities to partition the resources on an Nvidia GPU to allow
multiple concurrent uses, leveraging the libsmctrl library
for hardware compute partitioning. We deployed a variety of
compute kernels using different partition sizes, possibly along
with other kernels that concurrently run in other partitions,
and measured the resulting kernel execution times. We show an
effective yet simple rule to predict the change in execution time
of compute-bound kernels when using partitioning, and measure
its accuracy against the obtained experimental data. Overall, the
results presented provide new insight into the opportunities of
using GPU partitioning for real-time systems.

Index Terms—Graphics processing units, GPU partitioning,
resource management, real-time systems, embedded systems.

I. INTRODUCTION

General-Purpose Graphics Processing Units (GPUs) have
become the primary hardware platform for accelerating Ar-
tificial Intelligence (AI) workloads, owing to their mas-
sive parallel processing capabilities and high computational
throughput [1]. As AI capabilities continue to be integrated
into a growing number of devices and services, designers
of embedded and real-time systems are increasingly incor-
porating GPU-accelerated functions and AI techniques into
their software stacks [2], following the broader trend toward
high-performance embedded computing [3]–[9]. However, this
adoption has been hindered by the limited availability of
detailed information about the internal organization of modern
GPUs, which is essential for accurately assessing the timing
behavior of GPU-accelerated functions. Since the internal
organization of modern GPUs is proprietary and largely un-
documented, their use in real-time systems requires deriving
accurate estimates of the execution time of deployed kernels
under worst-case, or at least sufficiently pessimistic, condi-
tions. Without such estimates, GPU-accelerated AI models and
other workloads may compromise the performance, safety, or
reliability of both hard and soft real-time systems [10], [11].
In order to achieve usability of GPUs in real-time systems,
researchers have focused on analyzing the available public
documentation and experimenting with those devices to better
understand and predict their behavior [12]–[14]. Although a
substantial understanding of their internal workings has been

achieved, the complexity of these devices, coupled with the
remaining undocumented behaviors, spells the need for further
analysis and experimentation. In particular, partitioning the
computational resources of a GPU into multiple independent
execution units, a tried and tested concept for multiproces-
sors [15]–[18], has been a recurring focus within the real-
time systems community. This led to different methods being
proposed, each facing significant limitations such as imprac-
ticality [19] or undesirable overhead [20], as is summarized
in [21]. In parallel, Nvidia has tried to solve this problem for
data-center-oriented GPUs by introducing the multi-instance
GPU capability (MIG) [22], a way to partition specific GPU
models into multiple logical GPUs. On the other hand, a
general solution, especially for embedded GPUs, has not been
provided by Nvidia.
Contributions. In this paper, we investigate the problem of
GPU partitioning using the recently introduced libsmctrl
library by Bakita and Anderson [21], which allows to partition
a GPU with less overhead or inefficiencies compared to previ-
ous methods, such as MIG or the approaches proposed in [19],
[20]. We first present experiments to evaluate the performance
of the partitioning scheme in [21], before proposing a simple,
yet effective method for estimating the change in execution
time of a compute-bound kernel under GPU partitioning.
Finally, we apply this formula to representative workloads
and benchmarks from practical scenarios [23], in order to
assess its accuracy while gathering additional observations
on the behavior and performance of libsmctrl. We focus
on Nvidia GPUs, given their widespread adoption and their
compatibility with the investigated partitioning methods.
Paper structure. The rest of this paper is organized as follows.
After recalling relevant background concepts in Section II
and examining prior works in Section III, we present re-
sults from a set of experiments in Section IV, from which
a performance prediction model is derived and validated
against the experimental results, as described in Section V.
In Section VI, we confront our formula with widely adopted
benchmarks inspired by practical applications, enabling us to
identify limitations and gather further information on the GPU
behavior. Finally, in Section VII, we draw our conclusions and
sketch out potential directions for future investigations.

II. BACKGROUND

This section introduces background concepts necessary for
a better understanding of the following sections.



A. Basic CUDA concepts

In a bid to simplify the interaction with their devices and
abstract the hardware implementation from the programmer,
Nvidia has introduced the CUDA programming model and
related APIs, which allow programming their GPUs following
a Single Instruction Multiple Thread (SIMT) model [24]. In
this model, multiple threads executing the same function are
issued the same instruction at the same time. On the soft-
ware side, threads are grouped in Cooperative Thread Arrays
(CTAs), more commonly known as blocks. Threads in the
same block can communicate and cooperate with each other,
but threads in different blocks are completely isolated [24].
Thus, blocks themselves are entirely independent from one
another, leading to more flexibility in their manipulation by
the hardware [25]. To further facilitate problem subdivision
in parallel programming, CUDA organizes thread blocks into
a structure called a grid, which consists of a set of multiple
blocks containing the same number of threads each (hence
equivalent to a set of threads divided in equal-size smaller
sets of threads). Finally, a kernel is a CUDA C/C++ function
to be executed on the GPU by a grid of threads, with the
grid defining how kernel execution is subdivided in terms of
thread blocks and threads [25]. When a kernel is launched,
it is enqueued into a queue of GPU operations (such as
kernel launch and memory copy operations) that are executed
sequentially and typically non-preemptively. Such queue is
called a stream. As a result, kernels in the same stream are
executed sequentially, while kernels in different streams can
be executed potentially in parallel, provided that sufficient
resources are available [24].

B. Architectural details of Nvidia GPUs

The above abstraction, despite its elegant simplicity, only
partially reflects what happens on the device. First, threads
are not executed as one infinitely large group; instead, they are
grouped into warps of 32 threads, which represent the basic
execution unit of the SIMT architecture. This organization
improves flexibility and allows the GPU to hide latency by
scheduling different warps when some threads are stalled. This
group of 32 threads is called a warp [24], [25]. This grouping
is done automatically by the hardware and is hidden to the
programmer. Then, under the hood, kernels are executed at
the warp level by multiple Streaming Multiprocessors (SMs).
SMs are the base computing unit of the GPU, they are largely
independently from one another, and can be viewed at a
high level as a collection of multiple processing elements
(commonly referred to as CUDA cores) optimized for data
parallelism and thus as multiprocessors operating under the
SIMT model. SMs are then typically grouped in pairs to
form Threads Processing Clusters (TPCs). The most relevant
property of TPCs is, in our case, their ability to be enabled or
disabled for use by a certain stream. This is the principle that
was leveraged by Bakita and Anderson [21] and that we will
rely upon for GPU partitioning.

C. Scheduling in Nvidia GPUs

The interaction between the high-level and low-level con-
cepts introduced above occurs during the runtime scheduling
of GPU workloads. The CUDA scheduling process can be
described as a hierarchy of four levels:

Application level: At the top level, the GPU manages the
execution of operations requested by different processes by
leveraging a separate context for each relevant process. The
context retains the state of the GPU resources needed to carry
out the operations associated with the respective process [25],
including information on kernel launches, memory allocations
and others. Our experiments involve a single process using
the GPU, thus we are not concerned with the use of multiple
contexts and their scheduling [26].

Stream level: Kernels1 enqueued in all streams are ex-
ecuted in first-in first-out (FIFO) mode, and multiple ker-
nels in the same stream are executed sequentially and non-
preemptively [27]. Additionally, as inferred by Bakita and
Anderson [28], to execute its kernels on an SM, each stream
will require access to a channel2. The number of channels
defaults to 8 across all studied GPU architectures, and thus,
kernels launched on a ninth stream while 8 preceding streams
are already running will need to wait for a stream to free a
channel before they start executing.

Block level: Scheduling a block means assigning all its
threads to an SM for execution by that SM and that SM only.
Every thread in a block must be allocated to the same SM
at the same time, meaning that a block needs to wait until
the workload of one SM is low enough to accommodate all
its threads, then the threads of the block are scheduled in
warps inside the SM [24]. The exact order in which blocks are
allocated to an SM is not straightforward. However, blocks of
a kernel are identical and independent in our study, and, due to
the effects of partitioning, execute in a dedicated set of SMs.
Therefore, the scheduling order is not relevant for this paper.

Thread (or warp) level: As mentioned above, once allo-
cated to an SM, threads of the same block will be grouped by
32 to form a certain number of warps. A warp scheduler in the
SM will then, at every clock cycle, select one eligible warp
from all the warps at its disposal, regardless of which block
they belong to, and issue a single instruction for simultaneous
execution by all the threads within that warp.

III. RELATED WORK

GPU partitioning has been investigated through multiple
approaches. Until recently, such techniques revolved around
circumventing the standard GPU execution model to enforce
the desired behavior. For example, Jain et al. [19] presented
a comprehensive GPU partitioning method relying on page

1Strictly speaking, CUDA streams accept multiple types of GPU com-
mands, including kernel launches, synchronization and memory copy opera-
tions. As our focus is on kernel execution, other types of GPU commands are
irrelevant in our evaluations and are not considered for the sake of simplicity.

2Channels are officially named connections by Nvidia and are described
as work queues used by the GPU. The documentation states that their max
number is fixed by the CUDA DEVICE MAX CONNECTIONS environ-
ment variable, which defaults to 8.



coloring to isolate memory resources. While effective, their
approach requires source-code modifications to achieve com-
pute partitioning, limiting its practicality. Zahaf et al. [20]
introduced a way to control the number of TPCs assigned
to a kernel which circumvents the internal resource allocation
strategy by filling the undesirable SM with dummy kernels,
which seems tortuous for practical applications.

Recognizing the need for GPU resource sharing and in-
creased flexibility in AI inference servers, Nvidia intro-
duced the Multi-Instance GPU (MIG) capability [22] in its
datacenter-oriented GPUs. However, the limited availability
of MIG across GPU architectures has restricted its adop-
tion beyond the datacenter domain, including embedded and
general-purpose real-time systems. Bakita and Anderson [21]
identified a scarcely documented feature of Nvidia GPUs
that enables flexible and efficient compute partitioning. Such
feature relies on the fields of a low-level data structure used for
kernel launches called Task Metadata. This paved the way for
enhanced precision and predictability in time-sensitive GPU
workloads, as was demonstrated by the implementation of
advanced scheduling of FFT kernels by Ali et al. [29]. Finally,
Bakita and Anderson [30] recently improved on their previous
work [21] by providing an improved way of scheduling kernels
on a sub-partition of a GPU, implementing the GPU coun-
terpart to the Linux CPU affinity system taskset, called
nvtaskset, with the aim of enabling composability without
modifications to the driver and application code.

In parallel, several works have investigated the internal
behavior of NVIDIA GPUs. Examples include the analysis of
GPU schedulers by Olmedo et al. [24], which reveals specific
patterns in how the block scheduler assigns blocks to SMs,
as well as the work by Jia et al. [12], which characterizes the
execution cost of individual assembly instructions in terms
of clock cycles. Bakita and Anderson [28] further explored
the low-level mechanisms involved in kernel scheduling, un-
covering new rules and principles relevant to efficient GPU
programming in real-time systems.

IV. EVALUATING THE EFFECTS OF GPU PARTITIONING

Having established the necessary background concepts, we
can design an experimental campaign in which we assess
the effects on GPU partitioning with libsmctrl [21]. We
started with the hypothesis that GPU behavior is deterministic,
and that there must exist a rule or pattern enabling us to
predict this behavior under certain predefined constraints.
Consequently, the goal of our first experiments will be to
observe and characterize how GPU behavior varies across
different partitioning configurations. As discussed above, our
focus is on timing performance; thus, the experiments will
mainly focus on assessing changes in kernel execution time.

A. Experimental setup

The experiments evaluate the execution time of a
custom representative kernel executed multiple times
by different streams under GPU partitioning using
libsmctrl [21]. Using the libsmctrl_set_stream

_mask(cudaStream_t stream, uint64_t mask)
function provided by this library, we can specify a bit mask
to selectively disable access to specific TPCs for a given
CUDA stream. Specifically, in each evaluation, we configure
the GPU to use i ∈ N partitions using libsmctrl. Naturally, i
must not exceed the number of TPCs available on the GPU
considered in the experiment. For instance, an RTX 4060 Ti
contains 17 TPCs, thus i ≤ 17. In all the experiments in the
paper, unless otherwise stated, each partition will run exactly
one kernel using a dedicated stream; thus, the number of
partitions will be in direct correspondence with the number
of concurrent kernels. In addition, when varying the number
of threads in the blocks, let j be the number of threads per
block. Regardless of the chosen configuration, the number of
threads per block cannot exceed the hardware limit of 1024
threads imposed by the evaluated Nvidia GPUs. The structure
of the evaluations will follow this general workflow:

• Create i streams and assign to each stream a subset of
the available TPCs using libsmctrl for partitioning. To
achieve complete partitioning, the TPC subsets assigned
to different streams must be disjoint.

• For every tuple (i, j):
– Transfer in advance all required data from the CPU

to the GPU to ensure it is available before kernel
execution.

– Synchronize the launch of every kernel: launch one
CPU thread per stream and place a barrier before
each launch of the corresponding kernel3.

– Measure the kernel execution time using the
cudaEvents API.

– Repeat the measurement a statistically significant
number of times (in most cases 500 times, in a
few cases less to reduce extremely long experiment
times). We then average the different measurements
to dampen the effects of outliers and highlight no-
ticeable patterns. Whenever relevant, minimum and
maximum observed execution times are preserved in
the experiments.

For most of the experiments, and unless otherwise specified,
the kernels utilized in the experiments were executed using
one block of threads to contain the unpredictable interference
effects introduced by block-level scheduling. In addition, no
other process was allowed to access the GPU during the
experiments, in order to avoid unpredictable interference due
to application-level scheduling.

The first set of experiments leverages a custom, configurable
kernel, reported in Listing 1. This kernel is a variant of a vector
addition kernel. To emulate a representative and practical
kernel, it has been modified so that the vector addition is
divided into smaller vector additions that are independently
handled by parallelized threads. Notice that a thread perform-
ing the addition will frequently request new data from the
memory, thus, to make the single memory access time less

3To ensure accurate measurements under this method, i was limited to the
number of available CPU cores in our experiments.



Listing 1: Custom kernel used for the evaluation.
1 #define CHUNK 5
2

3 __global__ void vector_add
4 (float* A, float* B, float* C, uint8_t* sm) {
5 int smid = 0;
6 asm("mov.u32 %0, %%smid;" : "=r"(smid));
7 int i = threadIdx.x;
8

9 for (int j = 0; j < 3000/CHUNK; j++) {
10 for (int k = 0; k < CHUNK; k++) {
11 C[i*CHUNK+k] = A[i*CHUNK+k]+B[i*CHUNK+k];
12 }
13 }
14 sm[i] = smid + i;
15 }

important relative to the total execution time, we repeat some
instructions 3000 times in order to increase the amount of
computation and cache-hits. This resulted in a kernel that
struck a certain balance between a compute-heavy kernel and
a memory-access-heavy kernel. The kernel also saves the ID
of the SM over which it executes for the host code to be able
to check with certainty the effectiveness of the partitioning.

The evaluation is performed on different GPU models by
Nvidia. Most of the experiments were performed on an Nvidia
RTX 4060 Ti and on an Nvidia Tesla V100, as they provide a
high number of SMs, thus being more representative for GPU
partitioning schemes. Other experiments were carried out on
an Nvidia GTX 1060 Ti and on the Jetson AGX Xavier GPU-
based embedded platform.

B. Basic effects of compute partitioning

Our first goal was to assess the effectiveness of the parti-
tioning. To this end, the experiment described in Section IV-A
was executed by launching the kernel with 20 thread blocks
on a partition composed of an increasing number of TPCs,
yielding the results in Fig. 1. For this preliminary experiment,
we utilized multiple blocks to launch the kernel because a one-
block kernel cannot take advantage of an increased number of
TPCs. The results show that, as the number of TPCs in the
partition increases, the execution time of the kernel decreases,
proving that the kernel executes on an increasing number
of SMs, having been granted access to the SMs composing
other TPCs. Thus, the partitioning is shown to be working as
intended. This was further confirmed by accessing the smid
CUDA PTX (Parallel Thread Execution) assembly register,
which stores the identifier of the SM on which the thread
is executing (accessed as in Listing 1, Line 7).

We then evaluated the effect of GPU partitioning when
multiple partitions execute concurrently. To this end, we ran
the base experiment multiple times, initially using one kernel
composed of one block, executing on a one-TPC partition. We
then gradually increased the number of concurrent partitions,
each composed of one TPC, and recorded the corresponding
execution times. Each kernel was launched in a dedicated

Fig. 1: Average kernel execution time as a function of the size
of the GPU partition to which it is assigned (RTX 4060 Ti,
custom kernel with 900 threads)

CUDA stream to enable concurrent execution across partitions.
The resulting evolution of the execution times across different
numbers of partitions, with varying numbers of threads per
block and on different GPU models, is reported in Fig. 2.
From those experiments, we noticed that the execution time
of the kernels remained largely stable as additional concur-
rent partitions were added, until more than 8 partitions are
considered in the evaluation for most GPUs (Fig. 2(a)-(c)) or
more than 2 partitions are reached for the Jetson AGX Xavier
(Fig. 2(d))4. These results indicate that compute partitioning
was effectively achieved for up to 8 partitions on the evaluated
GPUs (2 on the Jetson AGX Xavier). For the evaluated
discrete GPUs, this limit coincides with the default number
of channels. Moreover, repeating the experiment on the RTX
4060 Ti with the number of connections set to 12 resulted
in the execution-time increase occurring after 12 concurrent
partitions instead of 8. This confirms that the number of
available connections limits the effective kernel concurrency
when launching many kernels simultaneously. The lower limit
observed on the Jetson AGX Xavier is consistent with its
smaller number of available GPU resources (8 SMs organized
into 4 TPCs), which reduces the number of resources available
for concurrent kernel execution. Overall, these results show
that while GPU compute partitioning is successfully enforced,
both runtime constraints and hardware resource limitations can
restrict the scalability of concurrent kernel execution.

The results in Fig. 2 also show that execution time tends to
increase with the number of threads per block. Since only com-
pute resources were partitioned, while the memory subsystem
remained shared, we hypothesize that this increase is primarily
caused by increased memory contention. Indeed, having more
threads per block deployed on the device results in increased
memory pressure and contention to resolve memory accesses.
In this case, the latency hiding effect introduced by interleav-
ing warp execution within the SM may not be sufficient to

4Data have been filtered to not include the first few very high execution time
measurements, as is standard practice for GPU execution-time measurements.
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(a) RTX 4060 Ti.
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(b) Tesla V100.
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(c) GTX 1080 Ti.
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(d) Jetson AGX Xavier.

Fig. 2: Average execution time of the experimental kernel as a function of the number of concurrent kernels, considering one
block per kernel. Each kernel is assigned a dedicated one-TPC partition.
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Fig. 3: Average execution time of the experimental kernel as
a function of the number of concurrent kernels, considering
one block per kernel, without memory accesses. Each kernel
is assigned a dedicated one-TPC partition. (RTX 4060 Ti).

fully compensate for the added memory contention. To test this
hypothesis, we repeated the experiment with a modified kernel
that eliminates data-dependent memory accesses by replacing
values originally stored in memory with constant values. The
results, reported in Fig. 3, show negligible differences between
kernels with different numbers of threads (at most a 4%
difference in execution time), supporting the hypothesis that
memory accesses and contention contribute to the execution-
time differences observed in Fig. 2. Nonetheless, the different
behavior observed after reaching the limit of 8 active channels
is still observed, indicating that this phenomenon occurs
regardless of memory contention.

This experiment concludes our validation and evaluation
of the behavior of libsmctrl [21] across varying system
configurations and with different GPU platforms.

C. Comparison with non-partitioned kernels

We proceeded by investigating the impact of partitioning
with libsmctrl on kernel execution time in comparison to
kernel execution without partitioning, under a similar exper-
imental setup. At first, we kept the number of blocks fixed
to one, with results reported in Fig. 4. As expected, disabling
partitioning yielded the same overall behavior as under par-
titioning, since the execution of a kernel with one block can
not take advantage of the availability of more than one SM in
the related partition. We then increased the number of blocks
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(a) With partitioning (1 block per
kernel, 1 TPC per partition).
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(b) Without partitioning.

Fig. 4: Average execution time of the experimental kernel as a
function of the number of concurrent kernels (RTX 4060 Ti).
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(a) With partitioning (20 blocks
per kernel, 1 TPC per partition).
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(b) Without partitioning.

Fig. 5: Average execution time of the experimental kernel as a
function of the number of concurrent kernels (RTX 4060 Ti).

to 20, obtaining the results in Fig. 5 and Fig. 6. In this case,
with partitioning disabled, the GPU can spread the workload
across all of its available SMs, leading to a drastic reduction
in execution time with respect to execution with partitioning
enabled. For example, in Fig. 5, the kernel with 900 threads
per block goes from an execution time of approximately 18ms
to just above 2ms by disabling partitioning.

Following those last experiments, we confirmed that parti-
tioning had a major effect on the execution time of a kernel.

V. MODEL DERIVATION

The results reported in Section IV provide relevant insights
into the timing behavior of kernels under GPU partitioning
with libsmctrl. Having established that partitioning intro-
duces measurable effects on kernel execution times, we now
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Fig. 6: Average execution time of the experimental kernel as
a function of the number of concurrent kernels (Tesla V100).

turn our attention to deriving a way to model and predict this
effect. To this end, we examine the results in Fig. 1 in greater
detail. The curve in Fig. 1 is very similar to the corresponding
curves obtained in the experiments by Zahaf et al. [20] and
Bakita and Anderson [21] and appears to follow a similar trend
to that of a hyperbolic curve of the type y = a

x , for some
constant a. This apparent similarity motivates an attempt to
derive a quantitative estimate of the parameter a, in order
to predict how the execution time of a kernel will change
when utilizing an increasing number of GPU partitions. To
this end, we first observe that the time it takes to fully execute
a block from start to finish (Tblock) can be approximated as
Tblock = NWpB ·Twarp, where NWpB is the number of warps
per block and Twarp is the execution time of a warp, which,
given the SIMT execution model, can also be thought of as
the execution time of a thread5. As warp parallelism is limited
to 32 threads each cycle, NWpB can be easily derived as
NWpB =

⌈
NTpB

32

⌉
, where NTpB is the number of threads

per block, thus yielding

Tblock =

⌈
NTpB

32

⌉
· Twarp. (1)

We then observe that having a fixed number of TPCs
allocated to the kernel via GPU partitioning yields a precise
number of SMs to execute that kernel. Furthermore, these
SMs operate independently from one another, thus each can
execute a certain number of blocks concurrently. The max-
imum number of blocks that can be allocated at the same
time in one SM can be determined in advance, as reported
by Olmedo et al. [24], who proposed a precise formula to
derive this value, with reference to the computation of the
kernel occupancy metric. It should be noted that occupancy
can only be predicted if only one kernel is running on the SMs
of the partition. For our purpose, we found the simplified value⌊

2048
NTpB

⌋
to be a sufficiently precise approximation in order

to derive the number of blocks that can be allocated to one

5This approximation neglects latency hiding effects arising from the inter-
leaving of multiple warps and from the presence of multiple warp schedulers
within an SM, which allow instructions from different warps to be issued
concurrently [24]. These effects may influence the actual execution time of a
block; however, since Twarp is empirically obtained from measurements of
the considered kernel, their impact is implicitly captured by the model.

SM, where 2048 is the typical maximum number of threads
that can be supported by a single SM. This simplification is
consistent with the assumption that each SM is reserved for
a single partition and its related kernel; thus, the full SM
capabilities are available for that kernel. The total number
of blocks that can be scheduled in parallel is thus given by⌊

2048
NTpB

⌋
multiplied by the number of SMs available in the

partition (i.e., twice the number of TPCs in the partition,
denoted by NTPC). The execution time of the kernel, denoted
by Tkernel, can thus be derived by dividing the total number
of blocks, denoted by NB , by the number of blocks that can
be scheduled in parallel:

Tkernel =

 NB

2 ·NTPC ·
⌊

2048
NTpB

⌋
 · Tblock.

Finally, by Eq. (1), we get that

Tkernel =

 NB

2 ·NTPC ·
⌊

2048
NTpB

⌋
 ·

⌈
NTpB

32

⌉
· Twarp. (2)

However, Twarp is impacted by numerous factors, making
it difficult to be accurately predicted. A practical solution is
to measure Twarp empirically by running at least one block of
the kernel of interest and use this measurement of Twarp for
subsequent calculations. To obtain Twarp, we can simply apply
Eq. (2) to a one-block kernel and, having measured Tkernel,
invert the equation to get Twarp.

The resulting formula in Eq. (2) draws on very similar rea-
soning to previous studies, such as [20], [24], [31]; however,
to the best of our knowledge, no equivalent formulation has
been derived in the existing literature.

To revert to our initial intuition, we can conclude that the
execution time of the kernel, when the number of SMs in
the partition increases, is not completely similar to a y = a

x
curve, but rather to a curve of the type y =

⌈
a
x

⌉
· b, where

a = NB

2·
⌊

2048
NTpB

⌋ and b =
⌈
NTpB

32

⌉
· Twarp.

VI. EVALUATION WITH STANDARDIZED BENCHMARKS

A. Validation with a single kernel

Following the reasoning held in the previous section, we
now test our formula against our custom experimental kernel
but also against benchmarks that are representative of practical
applications. For this, we adapted the code of the SHOC
benchmark suite [23] to run the benchmarks with different
partition sizes. By the experiments in Section IV, we know
that memory accesses have a significant impact on kernel exe-
cution time; thus, we performed our evaluation by considering
a compute-intensive kernel (MD5 hashing) and a memory-
intensive kernel (general matrix multiplication, or GEMM), in
addition to our middle-of-the-road experimental kernel.

The results of these experiments, reported in Fig. 7, show
the expected result: the accuracy of our formula is strongly
correlated to the proportion of computation relative to memory
access in a kernel. The lowest root mean squared error (RMSE)



0 4 8 12 16 20 24 28
TPCs assigned to the kernel

0
100
200
300
400
500
600
700
800

Ex
ec

ut
io

n 
tim

e 
(m

s)

Prediction
Execution time
(avg, min, max)

(a) Custom kernel (Tesla V100).

2 4 6 8 10 12 14 16
TPCs assigned to the kernel

6
12
18
24
30
36
42
48

Ex
ec

ut
io

n 
tim

e 
(m

s)

Prediction
Execution time
(avg, min, max)

(b) MD5 hashing (4060 Ti).

2 4 6 8 10 12 14 16
TPCs assigned to the kernel

15
30
45
60
75
90

105

Ex
ec

ut
io

n 
tim

e 
(m

s)

Prediction
Execution time
(avg, min, max)

(c) GEMM (8KiB) (4060 Ti).

2 4 6 8 10 12 14 16
TPCs assigned to the kernel

150

300

450

600

750

900

Ex
ec

ut
io

n 
tim

e 
(m

s)

Prediction
Execution time
(avg, min, max)

(d) GEMM (16KiB) (4060 Ti).

Fig. 7: Estimated and measured average execution time of a kernel versus GPU partition size.
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Fig. 8: Measured execution time of isolated or concurrent kernels versus GPU partition size (RTX 4060 Ti).

of the model compared to the experimental result is attained
for the MD5 hashing kernel, with a 0.75% error on average
(Fig. 7(b)), while the highest RMSE is attained for the GEMM
kernels with approximately 33% of average error (Figs. 7(c)-
(d)). Our experimental kernel settles at an average error of
6.8% (Fig. 7(a)). These results confirm that, the more memory
accesses in a kernel, the harder it is to predict its performances
from a single run. Those results are understandable as we have
ignored memory accesses in our model. Nonetheless, these
results also show that our execution time change estimation
method can provide remarkable accuracy, despite its simplic-
ity, for compute-intensive kernels (Figs. 7(a)-(b)).

B. Further experiments

While we now better understand the behavior of a single
kernel under GPU partitioning, partitioning is only useful if
two or more kernels run concurrently. Thus, to fully charac-
terize the behavior of kernels executing on a partitioned GPU,
we also need to further investigate the impact of running two
kernels in parallel on different partitions.

To achieve this, we carried out the same experiment but
added a second kernel running in parallel to the first on all
the TPCs that were not used by the first kernel. Specifically,
the first kernel is executing on a partition whose size is
increasing from 1 to 16 TPCs, while the other kernel is
executing on a partition whose size is initially 15 TPCs and
decreases accordingly as the other partition grows. This way,
we can evaluate how running a second kernel impacts the
execution time of the first kernel under varying partitioning
conditions. Fig. 8 reports the results of these experiments.
The plots clearly show how the execution time of the first
kernel evolves when executing in isolation (blue dashed curve)

compared with when it executes concurrently with a second
kernel (green curve). The execution time of the second kernel
is also represented by the red dotted curve. Box plots show
the distribution of individual execution-time measurements for
the first kernel when running concurrently with the second
kernel, with crosses indicating statistical outliers. The plots
show the expected complementary behavior: as the number of
TPCs allocated to the first kernel increases, its execution time
decreases, while the second kernel receives fewer TPCs and
its execution time increases accordingly. As in the previous
results, we noticed a greater impact on memory-intensive ker-
nels in Fig. 8(c)-(d) as the memory workload becomes higher:
their execution time diverges greatly from the execution time
of a single kernel. The RMSE between the two-kernels curve
and the single-kernel curve is 36% for the GEMM 16KiB
kernel in Fig. 8(d). However, execution times of compute-
intensive kernels in (Fig. 8(b)) are left almost untouched (13%
RMSE for the MD5 hash kernel, falling to 3% if we ignore
the last two measurements that are heavily influenced by a
few higher than average measurements), proving once again
the robustness of compute-partitioning, as well as the validity
of our formula for compute-intensive kernels (13% RMSE
compared to the predictions on the single kernel). However,
we can also observe a bigger than average discrepancy for
the MD5 hashing benchmark with 16 TPCs. An analysis
of the different measurement distribution shows that this
divergence is essentially due to a few outliers that greatly
impact the average value, despite their small number. Finally,
the outlying measurements in Fig. 8(b)-(d) exhibit interesting
patterns in the maximum observed execution time that could
be investigated in future research.

Overall, we see that measurements are significantly more



dispersed in Fig. 8 than in Fig. 7. Specifically, while most mea-
surements are still close to the average, the maximum observed
time drastically increases, showing that a partitioned kernel in
some cases suffers significant interference when a secondary
kernel is running in parallel. These results also highlight that
some interference is still experienced by kernels running in
separate partitions when considering GPU partitioning under
libsmctrl, possibly due to effects related to underlying
architectural resource contention. This, of course, should have
an impact on real-time programming for GPUs and should be
investigated further.

VII. CONCLUSIONS

This paper presented an in-depth study on the impact of
GPU partitioning on the execution time of CUDA compute
kernels. Specifically, we have provided additional experimental
results and performed additional validation on the behavior
of kernels executing under GPU partitioning configured with
libsmctrl [21]. Based on these observations, we derived
a simple and empirically supported formula for determining
the impact of GPU partitioning on kernel execution times,
which demonstrated high accuracy on compute-intensive ker-
nels. Additionally, our study highlighted the significant impact
of memory accesses on kernel execution times. Reaching
similar accuracy levels for memory-intensive kernels will
require additional work, and may possibly involve specialized
strategies for predictable memory management to reduce the
uncertainty introduced by memory accesses [19]. Once a more
advanced theory around GPU partitioning has been developed,
investigating new scheduling algorithms at the kernel level
may be an opportunity for new research.
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