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Abstract—Deep neural networks (DNNs) are increasingly em-
ployed in cyber-physical systems (CPSs) to enable advanced
perception and control capabilities. Hardware accelerators based
on field-programmable gate arrays (FPGAs) are increasingly used
to accelerate DNN inference in real-time applications. FPGA-
based heterogeneous platforms offer highly predictable timing
behavior and low power consumption, making them well suited
for embedded systems with stringent resource constraints. In
such platforms, DNN inference can be efficiently executed by
soft-core processors such as the AMD Deep Learning Proces-
sor Unit (DPU), which is specialized for accelerating common
tensor operations in DNNs. This paper presents a scheduling
and analysis framework designed to achieve time-predictable
DNN inference on multi-core DPU configurations in FPGA-
based systems on chip (SoCs). The framework provides timing
guarantees by leveraging memory traffic regulation in the DPU
inference and priority-driven scheduling of split DNNs to regulate
access to the DPU cores. The effectiveness of the proposed ap-
proach is evaluated through an extensive experimental campaign
on commercial AMD platforms, comparing its schedulability
performance against standard techniques.

Index Terms—Deep neural networks, hardware acceleration,
deep learning processor units, real-time systems, schedulability.

I. INTRODUCTION

Deep neural networks (DNNs) are increasingly employed
to enable advanced perception and control functions in cyber-
physical systems (CPSs) across a variety of domains, including
autonomous and assisted driving, industrial robotics, and med-
ical systems, where they perform tasks such as object detection
and classification, tracking, and semantic segmentation. In
mission-critical contexts, the execution (or inference) of DNNs
is often subject to stringent timing constraints that must be
satisfied to ensure both performance and safety requirements.
Moreover, CPS workloads commonly involve the concurrent
inference of multiple DNNs. For example, typical sensor
configurations in autonomous vehicles include multiple camera
streams, each processed by several specialized DNNs with dis-
tinct periodicities and deadlines [1]-[4]. DNNs are inherently
characterized by a highly parallel structure, as they consist
of a number of sequential neural layers featuring significant
internal parallelism to process the output of the previous layer.
To reduce computation times of parallel workloads, modern
systems on chip (SoCs) for embedded computing integrate
heterogeneous multi-core processors and specialized hardware
accelerators, such as general-purpose graphics processing units
(GPUs) and field-programmable gate arrays (FPGAs). The
investigation of hardware-accelerated inference of DNNs in
cyber-physical applications mostly focused on GPU acceler-

ation. However, GPUs are characterized by a highly variable
timing behavior [5] and significant power consumption, which
make them unsuitable for usage in applications subject to
hard real-time requirements and stringent size, weight and
power (SWaP) constraints. Additionally, GPU hardware and
drivers are proprietary, preventing modifications to improve
their timing behavior. FPGA-based platforms are emerging as
a valid alternative to GPU-based platforms for accelerating
DNNs in CPSs, since they exhibit a highly predictable timing
behavior that enables a more precise timing analysis, with
tight control of memory contention and high energy effi-
ciency, while retaining competitive inference performance [6]—
[11]. FPGA-based SoCs also support soft-core processors
specialized for the inference of DNNs, such as the AMD
Deep Learning Processor Unit (DPU). Studies analyzing the
timing behavior of DPU-based inference have shown that the
DPU is suitable for real-time applications, even in its default
configuration, and that its predictability can be further en-
hanced [12]. This capability enables accurate timing analysis,
supporting the design and verification of DNN-accelerated
computing systems for time-sensitive applications. Moreover,
AMD SoC platforms support the integration of multiple DPUs
within the same FPGA design, allowing parallel execution of
multiple DNNs and reducing their expected response times in
multitasking scenarios.

Contribution. This paper presents a comprehensive frame-
work for achieving time-predictable inference of DNNs on
multi-core DPU configurations implemented on AMD FPGA-
based SoCs. Specifically, this paper makes the following
contributions: (i) it characterizes the timing behavior of DNN
inference under the standard multi-core DPU configuration,
identifying key sources of timing unpredictability (Sec. IV);
(ii) it proposes a hardware design including a multi-core
DPU protected by bus budgeting units for explicit control of
memory contention (Sec. V); (iii) it introduces a predictable
multi-core DPU scheduling framework that assigns DNNs
to different cores and supports splitting individual DNNs
into sequential execution chunks for finer-grained scheduling
(Sec. V); (iv) it provides a corresponding timing analysis for
DNN tasks based on limited-preemptive fixed-priority schedul-
ing, enabling response-time guarantees for DPU workloads,
together with task-to-core allocation strategies (Sec. VI); and
(v) it reports an experimental evaluation of the proposed
approach in terms of execution times and schedulability in
the inference of state-of-the-art DNN models, in comparison
with the default system configuration (Sec. VII).



II. BACKGROUND

This section presents a typical FPGA-based SoC architec-
ture, the AMD DPU and related AMD Vitis Al inference
framework, and the reference multi-core DPU configuration
and application model.

Platform architecture. FPGA-based SoC architectures com-
bine scalar processors with an FPGA fabric integrated into a
single heterogeneous device. The reference platform architec-
ture is reported in Figure 1. In AMD architectures, the FPGA
area is known as the Programmable Logic (PL), whereas
the rest of the SoC, including the processors and related
peripherals, is known as the Processing System (PS). The set
of processors usually includes both real-time processors and
application processors. The FPGA area can be programmed to
host custom devices such as digital signal processing pipelines,
softcores, or hardware implementations of specific functions
(i.e., hardware accelerators) that can be invoked by software
tasks for reducing their computation time. Specialized design
workflows are provided by the manufacturer to design and
implement FPGA devices, determine the layout of the devices
and their interconnections on the available FPGA area, and
program the FPGA fabric accordingly. Two main interfaces are
used to enable communication between the software activities
and the custom devices in the FPGA: one allows FPGA
devices to access other devices in the PS by means of high-
throughput ports (PL-PS interface), whereas the other enables
the software to utilize and configure the devices programmed
in the FPGA (PS-PL interface). The FPGA-PS interface allows
FPGA devices to access the main memory in the PS, so that
the devices in the PS can communicate with those in the FPGA
by shared memory in either off-chip DRAM memory or on-
chip memory (OCM). The representative platform model for
heterogeneous architectures considered in this work is the Ul-
traScale+ ZCU102 (see Figure 1). This architecture comprises
a processing system with multiple CPUs, including application
CPUs (ARM Cortex-AS53, at 1.1 GHz) for general-purpose
workloads and real-time CPUs (ARM Cortex-R5, at 600 MHz)
for deterministic execution, as well as programmable logic
FPGA fabric for hardware acceleration. Additional features
include I/O devices, secure boot mechanisms, hardware-based
isolation, and a coherent interconnect to manage memory
transactions across the system. For our practical evaluations,
all software is executed on the application CPUs since rich
operating system support is required for DPU inference.

The AMD Deep Learning Processor Unit (DPU). Although
DNN models can be manually designed and implemented in
FPGAs via custom programmable logic designs, this approach
is considered an error-prone and time-consuming process. A
number of tools, such as HLS4ML [13] and AMD FINN [14],
were devised to facilitate the implementation of DNNs on
FPGA platforms using high-level descriptions of the DNN
architecture based on frameworks as PyTorch and TensorFlow.
In contrast, the AMD Vitis Al framework provides a spe-
cialized toolchain centered on the Deep Learning Processor
Unit (DPU), a soft-core processor and accelerator instantiated

on the FPGA fabric and optimized for convolutional DNN
inference. The DPU cores comprise three interfaces: two data
interfaces for loading and storing input data and intermediate
inference results, and one instruction interface for fetching
code to be executed. The interfaces are interconnected with
the PS using an AXI SmartConnect. The Vitis Al workflow
takes a high-level description of a pre-trained DNN, applies
quantization to convert floating-point parameters into fixed-
point representations (typically 8 bits per parameter), and
then compiles the quantized model into a sequence of DPU
instructions, packaged in an xmodel file for deployment. The
DPU behaves as a specialized processing core for DNN models
that fetches instructions and data from a DRAM memory area
that is shared with the software running in the PS [12]. A set of
middleware software libraries included in Vitis Al is in charge
of managing the interactions between software processes and
the DPU at runtime. Specifically, when an application is
initialized for DNN inference on the DPU, the Vitis Al library
creates the shared memory area, populates it with the required
model parameters included in the xmodel file, and configures
the DPU. The configuration procedure is only performed once
for each DNN model. Once the DNN model is configured for
execution on the DPU, the software can request the inference
of the DNN model on a given input. The DPU can then
process the input and run the DNN model in parallel with
the application running on the processors. When inference is
completed, the processors are notified by an interrupt signal.
DNN inference is asynchronous, and the software can continue
executing on the CPU before synchronizing with the DPU by
waiting for the notification signal.

Timing behavior of the DPU. The DPU is distributed as
a closed-source FPGA design, and large parts of the Vitis
Al software libraries are closed source. While some infor-
mation can be derived from the existing documentation, no
simulation or static timing analysis tools are provided, so
its behavior can only be characterized through profiling and
empirical measurements. Restuccia and Biondi [12] devised
a specialized FPGA device to analyze the DPU and profile
its execution and memory access patterns. The device probes
the DPU interfaces and non-intrusively tracks accesses to the
shared DRAM by connecting through parallel connections.
Based on such techniques, the following observations were
extracted [12]: (i) interactions between software and the DPU
occur only during the initial DNN and DPU configuration
phase, with no interactions during actual inference; (ii) each
execution instance of the same DNN model exhibits similar
memory access patterns, as the DPU follows the instructions
stored in the xmodel file and copied to the shared memory;
(iii) the DPU has a highly parallel internal execution behavior,
which can be accurately modeled as a series-parallel pipelined
execution; and (iv) inference times are stable and exhibit only
limited fluctuations, primarily cause by memory contention
on the shared memory controller. These results highlighted
that DNN inference on the DPU exhibits a highly predictable
timing behavior (especially when compared to the typical
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Fig. 1. Reference platform architecture with a three-core DPU configuration.

behavior of DNN inference on GPU-based platforms) and
that the DPU behaves as a specialized processing unit which
retrieves instructions from the shared memory and executes
them sequentially, as in a general-purpose processor.

Multi-core DPU configurations. Vitis Al allows instantiating
a multi-core version of the DPU IP in designs targeting
supported FPGA-based SoCs. This feature enables parallel
inference of multiple DNN models on different DPU cores,
thus increasing the potential resource utilization on the FPGA.
A three-core DPU configuration is illustrated in Figure 1.
The UltraScale+ ZCU102 platform supports FPGA designs
with up to three DPU cores using the standard B512 DPU
configuration, a limit determined by the available FPGA fabric
resources. The B512 DPU configuration is typically chosen
for energy-constrained edge Al environments because it uses
fewer resources and consumes less power than larger DPU
architectures. To provide a comprehensive overview of schedu-
lability across different types of workloads, we evaluated a
diverse set of neural network architectures commonly used in
edge Al applications. To the best of our records, this work is
the first to investigate scheduling and timing behavior of multi-
core DPU configurations with explicit control of memory con-
tention on AMD SoCs. Our analysis revealed that the Vitis Al
middleware employs a non-preemptive first-in-first-out (FIFO)
scheduling strategy and a resource-inefficient allocation policy
for DNN models on DPU cores, which is suboptimal for
priority-sensitive workloads, resulting in priority inversion
and significant blocking due to non-preemptive execution. To
address these issues, this work proposes a hardware design
and a set of scheduling strategies to improve the timing
predictability of AMD multi-core DPU configurations in real-
time applications that require the inference of multiple DNN
models with different priority levels, coupled with a specialized
response-time analysis.

III. APPLICATION MODEL

This work focuses on CPS applications including multiple
tasks requesting concurrent DPU-accelerated DNN inference.
We consider a multi-core DPU configuration including m
DPU cores for DNN inference, denoted as Py, Ps,..., Pp,.
We model the application as a task set 7 = {7y,...,7,} of n
sporadic tasks that execute on the cores of the PS according to
a preemptive fixed-priority scheduling policy [15]. Each task

in 7 requests accelerated inference of a DNN on the multi-
core DPU as part of its execution. Specifically, each job of
a given task 7; can perform a single inference request for a
specific DNN model DNN;, by means of a call to the Vitis Al
runtime inference module, considered as a blocking call'. Each
task 7; releases a potentially infinite sequence of jobs with a
minimum inter-arrival time 7; and is subject to a deadline D,
with D; < T; (constrained deadlines). Each task is assigned a
fixed priority level 7;, for example, according to the Deadline
Monotonic (DM) priority assignment, where tasks with smaller
deadlines have higher priority. The priority of a task 7; is
considered higher than that of another task 7; if ¢ < j.

IV. INFERENCE ON MULTI-CORE DPU CONFIGURATIONS

This section reports the main findings on the timing behav-
ior of the baseline multi-core DPU configuration, obtained by
combining empirical observations and profiling, highlighting
the main sources of unpredictability. The setup considered
in the investigation involved a set of software tasks running
on the processor in the PS. Each of these tasks is activated
periodically and requests the inference of a specific DNN
model on the DPU, as in the application model in Sec. III. The
timing behavior of the baseline setup was studied by means
of extensive profiling and exploration of execution traces,
together with a targeted exploration of relevant open-source
portions of the Vitis Al framework codebase. The applications
considered in the profiling, compliant with the application
model in Sec. III, involved concurrent inference requests for
varying numbers of pre-trained state-of-the-art DNN models
used for perception, developed using PyTorch and converted
for DPU inference with Vitis Al. Specifically, the set of DNNs
considered included: EfficientNet-Lite [16], ResNetl8 [17],
ResNet50 [17], MobileNetV3 [18], GooglLeNet [19], and
SqueezeNet [20]. The main observations resulting from the
profiling campaign are described in the following.

Observation 1. The baseline setup follows a static round-
robin allocation policy of DNN models to the DPU cores.
Based on the observed scheduling behavior of a multi-core
DPU system, we inferred that the allocation policy of the
DNNs to the available cores is static, meaning that each
DNN model to be run on the DPU is assigned to a DPU
core following an initialization procedure at the first inference
request, and executes on that core for subsequent requests.
The allocation follows a cyclic pattern. The first DNN model
is allocated to the first DPU core; then, the subsequent DNN
models are assigned to each core in sequence, proceeding from
one core to the next until the last core is reached. After the
last core, allocation wraps around to the first core, and this
process continues until all DNN models are initialized and
allocated. This allocation policy was inferred via empirical
observations and also confirmed by locating the corresponding
source code in an open-source portion of the Vitis Al runtime

A blocking inference request is obtained by synchronizing with the DPU
immediately after the asynchronous inference request.



libraries?. Clearly, such a basic allocation strategy does not
take into account the characteristics of the DNN models
(e.g., execution time on the DPU, period, or deadline), nor
the currently available system resources. As a result, it may
produce unbalanced distribution of DNN models across the
DPU cores, leading to inefficient utilization of computational
resources. For example, consider a system with three DPU
cores and four DNN models initialized sequentially. With this
strategy, the first three models are assigned to the first, second,
and third core, respectively. When the fourth model arrives, it
is assigned to the first core regardless of the current workloads
of the cores or the execution requirements of the models. If
the first core is already heavily loaded, this assignment might
create a bottleneck, while the second and third cores may
remain underutilized. Another disadvantage of this allocation
policy is that it may bring to non-deterministic DPU core
assignments across system executions in case the allocation of
the required model is not performed in exactly the same order
during each startup phase. For instance, if the allocation is
performed by different tasks running on the PS as independent
processes, then the tasks may perform the allocation requests
at different times in different executions of the system, due to
the varying release time and execution speed of the tasks. In
this case, the system designer cannot rely on deterministic
DNN model allocation and utilize related information for
optimization or analysis. In the following, we consider the
case in which tasks are allocated to cores in a fixed order
(i.e., in order of increasing task index) so that model-to-core
allocation can be determined deterministically and a consistent
performance analysis can be enabled.

Observation 2. DNN inference requests on each DPU core
are managed according to a non-preemptive FIFO scheduling
policy. Based on our observations, the inference of a DNN
model on a DPU core must terminate before another inference
can start on same core. In applications consisting of multi-
ple tasks with different priority levels, this non-preemptive
scheduling behavior can introduce significant delays in the
execution of higher-priority tasks, which must wait for the
termination of inferences requested by lower-priority tasks.
Specifically, a priority inversion occurs whenever a higher-
priority task requests the inference of a DNN on a DPU core
while that core is busy executing a DNN inference requested
by a lower-priority task. Furthermore, we observed that the
scheduling policy adopted for the system is based on FIFO
ordering, instead of a priority-driven approach such as fixed-
priority or Earliest Deadline First scheduling. As a result, those
tasks that are characterized by a higher priority (e.g., due
to having a smaller deadline in the case of DM scheduling)
may incur significant blocking due to FIFO management of
the ready queue on each DPU core, potentially up to the
sum of the worst-case execution times (WCETs) of all other
tasks assigned to that core [21], [22]. This additional blocking

2The runtime library uses zero-based indexing for both DNN models and
DPU cores. Accordingly, if {M; | ¢ =0,1,2,...} is a set of DNN models
that are allocated one after the other to m DPU cores Py, P1,... Py—1, the
adopted policy allocates model 7 to core P;, where j = ¢ mod m.

can make the system unschedulable, and makes the approach
suboptimal when high-priority tasks need to maintain short
response times due to design or optimization constraints [15],
[23], [24]. Overall, it should be highlighted that both the
allocation and scheduling strategies in the default configuration
of the multi-core DPU system seem to be completely agnostic
of any real-time design parameters by which the DNNs and
related tasks might be characterized (e.g., execution time,
period, deadline, and priority). Therefore, the combination of
the allocation strategy and the scheduling policy may easily
lead to an unschedulable task set. This is confirmed by the
experimental results presented later in Sec. VII.

Observation 3. The execution times of DNN inferences can
be unpredictable due to memory contention. When considering
multi-core DPU configurations, the DPU cores share a com-
mon memory controller. Specifically, each core is equipped
with a pair of data ports and one instruction port for memory
access, which it can use to perform access requests on the
shared memory controller, through the common FPGA-PS
interface. Given that the memory controller is shared, estimat-
ing the WCET of a DNN model on the corresponding DPU
core requires careful consideration of the potential memory
contention arising from concurrent access requests through the
controller. Indeed, memory contention and memory access are
widely considered the main potential sources of unpredictabil-
ity in FPGA accelerators [7], [8], [10]. As a result, although
previous work [12] observed that bus activity during DNN
inference is highly predictable on single-core DPU systems,
this property does not hold when multiple DPU cores execute
DNNSs concurrently, as their memory access patterns contend
for the shared memory controller, introducing timing vari-
ability. Designs for AMD SoCs can use the ARM CoreLink
Qo0S-400 interconnect to regulate bus access, enabling coarse-
grained quality-of-service (QoS) control among PL and PS
devices. This mechanism prioritizes FPGA access requests
under congestion. However, no solution is provided by AMD
for fine-grained memory access control to ensure QoS or time
predictability among FPGA devices. Consequently, memory
contention between FPGA components, such as different DPU
cores, cannot be effectively managed with such standard mem-
ory control mechanisms. As a result, uncontrolled memory
contention arising from concurrent DNN inference across
multiple DPU cores leads to significant timing unpredictability
in the execution of individual DNN models. Deriving accu-
rate WCETs for DNN inference therefore requires detailed
profiling that accounts for the worst-case composite memory
access patterns of all DPU cores, which in turn results in
highly pessimistic WCET estimates. This lack of accurate
WCET estimations may negate the possibility of providing
reliable timing guarantees on the scheduling behavior, which
is essential for deployment in time-critical scenarios.

Schedulability analysis. Given the above observations, an
analysis of the worst-case latencies observed by CPU tasks
requesting DNN inference on the baseline multi-core DPU
scheduler is obtained by leveraging an analogy to a partitioned
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multi-core scheduling policy, where each core is managed
with non-preemptive FIFO scheduling. Specifically, let P(7;)
represent the DPU core to which a given task 7; in 7
is assigned (statically determined under the assumption of
deterministic initialization from Observation 1), and assume
the availability of a WCET C; for each task 7; (although,
as discussed in Observation 3, reliable WCET estimates may
be unavailable in practice due to unpredictable interference
patterns). The worst-case response time (WCRT) R; of a
task assigned to a DPU core P(7;) is equal to the sum of
the WCET of all DNN models assigned to the same core,
since at most one instance of every other task can be queued
and thus execute before the task under analysis, and the
task under analysis might execute up to its WCET C; [21],
[22]: R; ZThlP(Th)ZP(Ti)Ch' This corresponds to the
analysis of non-preemptive FIFO scheduling on core P(7;).
The application is deemed schedulable if R; < D; for each
7; € 7, and not schedulable otherwise. From an empirical
perspective, as reported in Sec. VII, our evaluation of the
timing performance of the baseline multi-core DPU scheduling
strategy, through both analysis and execution on an embedded
platform, reveals limited schedulability and highlights the
need for a specialized approach for time-critical systems.
This limited performance is particularly critical because the
evaluation assumes that DNN models are allocated to cores
in a fixed order, ensuring deterministic allocation under this
specific application organization; in other scenarios, however,
allocations may differ across executions, potentially resulting
in even worse performance.

V. SCHEDULING FRAMEWORK

This section describes the structure and key components of
the proposed framework, which is designed to overcome the
limited real-time performance exhibited by the baseline multi-
core DPU scheduling system. The framework includes three
main components: (i) a modified FPGA design that integrates a
multi-core DPU with specialized FPGA devices to guarantee
temporal isolation in DPU memory accesses, which enables
reliable WCET estimation; (ii) an optimization module for
DNN workloads which splits the DNNs into smaller chunks
to achieve finer granularity in the scheduling and determines a
suitable allocation of DNN modules to DPU cores, integrated
with a schedulability analysis; and (iii) a runtime scheduling
system which enforces the selected allocation and a custom

predictable scheduler for DNN inference based on a fixed-
priority policy. The workflow of the framework is illustrated
in Figure 2. The optimization module takes as inputs the
scheduling parameters of the real-time tasks in the application
and the related trained DNN models, and produces a set of split
DNN models and a related scheduler configuration (including
task-to-core allocation) for scheduling on the runtime system.
Given that many components of Vitis Al are closed-source,
the proposed framework is built as an additional layer on
top of the standard Vitis Al, without any modification to the
existing components (e.g., for model conversion and DNN
inference). This enables transparent integration of applications
on top of the existing software stack. The proposed framework
internally leverages Vitis Al to convert the resulting DNN
chunks into independent inference models (i.e., xmodel files)
and to handle individual chunk allocation and inference. In the
following, we describe the main components of the framework.

A. Scheduling system

DPU core allocation. As discussed in Sec. IV, by Observation
1, the allocation of each DNN model to a DPU core in
the baseline approach follows a static partitioning policy
that is completely unaware of the timing characteristics and
requirements of the DNN models to be allocated, such as
period, deadline, WCET, or utilization. This policy simply
assigns the DNN models to the available DPU cores in a
cyclic, round-robin fashion. The allocation strategy adopted
in the proposed framework similarly consists of a static
scheduling strategy. However, the framework overrides the
cyclic allocation, enabling arbitrary assignments of models
to DPU cores. This enables support for more refined static
allocation strategies accounting for the timing properties of
each task and optimized to enhance resource utilization and
timing predictability, thus working around the limitations
in Observation 1. Allocation techniques implemented in the
proposed framework are discussed later in Sec. VI. To support
a custom allocation scheme, the scheduling system acts in two
phases. First, in the system startup and initialization phase,
i.e., prior to the release of the first jobs of the real-time tasks,
the framework initializes each DNN model on its assigned
DPU core according to the given mapping. To achieve this,
it indirectly manipulates an internal variable in the Vitis Al
runtime that tracks the index of the next DPU core to be used:
a minimal DNN model with negligible memory footprint,
serving as a placeholder, is iteratively initialized in the runtime
to advance the allocation index until it matches the target core
for each task. Once the desired core index is reached, the actual
DNN model is initialized. The placeholder DNN instances are
deallocated at the end of the initialization phase. Then, in the
runtime phase, inference requests for each DNN model are
automatically dispatched by the underlying Vitis Al framework
to the DPU core where the model was initialized, ensuring
execution on the assigned core without requiring any further
modifications. By leveraging placeholder DNN instances, the
framework achieves arbitrary allocation without requiring any
modification to the internals of the Vitis Al runtime, instead



relying on the side effect of placeholder model initialization
(i.e., the increment of the internal variable that tracks the next
DPU core to be used for allocation). In contrast, without the
placeholder mechanism, the default round-robin policy cannot
realize all possible allocations, even if the task initialization
order is altered?.

Scheduling policy. As discussed in Sec. IV, by Observation
2, non-preemptive FIFO scheduling is considered for each
DPU core. This scheduling policy for inference requests
strongly penalizes high-priority tasks, which may experience
long blocking times from lower priority requests with long
execution times, possibly leading to deadline violations and
highly variable latency [22]-[24]. The proposed framework
bypasses the FIFO scheduling policy in place in the baseline
approach to manage inference requests on each DPU core,
instead enforcing a custom non-preemptive scheduling policy.
The enforcement is implemented by allowing at most one
model inference request on each core to be pending or in
execution inside the Vitis Al runtime system at any given
time. Then, other pending inference requests are managed
and enqueued at a higher level in the framework itself, thus
effectively bypassing the scheduling policy in place in the
Vitis Al runtime and enabling support for arbitrary non-
preemptive scheduling policies for each core. To efficiently
support priority-driven workloads and enable timing analysis,
the framework implements fixed-priority scheduling indepen-
dently on each DPU core, so that inference requests on a given
core are enqueued by decreasing priority level. Scheduling pri-
orities for each DNN model in the DPU scheduling framework
are inherited from the corresponding task in the application
model. This approach enables prioritization of requests as a
way to ensure shorter expected latencies for higher-priority
tasks over lower-priority tasks.

DNN model splitting and limited preemption. As discussed
in Sec. IV, by Observation 2, the DPU cores consider non-
preemptive execution. Therefore, it is not possible to suspend
the execution of a low-priority inference request on a DPU
core in favor of a high-priority task if the low-priority task
has already started its execution on that core. To limit the
blocking delays experienced by high-priority tasks due to non-
preemptive execution of low-priority requests, the framework
indirectly introduces preemption points within the execution
of the DNN models on the DPU cores. This is done by
statically splitting each DNN model into multiple sequential
chunks, each corresponding to a portion of the DNN model. At
runtime, the chunks of a DNN are executed sequentially, with
the output of each chunk feeding into the next to reconstruct
the computation flow of the original DNN model. Combined
with the custom scheduling policy enforcement, this approach
enables preemption of lower-priority inference requests be-
tween successive chunks, thus reducing the blocking times

3For instance, when assigning six models across three DPU cores, the
default round-robin policy always results in two models per core, making
distributions such as one model on the first core, one on the second, and four
on the third impossible.

experienced by higher-priority tasks. In the framework, DNN
chunks associated to a task are configured for execution on a
single DPU core during the system initialization phase. The
corresponding acceleration requests synchronously take place
with respect to the execution of the task on the CPU, i.e.,
the task on the CPU must wait for the completion of the
inference of the chunk on the DPU core before it can resume
its execution on the CPU. As a result, each job can only
have a pending acceleration request for one DNN chunk at a
time. When model splitting is employed in the framework, the
custom priority-driven scheduler for each core is configured
so that, when a job completes the execution of a DNN chunk
and no higher-priority acceleration requests are present in the
corresponding ready queue, the next chunk of the DNN (if any)
is immediately executed on the same DPU core. Otherwise, the
highest-priority acceleration request is served, i.e., the highest-
priority DNN chunk in the ready queue is executed on the
DPU core. Given that DNN chunks execute on each DPU core
according to their priority level and that DNN chunks cannot
be preempted while executing on the DPU core, the resulting
timing behavior of the scheduling system for a given DPU
core can be modeled as a limited-preemptive fixed-priority
scheduler [23], [25].

Scheduling rules. Overall, the resulting scheduling protocol
implemented in the proposed framework is summarized by the
following rules:

« Rule 1. For each DPU core, at most one inference request
targeting that core can be pending or executing in the Vitis
Al runtime system at any given time.

o Rule 2. Concurrent inference requests targeting a given
DPU core are served according to a fixed-priority
scheduling policy.

o Rule 3. Inference requests on each DPU core are sched-
uled non-preemptively.

e Rule 4. Chunks of a split DNN model are executed
sequentially on the DPU core to which the DNN model
is assigned.

e Rule 5. The completion of a chunk within the inference of
a split DNN on a DPU core corresponds to a preemption
point for the scheduling on that core.

Together, these scheduling rules correspond to a partitioned
limited-preemptive fixed-priority scheduling policy. A corre-
sponding schedulability analysis for the resulting scheduling
model is presented in Sec. VL.

B. FPGA design for temporal isolation

To ensure time-predictable memory access patterns and fair
utilization of the memory bus bandwidth among the DPU
cores, the proposed framework utilizes a modified FPGA
design which includes an AXI budgeting unit (ABU) IP [6].
An ABU is a specialized IP for the AMBA AXI bus com-
munication protocol, which can regulate the memory access
bandwidth of devices implemented in the FPGA area accessing
the DRAM through the memory controller. These devices
were proposed as a way to achieve temporal isolation among



different hardware accelerators when performing memory ac-
cesses [6]-[8], [10]. In the design, instead of connecting each
DPU core to the memory controller directly, both the read and
the write ports of each DPU core are connected to the ABU
element, which is in turn connected to the memory controller.
This is done in order to filter the incoming memory access
requests from the DPU core and protect the timing behavior
of every DPU core from the memory access behavior of the
other DPU cores, thus enforcing a maximum bandwidth for
each DPU core to a given percentage of the overall bandwidth
of the system.

The ABU implements a memory contention control strategy
which, at a high level, consists in suppressing the requests
incoming from the DPU core when an excessive number of
requests has been performed in an interval of given length.
Specifically, every ABU connection from the DPU cores is
assigned a period of specified length and a budget of specified
size, and behaves in a similar way to real-time reservation
servers [15]: when the service budget is exhausted due to the
ABU serving a number of consecutive memory requests from
a DPU core, additional requests coming from that core are
suppressed until the next period. Then, the ABU budget is
recharged after an interval equal to the period of the ABU
connection elapses. The custom FPGA design comprises three
DPU cores, all connected to a single ABU, whose implemen-
tation is based on the AXI-REALM system [10]. Since AXI-
REALM was developed for a custom SoC, we implemented a
new target compatible with the AMD Vivado workflow. The
new target is implemented as an independent module that can
be reconfigured depending on the requirements of the system
(i.e., the periods and budgets for each accelerator).

The main advantage of controlling memory accesses
through an ABU is to protect the timing behavior of each DPU
core from the memory access patterns of the other cores. By
setting the budget of each DPU core to one-third of the total
available bandwidth, each DPU core receives one-third of the
bandwidth in every regulation period. As a result, it is possible
to predictably bound the WCET for every DNN model on a
DPU core without considering the indirect overheads suffered
by the DNN model due to other DPU cores accessing the
shared memory controller. That is, an estimation technique
for obtaining the execution time of the DNN model computed
by only considering execution on the corresponding assigned
DPU core, subject to the maximum possible overhead in the
DPU core, is sufficient for obtaining a safe WCET upper
bound for the DNN model.

The resulting system design, including the ABU bandwidth
regulators for each DPU core, is presented in Figure 3. The
design also includes one memory-killer (MK) device for each
DPU core, that is, custom FPGA devices which, when active,
continuously generate a sustained, heavy load of memory
access requests towards the memory controller. In the proposed
FPGA design, the MK devices are implemented using an
AXI Traffic Generator [26]. A switch (multiplexer) is used
to control whether the MK or the DPU core is connected to
the ABU. For normal runtime operation, all switches are set
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Fig. 3. Logical architecture of the system design integrating the DPU cores
and memory killers devices connected to the AXI Budgeting Unit.

to the DPU cores. For WCET profiling on a given core, the
switches of the other two cores are set to the MK devices and
those MK devices are activated to generate high traffic loads
to maximize resource contention on the memory controller,
which is shared among the DPU cores and protected using the
ABU regulators, and thus stimulate worst-case memory access
times. Adopting this specialized FPGA design allows to cover
the issues on timing predictability of the baseline approach in
Observation 3, enabling reliable WCET estimations through
profiling, which is performed within the optimization module.

C. Optimization

The optimization module was designed to support the en-
hanced scheduling features provided by the custom scheduling
system, while leveraging the time-predictability features of-
fered by the underlying custom FPGA design. Specifically,
as illustrated in Figure 2, it integrates: (i) an automated
tool to detect suitable split points for a given DNN, (ii) a
profiling module to extract reliable WCET estimations, (iii) a
schedulability analysis tool based on limited-preemptive fixed-
priority scheduling, and (iv) allocation heuristics to efficiently
determine suitable allocations of DNN models to the available
DPU cores.

The schedulability analysis and allocation algorithms
adopted in the optimization module are described in Sec. VI.

Profiling. The profiling module extracts the WCET of the
inference of each DNN chunk by configuring the FPGA design
in profiling mode for a given DPU core (i.e., by activating the
MK devices for the other cores). An instrumented version of
the runtime scheduling system is adopted to measure execution
times, by considering wall-clock timing from the perspective
of the CPU in order to accurately capture all relevant over-
heads, including those related to CPU-DPU synchronization
and shared resource management.

Splitting module. DNN splitting requires identifying a set
of candidate split points corresponding to the boundaries
between layers where the DNN can be feasibly split. A
splitting configuration is obtained by selecting a subset of
candidate split points by which to perform DNN splitting.
Candidate split points can be identified by exploring the
graph structure of the DNN model, where nodes represent
layers and edges represent dependencies between layers. For



instance, the FX analysis and transformation toolkit (natively
integrated as the torch.fx module) can be leveraged to
extract the DNN graph topology for PyTorch models. Valid
candidate split points then correspond to layer boundaries in
the graph topology where no unresolved data dependencies
exist, thus ensuring that each resulting chunk can be executed
independently. The splitting module in the proposed frame-
work takes as input a DNN model and a desired splitting
configuration. The implementation of the splitting scheme then
consists in breaking up the execution of the DNN model into
multiple smaller DNN models. Each model corresponding to
a DNN chunk inherits the configuration of the parameters
(e.g., weights and biases) from the corresponding layers in
the full DNN. Specifically, with PyTorch DNN models, this
requires defining each chunk as a separate DNN module
(nn.Module) based on the topology extracted by the FX
analyzer. The weights are then loaded from the trained non-
chunked model (typically stored in a pth file) based on
the layer-to-weight mapping integrated in the model as a
state dictionary (state_dict). Each resulting chunk is then
treated as an independent DNN and individually converted into
an independent xmode1 for inference on the framework. Note
that splitting the DNN model into smaller chunks might in-
troduce inference time overheads with respect to the non-split
DNN model. These overheads due to splitting are evaluated
in Sec. VII. Nonetheless, the blocking time experienced by
higher-priority tasks should typically be drastically decreased
by splitting the DNN model into smaller chunks, meaning that
the additional flexibility given by the possibility of splitting the
DNN typically improves the real-time behavior of the system.

VI. SCHEDULABILITY ANALYSIS AND ALLOCATION

This section presents a schedulability analysis to derive
worst-case response times for DNN inference requests with the
proposed framework, that is, the worst-case waiting time that
each task may experience when requesting DNN inference.
Allocation methods are also presented to determine suitable
assignments of DNN models to the DPU cores.

Extended model. When considering DNN inference on a
multi-core DPU setup according to the proposed framework,
the application model in Sec. II is extended to consider that
the inference of the DNN model DNN; requested by each task
7; is realized with the sequential inference of ¢; DNN chunks
{Ti,1:sTi,2,- -+, Ti,c; }» €ach corresponding to the execution of
a separate xmodel on the corresponding DPU core. By
Rules 1-5, execution on the scheduling framework corresponds
to limited-preemptive fixed-priority scheduling on a single-
core processor, considering fixed preemption points for each
inference request, corresponding to the termination instant of
each chunk. The chunks of each task 7; are scheduled on the
framework according to the priority level ;. Each task 7; is
statically assigned to a core P(7;) on which it can perform
DNN inference. Each DNN chunk 7; ; is characterized by
a WCET C; ; on the assigned DPU core, which should be
extracted by considering the total inference latency observed

from the perspective of the CPU task, e.g., by leveraging wall-
clock timers to measure the latency, so that any additional
overhead is accounted for, including CPU-DPU communica-
tion. The overall WCET C; of 7; on the scheduling framework
is computed as C; = Z;Zl C; ;. The utilization U; of each
task 7; on the DPU core P(7;) is computed as U; = C;/T;.

Timing analysis. The timing behavior of the tasks on a given
DPU core P, can be modeled according to the fixed pre-
emption points (FPP) model for limited-preemptive schedul-
ing [23], [25], where each task 7; is split into ¢; non preemptive
chunks (or subjobs), obtained by considering c; —1 preemption
points in the code. With split inference of DNNs, as in the
proposed framework, a preemption point is considered at the
completion of each DNN chunk, before the start of the next,
and each non-preemptive chunk is characterized by a WCET.
Buttazzo et al. [23] presented a feasibility analysis for the
FPP limited-preemptive model, which is summarized in the
following. For each task 7;, let C/"* = maxg=1, ., {Cik}
and C!** = (;.,. The blocking factor for each task is
Bi = max,, |jsi, p(r))=p(r)1C]™* — 1}. Let 7; represent the
task under analysis. The length I; of the relevant busy period
(specifically, the level-i active period) for T; is given by the
smallest positive fixed point of the following recurrent relation:

1" = Bi+C;,
s ,(571) ]
IZ.( ) — Bi+3. sijh<i [llTh —‘ Ch. M
P(rn)=P(7i)

A response time of 7; must be computed for each job
Ti,k of 7; in the busy interval, i.e., for 7;1,...,7; k,, where
K; = [;— . The start time s; j, of 7; ; is given by the smallest

positive fixed point of the following recurrent relation:
'rh|h§i

S =Bi+C—Ct 1y Ch,
P(rp)=P(7:)

s(.l/‘_l)
552 =B, +kC; — C%ast + Z nlh<i (\\ l,,zlfh J + 1> Ch.
P(p)=P(7;)
(2)

The finishing time f;; of 7,5 in the busy period is
fix = sik + C’f‘”t. The response time of 7, is R; =
maxy=1,. K, {fix — (k—1)T;}. The task set on a given
core P is schedulable if R, < D; for all 7, in 7 such
that P(r;) = Px. When considering the full set of DPU
cores, the resulting behavior is analogous to that of a par-
titioned limited-preemptive fixed-priority scheduler, where the
scheduling behavior of each core can be analyzed indepen-
dently of the others using the above analysis techniques
for uniprocessor limited-preemptive scheduling. The overall
task set 7 is thus deemed schedulable if the tasks on all
DPU cores are schedulable. Buttazzo et al. [23] also showed
how to compute the blocking tolerance for each task, that
is, the longest non-preemptive interval for a task that still
guarantees its schedulability, originally derived by Bertogna
et al. [27]. This information could be leveraged to determine
how to split the tasks (i.e., the DNNs) in order to obtain a
schedulable task set, e.g., in an integrated optimization scheme
where suitable splitting and allocation schemes for the DNN




models are determined. Existing works have addressed the
optimal selection of preemption points [28], [29]; however,
these methods typically assume that the WCETs associated
with a given preemption-point configuration are known in
advance, for instance, through a priori knowledge of pre-
emption overheads. For DNNs compiled with Vitis, such a
priori information is not available, since the execution time
of each chunk depends on the optimizations applied during
the generation of the proprietary xmodel files. Consequently,
such existing methods for preemption-point selection are not
suitable for application to DNN inference on DPUs, unless
exhaustive profiling of chunk combinations is carried out in
advance. Instead, the use of dynamic optimization strategies
that integrate profiling into the optimization process can be
envisioned, as has been explored in the context of GPU-based
DNN multitasking [30].

DPU core allocation methods. To perform DNN inference
at runtime, a static allocation of each task 7; to the available
DPU cores Pi,..., P, must be determined at design time.
Obtaining an optimal allocation of each task to the available
DPU cores corresponds to a complex combinatorial optimiza-
tion problem. In fact, when considering the analogy between
the multi-core DPU scheduling framework and partitioned
multiprocessor scheduling of sporadic tasks, the allocation
problem of DNN tasks to the DPU cores becomes analogous
to the partitioning problem on a multiprocessor platform,
which is in turn related to the bin packing problem, a well-
known combinatorial problem that is NP-hard in the strong
sense [31]-[34]. In partitioned multiprocessor scheduling, it
is possible to efficiently determine suboptimal solutions to
the task-to-core allocation problem by leveraging bin packing
heuristics such as Worst Fit, Best Fit, and First Fit [31], [32],
[35]. These heuristics are obtained by considering a bin for
each processor, with maximum capacity equal to the maximum
processor utilization (1). Tasks are first sorted in decreasing
order of utilization and then allocated one by one according to
the selected strategy with respect to the remaining capacity of
each bin. The proposed multi-core DPU scheduling framework
adopts a similar approach, where the DPU cores correspond to
processors in a multiprocessor platform. Tasks are sorted by
decreasing utilization and allocated following the Worst Fit
heuristic, meaning that each task is assigned to the core with
the largest remaining capacity. Because the resulting alloca-
tion is not guaranteed to be schedulable under fixed-priority
scheduling, a schedulability test is applied to the obtained task
set. Then, if the resulting Worst Fit allocation fails the test, the
allocation is recomputed using the Best Fit heuristic, and, if
the resulting allocation is again unschedulable, using the First
Fit heuristic. The allocation process fails only if none of these
strategies result in a schedulable configuration, i.e., schedula-
bility is evaluated as the logical OR of the outcomes of the
three heuristics. To further improve schedulability, heuristics
that integrate allocation and analysis more tightly can be
considered. For example, instead of performing schedulability
analysis only after all tasks are allocated to DPU cores, the

algorithm could test schedulability incrementally after each
tentative task allocation. If a tentative allocation renders the
system unschedulable, the algorithm could iteratively attempt
to allocate the task to one or more alternative cores until a
schedulable allocation is found.

VII. EXPERIMENTAL EVALUATION

This section presents experimental results comparing the
schedulability performance of the proposed framework against
the baseline approach, also including an evaluation of DNN

splitting overheads and of analysis runtimes*.

A. Experimental setup

The experiments were carried out on an AMD ZCU102
UltraScale+ platform, featuring a set of three AMD DPU cores
in the FPGA, operating at a fixed frequency of 90 MHz. The
FPGA design for the baseline approach, depicted in Figure 1,
does not include the ABU for real-time guarantees. In contrast,
the proposed framework relies on the design in Figure 3, where
all memory Kkillers are disabled and the traffic is regulated by
the ABU, assigning each DPU core a budget corresponding to
one-third of the total bandwidth. The offline design toolset was
implemented in Python. The software controlling the inference
on the DPU cores at runtime, for both the baseline and the
proposed configurations, runs on a Petalinux 2022.2 operating
system with maximum priority, and is isolated from other
processes to ensure consistent measurements. Petal.inux was
chosen for its integrated support with Vitis Al and because
it is recommended for custom FPGA designs compared to
alternatives such as Ubuntu or bare-metal setups. The PL
is assumed to be exclusively used by DPUs, whereas the
ABU integrated into the proposed design limits intra-DPU
interference. We considered a set of pre-trained state-of-the-
art DNN models implemented in PyTorch, and converted for
inference on the DPU: EfficientNet-Lite [16], ResNet18 [17],
ResNet50 [17], MobileNetV3 [18], GooglLeNet [19], and
SqueezeNet [20]. Each of these models was analyzed using the
design toolset to identify three different splitting configurations
per model, consisting, respectively, of two, three, or four DNN
chunks, identified at the boundaries between major blocks in
the DNN topology. The number of chunks considered in the
evaluation was limited to four to prevent excessive splitting
overheads. To profile the WCETs of the non-split DNN models
and the chunks for different split configurations using the
proposed framework, we used the dedicated design described
in Sec. V and depicted in Figure 3, which is leveraged by
the profiling module in the framework. The target model is
deployed on a single DPU core, while the remaining two cores
are replaced with memory killer devices that continuously
issue transactions to the memory controller, thus generating
maximal interference on the memory banks. Profiling of each
DNN model and its split configurations was performed by
executing 10,000 inferences using the profiling module.

Table I reports, for each DNN model, the WCET of the non-
split model in the baseline scheduling configuration as well as

4An artifact supporting the experiments is available [36].



TABLE I
PROFILED WCETS FOR EACH DNN MODEL WITH DIFFERENT SPLIT CONFIGURATIONS, ALONG WITH TOTAL EXECUTION TIMES (IN MS).

DNN Model Non-split 2 chunks 3 chunks 4 chunks
Total Ch. 1 Ch.2  Total Ch. 1 Ch.2  Ch.3 Total Ch. 1 Ch.2 Ch.3 Ch4  Totl
Resnet50 285.643 | 222327 73.053 295380 | 19.829  209.147  73.140 302.116 | 18.830  210.730  70.644 5500  305.704
Resnet18 127.446 | 76.604 54409 131.013 | 57.504 57322 28183  142.009 | 54377 39359  26.853 28.079  148.668
GoogLeNet 180.136 | 137477  59.972  197.449 | 139.573 41205  29.034  209.812 | 115249 38373  39.965 29.067  222.654
MobileNet-V3 76.647 | 71935 5593 77.528 | 42466 37762 5633 85861 | 35014 33492 36819 5550  110.875
SqueezeNet 51.713 37152 39451 76603 | 37.026  17.270 32234 86530 | 17.599 35099 17540 31122  101.360
EfficientNet-Lite | 67.073 42245 31952 74.197 | 40153  38.688  4.860  83.701 | 24319 40402 38519 4836  108.076
TABLE 11 ensures reliable execution time estimations with respect to the

OBSERVED MAXIMUM TOTAL INFERENCE TIMES OF DNN MODELS FOR
DIFFERENT NUMBERS OF CHUNKS (IN MS).

DNN model Non-split | 2 chunks | 3 chunks | 4 chunks
ResNet-50 285.643 285.700 290.396 296.687
ResNet-18 127.446 126.542 130.270 130.947
GoogLeNet 180.136 185.649 190.483 191.102
MobileNet-V3 76.647 77.167 71.954 83.186
SqueezeNet 51.713 58.405 55.341 60.394
EfficientNet-Lite 67.073 65.790 64.156 73.953
TABLE III

CUMULATIVE SIZE OF THE CHUNKS COMPOSING EACH DNN FOR
DIFFERENT NUMBERS OF CHUNKS (IN MB).

DNN model Non-split | 2 chunks | 3 chunks | 4 chunks
ResNet-50 27.36 27.42 27.48 27.55
ResNet-18 11.82 11.88 11.94 12.00
GoogLeNet 7.96 8.01 8.07 8.14
MobileNet-V3 5.05 5.11 5.03 5.07
SqueezeNet 1.67 1.73 1.79 1.85
EfficientNet-Lite 5.70 5.74 5.81 5.86

TABLE IV

INPUT SIZE (IN KB) OF EACH DNN AND OUTPUT SIZE (IN KB) OF EACH
CHUNK (CH. 1-CH. 4) IN THE FOUR-CHUNKS CONFIGURATION,
CONSIDERING 8-BIT FIXED-POINT VALUE REPRESENTATION.

DNN model Input Ch.1 | Ch.2 | Ch.3 | Ch. 4
ResNet-50 147 196 196 98 0.98
ResNet-18 147 196 98 49 0.98
GoogLeNet 261.92 | 151.88 162 65.81 0.98
MobileNet-V3 147 392 98 49 0.98
SqueezeNet 147 189.06 | 91.13 | 42.25 0.98
EfficientNet-Lite 147 392 15.31 15.31 0.98

the WCETs of the chunks in the proposed limited-preemptive
configuration, in addition to the total cuamulative WCETs of the
chunks for each configuration. The results show that increasing
the number of splits typically leads to a larger total WCET,
obtained by considering the sum of the WCETs of each
chunk in the split configuration. In addition, the results show
that the total additional overhead increases with an increased
number of chunks in the DNN model, with a dependence on
the specific type of DNN architecture. Nevertheless, as the
following results on schedulability will show, even though the
total maximum execution time increases, schedulability of the
task sets benefits from the introduction of preemption points,
which reduce the blocking time suffered by individual tasks.
Furthermore, it should be noted that the use of bandwidth
regulation in the specialized FPGA design described in Sec. V

baseline configuration, leading to stronger guarantees towards
schedulability analysis. The increase in maximum execution
time might stem from the overhead associated with passing
the intermediate outputs between chunks in the inference
and due to additional synchronization between the CPU and
the DPU cores. The output of the Vitis Al model compiler
reports that each split point typically introduces two additional
DPU instructions, likely corresponding to extra load and store
operations required to pass intermediate outputs.

Table II reports the worst-case inference time for each
instance of the full network (including the synchronization
time between each chunk) observed during profiling in the
non-split configuration and with split configurations composed
of two, three, or four chunks. These results show longest-
observed execution times for the full network inference that
closely align to the baseline, non-split case, even with four
chunks per DNN model. These results also indicate that,
even if the analysis for the proposed approach conservatively
considers the WCET for the inference of each chunk, it is still
unlikely in practice that every chunk experiences its WCET in
the same DNN inference instance. Thus, the impact of splitting
the DNN on the inference performance of the full model will
typically be very limited in practice. Furthermore, these results
show that bandwidth regulation on the DPU devices does not
produce a significant increase in execution time, meaning that
the allocated bandwidth per time interval is typically sufficient
to handle the inference requests.

Table III reports the cumulative size (in MB) of the chunks
composing each DNN across the evaluated splitting configu-
rations, showing that splitting introduces a memory overhead
of at most a few tens of KBs, with typical values in the
range of a few KBs. Table IV reports, for each DNN, the
input size (in KB) of the DNN and the output sizes (in
KB) of the layers corresponding to the split points in the
four-chunks configuration (the two-chunks and three-chunks
configurations correspond to subsets of these layers). Even
the largest intermediate outputs remain in the order of a
few hundred KBs, making the additional buffer requirements
minimal. Overall, the memory overhead introduced by splitting
is negligible relative to the total model size.

To evaluate real-time performance, we analyze schedula-
bility under various system configurations using both the
baseline approach and the proposed framework. Specifically,
we considered a set of real-time tasks, each performing infer-
ence using one of the selected models under the application
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Fig. 4. Schedulability ratios (a-e) and average analysis and allocation runtimes (f) obtained when varying the number of tasks and the DPU inference workload.

model in Sec. II. Applications are generated using a custom
generation algorithm creating task sets with a fixed number of
tasks and varying total utilization. The DNN model used for
inference by each task in an application is uniformly selected
from the models listed above and fixed for the duration of the
experiment. The WCET C; of the inference request of each
task 7; was set to the WCET of the corresponding non-split
baseline model, as reported in Table I, to avoid introducing
bias in the workload generation that could otherwise benefit
the proposed approach leveraging split inference. The total
utilization is then computed as U = 3 __U;. The utilization
of each task is generated using the UUniFast-Discard algo-
rithm [37], such that U = ZEGT U; and U; < 1 for each ;.
Then, we set T; = C;/U;, D; = T;, and DM priorities. With
this approach, the experiments validate a variety of task sets
with different periods and different overall utilization on the
DPU, using state-of-the-art DNN workloads executed on the
AMD ZCU102 UltraScale+ platform.

B. Experimental evaluation of schedulability ratios

Figure 4 reports the schedulability ratios obtained when
varying the utilization U between 1 and 2.8 in steps of 0.2 and
the number of tasks n from 4 to 12 in steps of 2, considering
500 applications per utilization point. The schedulability of
each application is evaluated for the baseline approach (NP-
FIFO) using the non-preemptive FIFO analysis in Sec. IV,
and for the proposed approach using limited-preemptive fixed-
priority analysis for different split configurations: two chunks
(LP-FP-2-CHUNKS), three chunks (LP-FP-3-CHUNKS), and
four chunks (LP-FP-4-CHUNKS), following the analysis and
allocation described in Sec. VI. For the proposed approach,
we also consider the logic OR of the schedulability across all
the splitting schemes (LP-FP-OR). In addition to performing
schedulability analysis, the schedulability of each application
was further validated by executing the applications using

both the baseline and the proposed approaches (for all split
configurations) on the implemented setup on the ZCUI102
platform and checking for deadline misses. As expected,
schedulability decreases as utilization increases for all meth-
ods. The proposed approach (LP-FP-OR) outperforms the
NP-FIFO scheduler in all the evaluated configurations by a
significant margin. With n = 4 (Figure 4(a)), the NP-FIFO
scheduler outperforms the split configurations with three and
four chunks for some utilization values, due to the increased
splitting overheads in the WCETs of the split DNNs, which
increase with the number of chunks. Figures 4(b—e) show
that the performance of the NP-FIFO scheduler decreases
as the number of tasks increases and that it is consistently
outperformed by all variants of the proposed approach by a
large margin. This is likely caused by higher interference and
longer blocking times experienced by tasks in the applications.
The LP-FP-OR plots, which consider a task set schedulable
if any of the limited-preemptive schedulers produces a valid
schedule, indicate that there is no single chunk configuration
that is consistently superior. Nevertheless, LP-FP-2-CHUNKS
typically achieves the best performance, likely due to the
lower overhead introduced by considering only one split point.
Figure 4(f) reports the average execution times for the software
tool performing the NP-FIFO and limited-preemptive analysis
and allocation across the applications used in each experiment
in Figure 4. Results show minimal variation of 0.4-0.6 ms
with respect to the baseline analysis, indicating negligible
overhead for design-time analysis. Startup time, reflecting the
one-time system initialization and loading of all DNN models
in the application, including their weights, was observed to be
approximately 1.5s for n = 4 and 3.5s for n = 12 using the
baseline approach, and 1.7s and 4.3s, respectively, for a four-
chunks limited-preemptive configuration, due to the increased
number of chunks to initialize.



VIII. RELATED WORK

Numerous works focused on studying and improving the
timing behavior of DNN inference on GPU-based hetero-
geneous platforms. Zhou et al. [38] presented a scheduling
framework for multi-tasked systems in GPU-based heteroge-
neous platforms, which supports prioritization and schedul-
ing of multiple DNN instances and improves GPU resource
utilization. Gujarati et al. [39] proposed another scheduling
framework for GPU-based heterogeneous platforms with spe-
cialized GPU resource utilization strategies which enhance the
resulting timing predictability of the system. Bateni et al. [40]
provided a specialized memory management framework to
optimize response times in commercial embedded GPU-based
SoC platforms featuring shared CPU and GPU memory. Xiang
et al. [3] and Kang et al. [41] focused on hybrid CPU-GPU
inference of DNN models, compatible with a timing analysis,
by scheduling DNNs at the layer level, effectively applying
DNN splitting at the finest possible granularity but introducing
overheads at every layer boundary. Aromolo et al. [30] pro-
posed a method for scheduling multiple DNNs on GPU-based
heterogeneous platforms, in which each DNN is partitioned
into multiple chunks scheduled according to a priority-based
limited-preemptive policy, similar to the approach adopted in
the present work. An offline optimization module determines
a splitting scheme for each DNN that minimizes inference
overheads while ensuring system schedulability, integrating
chunk profiling directly into the optimization process.

On the front of FPGA scheduling and resource allocation,
Di Natale and Bini [42] targeted hard real-time systems and
proposed an optimization method to partition the available
FPGA area into slots on which hardware accelerators are
installed, while soft processors implemented in the FPGA
execute the main software composing the tasks. Pellizzoni and
Caccamo [43] introduced a resource allocation scheme and
an admission control test to achieve enhanced performance
in real-time systems implemented on FPGA-based platforms.
Biondi et al. [44] leveraged the runtime reconfiguration capa-
bilities of modern FPGA SoCs to provide a scheduling frame-
work that achieves time-predictable execution behavior in the
context of hybrid multitasking involving hardware acceleration
requests. Closer to this work, Restuccia and Biondi [12] inves-
tigated the timing behavior and timing predictability of hard-
ware acceleration of DNNs in AMD FPGA-based platforms
utilizing a single DPU, and proposed timing predictability
enhancements in the form of a custom FPGA module which
helps fetch instructions for the DPU from the on-chip memory.
Du et al. [45] investigated inference on custom heterogeneous
multi-core DPU configurations considering DPU cores with
different capabilities, proposing a method to optimally allocate
the workload across the available DPU cores to maximize
throughput and resource utilization. This approach is not
compatible with real-time applications since it does not include
memory traffic regulation features; furthermore, it does not
provide a timing analysis based on periodic inference requests
and dynamic scheduling.

In the context of autonomous driving applications, Wurst
et al. [46] proposed a modeling framework for GPU-based
heterogeneous platforms to predict the timing performance
of the overall system, while Sciangula et al. [9] analyzed
the challenges of accelerating DNN-based perception tasks in
autonomous driving frameworks on FPGA SoCs.

Previous works have also investigated hybrid scheduling of
tasks that involve computation both on the CPU and on hard-
ware accelerators such as GPUs and FPGAs. For instance, the
analysis of hardware acceleration by means of self-suspending
tasks [47]-[50] was explored by Dong et al. [51] and Elliot
et al. [52] for what concerns GPU-based platforms, and by
Biondi et al. [44] for FPGA-based platforms. Aromolo et
al. [48] presented the event-driven delay-induced task model,
a self-suspending model supporting graph-based workload
topologies involving synchronous or asynchronous hardware
acceleration patterns in addition to parallel computation.

Regarding predictable memory contention in FPGA accel-
erations, Pagani et al. [6] presented the AXI budgeting unit
(ABU) bandwidth reservation mechanism, compatible with the
AMBA AXI infrastructure for FPGA hardware accelerators,
and a related modeling and analysis framework. Restuccia
et al. [7] presented the AXI burst equalizer (ABE) for the
AMBA AXI infrastructure, which addresses some fairness
concerns related to round-robin arbitration of the AXI protocol
in the presence of heterogeneous burst sizes. Restuccia et
al. [8] presented the AXI HyperConnect, a hypervisor-level
hardware component allowing the interconnection of hardware
accelerators to the same memory bus while ensuring isolation
and predictability features. Benz et al. [10] proposed AXI-
REALM, a modular extension to the AXI4 interconnect that
provides predictable memory bandwidth for heterogeneous
systems. AXI-REALM employs a credit-based mechanism
to distribute bandwidth among hardware accelerators over
periodic windows, ensuring fair access and preventing denial-
of-service scenarios.

IX. CONCLUSIONS AND FUTURE WORK

This paper presented a scheduling and analysis framework
for time-predictable inference of DNNs on multi-core DPU
configurations. The framework is based on a CPU-DPU anal-
ogy that is constructed by means of architectural and empirical
observations. Following an offline procedure in which each
DNN is split into a number of smaller chunks and allocated to
the available DPU cores, partitioned limited-preemptive fixed-
priority scheduling is applied at runtime by building on top of
the existing Vitis Al inference framework for DPU inference.
The proposed framework is coupled with a timing analysis
technique. Experimental results highlighted significant gains
in schedulability with respect to the baseline under all the
evaluated scenarios. Directions for future work include fur-
ther investigation of the chunking and allocation strategies
and extending the analysis to account for preprocessing and
postprocessing overheads on the CPU by leveraging self-
suspending task models [47]-[50].
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