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Abstract

Deep neural networks are increasingly deployed in scenarios that require adaptation and
alignment, where pretrained models must be adapted to new environments characterized by
domain shifts and unlabeled data. In such settings, ensuring adversarial robustness under
the new domain remains critical, as common robust training approaches cannot be directly
applied due to the absence of reliable labels and sufficient data. This work investigates
the domain adaptation problem in the context of adversarial training, showing that a
teacher model, even if not adversarially robust, can be effectively leveraged to guide both
natural and robust alignment of a student model. Unlike previous methods, which rely on
a teacher to preserve accuracy on non-perturbed samples and enforce robustness through
self-training mechanisms, the proposed approach uses the teacher as a fixed reference for
both objectives. Such a design choice improves stability during adaptation by reducing
optimization drift, as well as the effort required to tune robustness-related loss parameters.
Preliminary experiments on CIFAR-10, conducted under multiple domain shifts induced by
controlled corruptions and augmentations at different severity levels, demonstrate that the
proposed approach consistently outperforms existing strategies in terms of both accuracy
and robustness, highlighting promising directions for future research.

1 Introduction

Deep neural networks have reached remarkable levels of performance and generalization, en-
abling their deployment in a wide range of real-world applications where operating conditions
are only partially known at design time [13]. Thanks to large-scale pretraining and improved
inductive biases, modern machine learning models often retain high accuracy.

However, strong generalization across target domains does not necessarily translate into
adversarial robustness. Even mild distribution shifts, arising from changes in sensing conditions,
data acquisition pipelines, or environmental factors, can significantly degrade the robustness of
model to adversarial inputs [10], [17]. This issue is crucial in safety-critical applications, where
vulnerabilities to adversarial attacks may have severe consequences [1]. Unlike clean accuracy
(computed on unperturbed samples), adversarial robustness is inherently fragile and strongly
dependent on the underlying data distribution, making the model vulnerable in new or evolving
domains.

Adaptation is also required in situations in which labeled data from the target domain
are scarce, expensive, or entirely unavailable [19]. This makes standard adversarial training
techniques, such as PGD [15] or TRADES [22], impractical, as they rely on ground-truth
labels. Adversarial distillation approaches [11] are also not applicable in this setting, as they
require a robust teacher model, an assumption that is normally violated under a domain shift.

This work. The objective of this work is to understand whether a pretrained model can
be adapted to achieve adversarial robustness in a target domain, considering a realistic setting
in which no adversarially robust models are available at deployment time both in the source
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Figure 1: Proposed Teacher-guided Robust Adaptation (TgRA) framework: the student model
is trained using a fixed teacher as a reference for both accuracy and robustness terms.

and target domains. An interesting yet simple direction to address this challenge would be to
replace the original clean-accuracy term (based on the cross entropy loss) used in TRADES
with a Kullback–Leibler (KL) divergence loss computed with respect to a reference teacher
model [3].

We argue that the above formulation introduces a high risk of instability, primarily due to the
difficulty of learning high-quality signals under domain shift that may fail to provide informa-
tive gradients for the robustness term. This leads to unstable optimization and high sensitivity
to training hyperparameters. To address this issue, we show that relying on the teacher model
for both accuracy and robustness terms constitutes a more effective design choice. Specifically,
starting from pretrained student and teacher models, we fine-tune the student directly on un-
labeled target-domain samples fully based on knowledge distillation from a non-robust teacher,
which acts as a semantic anchor for both clean and adversarial examples. Adversarial per-
turbations are generated by explicitly maximizing the divergence between the student and the
teacher, thereby encouraging the student to learn robust feature representations.

Figure 1 illustrates this intuition by depicting the proposed training scheme, namely,
Teacher-guided Robust Adaptation (TgRA), which adopts a TRADES-like loss structure while
consistently incorporating teacher supervision.

It is worth observing that the proposed method does not require the access to source data nor
target-domain annotations, and it does not assume the availability of a robust teacher model.
In the preliminary experiments carried out in this ongoing work, we considered the CIFAR-
10 dataset to provide an initial yet meaningful assessment of the benefits of the proposed
approach. We also compared our method against existing techniques that can be applied in
similar unlabeled adaptation settings, such as LTD [3]. The achieved results demonstrate that
our approach enhances stability of the optimization process, improving both clean accuracy
and robustness, while also reducing sensitivity to the robustness trade-off parameter (i.e., β in
Figure 1).

Contributions. In summary, this work makes the following novel contributions:

• It proposes TgRA, an unsupervised adversarial training framework that leverages a non-
robust pretrained model as a stable semantic anchor for both accuracy and robustness.

• It empirically demonstrates improved robustness–accuracy trade-offs and strong efficiency
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on the CIFAR-10 dataset through preliminary experiments under varying data augmen-
tation regimes.

2 Related Work

Adversarial Training. One of the most established paradigms for achieving robustness
against norm-bounded perturbations is Adversarial training [8], [6], [2]. Madry et al. [15] formal-
ize robustness as a min–max optimization problem and introduce PGD-based adversarial train-
ing, which remains a strong empirical baseline. Subsequent work has explored improvements in
stability and robustness–accuracy trade-offs, most notably TRADES (Zhang et al.) [22], which
explicitly penalizes the KL divergence between clean and adversarial predictions. Variants and
extensions further refine loss functions, regularization strategies, or optimization procedures.

Despite their effectiveness, these methods share two key limitations: extreme overfitting
during training that leads to reduction in model generalization and incur high computational
cost due to iterative adversarial example generation. Jeddi et al. [12] proposed the adversarial
finetuning (AFT) approach that overcomes the two limitations without retrain the entire model
from scratch using a learning rate schedule: ”Slow Start, Fast Decay” for small epochs, but
AFT rely on labeled data for the adversarial training.

Zhu et al. [23] proposed Robustness Critical Fine-Tuning (RiFT) that improves generaliza-
tion without reduce drastically adversarial robustness. It leverages the redundant capacity of
layers for robustness by finetuning the adversarially trained model on its non-robust critical
module. They assume a robust trained model than KL Reference Adversarial Distillation start
from a non-robust one.

Moreover, robustness is typically enforced relative to the model’s own predictions, which
can become unreliable under distribution shift. Our work departs from this line by target-
ing robustness adaptation without labels and by anchoring adversarial consistency to a fixed
reference distribution.

Knowledge Distillation and Self-Distillation. Knowledge distillation was originally pro-
posed by Hinton et al. [11] as a means to transfer predictive behavior from a large teacher model
to a smaller student via KL divergence. Distillation has since been widely adopted for model
compression, regularization, and self-distillation, where teacher and student share architectures
or parameters across training stages Furlanello et al. [7]. These approaches primarily aim to
improve standard generalization and training efficiency rather than robustness.

More recent work has explored distillation for robustness, typically by transferring knowledge
from a robust teacher to a student [16], [9]. While such methods can reduce the computational
burden of adversarial training, they still require labeled data and the availability of a robust
teacher, which is expensive to obtain. In contrast, our approach uses a non-robust pretrained
model as a fixed semantic reference and performs robustness adaptation in a fully unsupervised
manner, positioning it as a form of robust self-distillation.

An approach similar to the technique presented in this paper is the LTD [3]. It uses a non-
robust pretrained model to generate the soft labels as target for the student model trained using
the TRADES objective loss and the adversarial examples during training phase are generated
using the student output and the source label. TgRA doesn’t need the use of source label for
the generation of adversarial examples, and the regularization loss it is computed between the
teacher model and student model not as LTD with the same student model. Furthermore, it
does not perform fine tuning starting from the teacher weights but an independent copy model.
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3 Methodology

3.1 Preliminaries

Formalisms and Adversarial Training Let D denote a target data distribution over clean
input–label pairs (x, y), where x ∈ X and y ∈ Y. Let f(·; θ) be a neural network parameterized
by θ, trained on a source distribution DS . Given a norm p ∈ [1,∞], we define the Lp-ball of
radius ε > 0 centered at x as Bε,p(x) = {x′ ∈ X : ∥x′ − x∥p ≤ ε} . An adversarial example is
an input x̂ ∈ Bε,p(x) such that the model prediction changes, i.e.:, f(x̂; θ) ̸= y. In this work,
we focus on the L∞ threat model.

The goal is to learn models on the target domain D that are robust to adversarial attacks,
such that their predictions remain locally invariant within the perturbation set Bε,p(x) while
maintaining high accuracy on clean samples. This objective is commonly formulated as a bi-level
optimization problem, in which an inner maximization constructs worst-case perturbations and
an outer minimization updates the model parameters accordingly. A representative example is
TRADES [22], which explicitly decomposes the training objective into an accuracy term and a
robustness regularization term:

min
θ

E(x,y)∼D

[
ℓCE

(
f(x; θ), y

)
+ β · max

x̂∈Bε,p(x)
DKL(f(x; θ) ∥ f(x̂; θ))

]
, (1)

where ℓCE denotes the cross-entropy loss and β > 0 controls the trade-off between clean accuracy
and robustness. Here, the KL divergence in the robustness term enforces consistency between
the model’s predictions on clean and perturbed inputs by penalizing distributional shifts in
the output probabilities. Formally, the KL divergence between two discrete distributions P =
(p1, . . . , pK) and Q = (q1, . . . , qK) over K classes is defined as DKL(P∥Q) =

∑K
i=1 pi log

pi

qi
.

Among existing adversarial training methods such as MART [18], AWP [20], [5], TRADES
remains one of the most widely adopted approaches and can, in principle, be applied in fine-
tuning or adaptation settings [14]. However, its accuracy term relies on access to ground-truth
labels, which provide a crucial anchor that prevents model divergence during optimization. In
the absence of such supervision, i.e., in the absence of y, the robustness regularization alone is
often insufficient to stabilize training, as the two terms are tightly coupled.

Unsupervised Approaches and Limitations A natural alternative in label-free settings
is to replace the supervised accuracy term with a knowledge distillation objective, while still
avoiding the assumption of a robust teacher model. This approach was introduced in LTD [3],
where knowledge distillation transfers information from a teacher model g(·; θT ) to a student
model f(·; θS) by aligning their output distributions on clean samples.

By adopting knowledge distillation for the accuracy term, we can derive an unsupervised
variant of TRADES (hereafter referred to as TRADES-U) by combining the TRADES robustness
regularization, which does not require ground-truth labels, with the LTD accuracy objective:

min
θS

Ex∼D

[
DKL(g(x; θT ) ∥ f(x; θS)) + β · max

x̂∈Bε,p(x)
DKL(f(x; θS) ∥ f(x̂; θS))

]
. (2)

This formulation is inherently label-free and exploits the teacher’s soft predictions to guide the
accuracy term, while retaining a TRADES-like self-robustness objective in the adversarial term.

Despite its effectiveness when the teacher generalizes well to the target domain D (e.g., when
the distribution shift is mild between DS and D), we observe that in unsupervised adaptation
scenarios this approach may suffer from instability. In particular, when the distillation signal
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is weak or imperfect, the student’s clean predictions may not be sufficiently reliable to guide
the robustness term, which still relies on self-consistency. This often leads to poor convergence
behavior and high sensitivity to the robustness trade-off parameter β, as confirmed by our
experimental analysis.

3.2 Proposed Teacher-Guided Robust Adaptation

To address the limitations discussed above, we propose a simple yet effective scheme, TgRA, that
reduces divergence and instability during unsupervised adaptation by explicitly leveraging the
teacher model as a reference not only for the accuracy term, but also for the robustness term:

min
θS

Ex∼D

[
DKL(g(x; θT ) ∥ f(x; θS)) + β · max

x̂∈Bε,p(x)
DKL(g(x; θT ) ∥ f(x̂; θS))

]
. (3)

Here, adversarial examples x̂ are generated by explicitly maximizing the divergence between
the student’s predictions and the teacher’s predictions on clean inputs.

The first term aligns student and teacher predictions on clean samples, serving as a stable
semantic anchor that prevents drift during adaptation. The second term enforces robustness by
requiring the student to maintain consistency with the teacher’s clean predictions even under
worst-case perturbations. Importantly, the teacher model remains fixed throughout training
and is therefore not susceptible to optimization instability.

Notably, since both loss components rely on the teacher’s clean output distribution as the
reference, the student is always pulled toward the same frozen target, regardless of whether
the input is clean or adversarial. This design avoids self-referential robustness constraints and
mitigates the instability commonly observed in self-robustification schemes, particularly under
domain shift. As a result, the proposed formulation yields a more stable optimization process
and reduces high sensitivity to the robustness trade-off parameter β.

4 Experiments

The experiments are conducted to assess the benefits of TgRA when compared with the
TRADES-U (Eq.2) and also supervised famous adversarial techniques such as PGD [15] and
TRADES [22]. In the following, we first discuss experimental setup and then show preliminary
results carried out on CIFAR-10.

4.1 Experimental Setup

Dataset. Preliminary evaluations are conducted on the CIFAR-10 dataset by considering
corrupted versions to simulate target-domain shifts. In particular, following the CIFAR-10-C
approach [10], we augment CIFAR-10 using multiple corruption types with increasing severity
levels, ranging from 0 (no corruption) to 2, thereby modeling different degrees of domain shift in
the target domain. The pretrained models are instead trained on the original CIFAR-10 dataset
in a fully supervised manner. Corrupted samples are obtained by applying a sequence of trans-
formations, including Gaussian noise, Gaussian blur, and color jitter. The magnitude of each
transformation is controlled by a severity parameter, with higher severity values corresponding
to stronger corruption levels.
Models. Both the teacher and student models are initialized from a pretrained Wide Residual
Network WRN-34-10 [21]. Pretraining is performed using SGD with momentum 0.9 and weight
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Table 1: Clean and robust accuracy on the CIFAR-10 test set for unsupervised robust fine-tuning,
evaluated across different values of β for KL Reference and KL Current under varying target-domain
severity levels (for both training and testing).

β
TgRA (Ours) TRADES-U

Clean PGD PGN Square Clean PGD PGN Square

Target Domain Severity = 0 (No shift, i.e., robust fine-tuning)

6 88.22 46.39 54.77 53.18 79.06 45.50 49.69 46.94
8 87.95 46.87 55.40 53.29 76.12 44.93 48.31 45.48
10 88.11 47.30 55.42 53.63 73.49 43.67 46.72 43.67
12 87.89 47.47 55.63 53.55 66.65 39.32 41.13 38.52

Target Domain Severity = 1

6 78.19 40.23 46.35 45.55 71.66 36.02 39.96 38.62
8 77.86 40.76 47.06 46.31 67.27 35.69 38.09 37.35
10 77.73 40.81 47.27 46.61 64.29 34.55 36.73 35.97
12 77.50 41.13 47.31 46.20 61.92 34.94 36.47 34.92

Target Domain Severity = 2

6 64.19 33.18 37.75 35.45 56.64 26.74 28.59 27.85
8 64.05 33.40 38.32 36.39 53.18 25.77 27.95 26.42
10 63.34 34.06 38.59 36.51 49.62 25.23 26.02 24.89
12 63.16 34.18 39.19 36.17 46.70 23.28 23.95 23.70

decay 5 × 10−4, for 200 epochs. The initial learning rate is set to 0.1 and decayed by a factor
of 0.2 at epochs 60, 120, and 160. A dropout rate of 0.3 is used during pretraining.

During the fine-tuning stage, the student model is trained using SGD for 30 epochs with a
decaying learning rate schedule. The learning rate is initialized at 0.01 and decayed at epochs
10, 25, and 30. Adversarial examples generated during training are computed using PGD with
perturbation budget ε = 8

255 , step size α = 2
255 , and 5 optimization steps. The same adversarial

hyperparameters are used across PGD-based adversarial training, TRADES and TRADES-U,
with the parameter β = 6 if not indicated.

Metrics. Robust accuracy is defined as the fraction of adversarially perturbed inputs that
are correctly classified over the evaluation set. This metric is distinguished from clean accuracy,
which is measured on unperturbed inputs. Adversarial robustness is evaluated using multiple
attacks, including PGD (with 20 steps), PGN [8], and Square Attack [2], all under an L∞
constraint with ε = 8

255 and step size α = 2
255 .

4.2 Evaluation on Data Distribution Shift

The results reported in Table 1 highlight the impact of the proposed KL approach compared
to the TRADES-U baseline under both clean and shifted data distributions. Across all settings,
the TgRA method consistently achieves higher clean and robust accuracy on all the adversarial
attacks addressed at test time, demonstrating improved robustness and generalization when
facing distribution shifts. In particular, on vanilla robust finetuning on CIFAR-10 (severity =
0), the TgRA approach exhibits stable clean accuracy around 88 for all values of β, while PGD
robust accuracy steadily improves as β increases, reaching a maximum of 47.47 at β = 12. In
contrast, TRADES-U formulation suffers from a significant degradation in clean accuracy as β
grows, dropping from 79.06 at β = 6 to 66.65 at β = 12, with a corresponding decrease in
robust accuracy. This indicates TRADES-U is more sensitive to the choice of β.
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Figure 2: Clean and robust test accuracy under a PGD-20 attack on the testing set (ε = 8
255

) across
finetuning epochs. Results are reported for vanilla CIFAR-10 (Severity 0) and for corrupted CIFAR-10
with increasing distribution shift (Severity 1 and 2). Solid lines denote clean accuracy, while dashed
lines denote robust accuracy.

When evaluating under a moderate distribution shift (sev = 1), the advantage of TgRA

becomes more pronounced. While both clean and robust accuracies naturally decrease due to
data corruption (i.e., generalization capabilities of the teacher model), TgRA maintains PGD
robust accuracy above 40. Conversely, TRADES-U shows a consistent decline in both clean and
robust accuracy as β increases, suggesting limited capacity to adapt to shifted domains. The
reasons for this are further explained in the next paragraph, where the accuracy under training
epochs is discussed in detail. Finally, under severe corruption (sev = 2), the robustness gap
further widens. TgRA achieves PGD robust accuracies exceeding 32 for higher β values, while
TRADES-U drops below 26 even at β = 6 and continues to deteriorate for larger β. Notably,
TgRA preserves a relatively stable performance trend across β, indicating stronger resilience to
both adversarial perturbations and domain shift.

In addition to PGD-based evaluation, robustness is further assessed using PGN and Square
attacks, which probe different threat models and optimization strategies. As reported for PGD
attacks, the same consideration are valided for PGN and Square.

Analysis of the training dynamics. Figure 2 reports the evolution of clean and robust
accuracy during adversarial fine-tuning, evaluated under a PGD-20 attack on the specific test
sets, across increasing levels of distribution shift. Across all severity > 0 levels, the proposed
TgRA Adversarial Distillation consistently outperforms TRADES-U, PGD, and TRADES in terms
of robust accuracy, while preserving competitive clean performance.

We note that PGD and TRADES are included for completeness, but both methods assume
access to ground-truth labels during fine-tuning, whereas our approach and TRADES-U operate in
a fully unsupervised setting. A key observation from these curves is the presence of a pronounced
accuracy gap in the early fine-tuning epochs, particularly for TRADES and TRADES-U. Both
methods rely on self-consistency–based robustness terms, where robustness is enforced relative
to the student’s own predictions. When robustness is initially weak or absent, this self-referential
constraint leads to an early drop in clean accuracy, from which the model struggles to recover.
In contrast, anchoring both the accuracy and robustness objectives to a fixed teacher model
effectively controls this initial degradation, resulting in a more stable optimization process and
improved robustness throughout fine-tuning.
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4.3 Evaluation on mixed source and data distribution shift

To further evaluate generalization scenarios in which both the source and target domains are
available, namely, when clean source images from D and their corresponding corrupted versions
are accessible, Table 2 reports the performance of TgRA and TRADES-U when training on a
mixture of clean source data and corrupted target data. In this setting, the student model
receives augmented inputs, while the teacher operates exclusively on clean source samples, i.e.:

min
θS

E(x,xs)∼(D,D∫ )

[
DKL(g(xs; θT ) ∥ f(x; θS)) + β · max

x̂∈Bε,p(x)
DKL(g(xs; θT ) ∥ f(x̂; θS))

]
. (4)

Across both severity levels, TgRA consistently achieves higher clean and robust accuracy
on both the source and augmented domains. Notably, as β increases, TgRA maintains stable
clean accuracy on the source domain while steadily improving adversarial robustness on the
augmented domain, indicating effective and controlled knowledge transfer across distributions.

Table 2: Ablation of β between TgRA and TRADES-U on source CIFAR-10 and corrupted target
domains under different severity levels. For correctness both the test with the clean (s = 0)
and corrupted versions are reported.

β
TgRA (Ours) TRADES-U

Clean (s = 0) Clean PGD (s = 0) PGD Clean (s = 0). Clean PGD (s = 0) PGD

Target Domain Severity = 1

6 82.79 79.26 46.69 37.84 78.80 76.38 44.63 36.76
8 82.38 78.63 46.69 38.78 76.38 74.21 43.50 36.62
10 81.98 78.29 47.42 39.03 73.74 71.94 42.25 35.80
12 81.74 78.27 47.75 38.90 70.53 68.99 40.24 34.79

Target Domain Severity = 2

6 80.13 72.72 46.81 34.79 74.84 69.53 41.98 31.91
8 79.31 72.02 47.48 35.29 71.55 66.98 40.67 31.41
10 78.94 71.54 47.58 35.73 68.31 64.57 38.69 30.28
12 78.08 70.92 47.29 35.70 64.44 61.20 36.53 29.75

In contrast, TRADES-U exhibits a clear sensitivity to β: increasing its value leads to a sig-
nificant degradation in clean accuracy on both source and corrupted data, accompanied by a
decline in robust performance, particularly under severe corruption (sev = 2). This behavior
suggests that TRADES-U struggles to balance robustness and generalization when source and
target distributions are mixed. Overall, these results confirm that TgRA is more effective in
leveraging clean teacher knowledge to guide robust learning on shifted inputs, yielding superior
domain adaptation and adversarial robustness in mixed-distribution settings.

5 Conclusion

In this work, it was introduced Teacher-guided Robust Adaptation (TgRA), a simple yet effective
framework for unsupervised adversarial robustness adaptation under domain shift. By lever-
aging a fixed, non-robust teacher as a semantic anchor for both the accuracy and robustness
objectives, the approach mitigates the instability that often arises when adapting models with-
out labels. Anchoring the optimization to a frozen teacher distribution enables more stable
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training dynamics, reduces sensitivity to the robustness trade-off parameter, and leads to con-
sistently better robustness accuracy trade-offs compared to existing unsupervised or supervised
baselines.

Future Work. Several directions naturally follow from this work. First, we plan to evaluate
TgRA on large-scale and real-world datasets, such as ImageNet [13] or Cityscapes [4], where
distribution shift and robustness are critical for deployment in safety-sensitive applications like
autonomous driving. Scaling to such datasets also raises important computational considera-
tions. Instead of fine-tuning the entire network, a promising direction is to restrict adaptation
to the last layers or task-specific heads, significantly reducing training cost while retaining ro-
bustness benefits. This layer-selective adaptation strategy could make the proposed method
practical for large backbone models and continual deployment scenarios.

Second, extending the framework to structured prediction tasks (e.g., semantic segmenta-
tion) would further test its generality. Finally, a deeper theoretical analysis of why teacher-
anchored robustness objectives stabilize optimization under domain shift could provide stronger
guarantees and inform the design of future unsupervised robustness methods.

Overall, this work suggests that non-robust pretrained models, when used appropriately, can
play a central role in enabling scalable, label-free adversarial robustness adaptation, opening
new avenues for robust deployment in evolving real-world environments.
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