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 a b s t r a c t

The robustness of deep neural networks is a crucial factor in safety-critical applications, particularly in complex 
and dynamic environments (e.g., medical or driving scenarios) where localized corruptions can arise. While pre-
vious studies have evaluated the robustness of semantic segmentation (SS) models under whole-image natural 
or adversarial corruptions, a comprehensive investigation into the spatial robustness of dense vision models un-
der localized corruptions remained underexplored. This paper fills this gap by introducing novel, region-aware 
metrics for benchmarking the spatial robustness of segmentation models, along with an evaluation framework to 
assess the impact of natural localized corruptions. Furthermore, it uncovers the inherent complexity of evaluating 
worst-case spatial robustness using only a single localized adversarial attack. To address this, the work proposes 
a region-aware multi-attack adversarial analysis to systematically assess model robustness across specific image 
regions. The proposed metrics and analysis were exploited to evaluate 14 segmentation models in driving sce-
narios, uncovering key insights into the effects of localized corruption in both natural and adversarial forms. 
The results reveal that models respond to these two types of threats differently; for instance, transformer-based 
segmentation models demonstrate notable robustness to localized natural corruptions but are highly vulnerable 
to adversarial ones, and vice versa for CNN-based models. Consequently, we also address the challenge of bal-
ancing robustness to both natural and adversarial localized corruptions by means of ensemble models, thereby 
achieving a broader threat coverage and improved reliability for dense vision tasks.

1.  Introduction

In recent years, deep neural networks (DNNs) have demonstrated 
remarkable performance across various vision applications, increas-
ing their potential applicability in safety-critical domains such as au-
tonomous systems [1,2]. Among these scenarios, dense prediction tasks 
like semantic segmentation (SS) have garnered significant attention. 
These tasks require models to understand the semantic meaning of each 
pixel in a given scene, often necessitating the extraction of deep con-
textual information. In this context, it is crucial to assess the robustness 
and trustworthiness of SS models, as complex and dynamic environ-
ments can give rise to unexpected input variations that challenge the 
entire system reliability.

The complexity of DNNs and real-world application scenarios, as in 
autonomous and assisted driving, has made ensuring and evaluating ro-
bustness one of the most challenging problems in modern AI [3–6]. In 
the literature, robustness evaluation typically involves analyzing model 
performance under corrupted input conditions, with two main types of 
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corruption commonly studied: (i) Natural corruptions, which simulate 
faults or real-world environmental conditions such as sensor noise or 
adverse weather (e.g., snow, rain) [7]; (ii) Adversarial corruptions (ad-
versarial attacks), which involve intentionally crafted perturbations de-
signed to manipulate model predictions. While adversarial attacks are 
often studied as a security threat, they are also a valuable tool for eval-
uating a model’s robustness under a close approximation of worst-case 
scenarios, contributing to a sense of verifiability [6,8].

In recent years, numerous studies have evaluated the robustness 
of vision models against both natural and adversarial perturbations 
[5,7,9]. However, a comprehensive characterization of their behavior 
under localized corruptions [10–12], which affect only parts of the im-
age, remains insufficiently explored, particularly for dense prediction 
tasks such as semantic segmentation. Indeed, although poorly explored, 
localized perturbations are highly relevant to real-world scenarios (e.g., 
sunlight affecting specific regions of an input image) and need to 
gather more attention in robustness studies. Exploring localized corrup-
tions allows addressing critical questions about the spatial robustness of
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semantic segmentation models: To what extent do corrupted regions in-
fluence predictions in both the corrupted and uncorrupted areas of an im-
age? How effectively can models leverage uncorrupted regions to mitigate the 
impact of corrupted ones? Addressing these questions is crucial for ad-
vancing the robustness and reliability of scene-understanding models in 
safety-critical environments.
This paper addresses the above challenges by studying the effect of 
localized corruptions across different models through the lens of both
natural transformations and adversarial perturbations. In particu-
lar, the work begins by formalizing the concept of localized corruptions 
and proposing ad-hoc metrics specifically designed to evaluate spatial 
robustness in different regions of the input for SS models.

An analysis framework for benchmarking the spatial robustness of SS 
models against localized natural corruptions is then introduced, enhanc-
ing the understanding of the reliability of DNNs in practical scenarios, 
such as in driving environments, where localized corruptions can occur.

Next, critical aspects of adversarial attacks within the context of SS 
tasks are investigated, highlighting that identifying a single localized 
perturbation capable of comprehensively evaluating spatial robustness 
(e.g., misclassifying as many pixel predictions as possible) is particu-
larly challenging. This is due to the multi-objective nature of the ad-
versarial optimization problem. To address this challenge, we propose 
the region-aware multi-attack adversarial analysis, a novel evaluation al-
gorithm that iteratively generates localized perturbations, each target-
ing regions previously unaffected by prior attacks. The idea behind the 
proposed algorithm builds on the observation that regions initially con-
sidered robust (because they are not misclassified by a single localized 
attack) can, instead, be compromised when repeated runs of the same 
attack are applied with more targeted configurations. This enables a 
clearer understanding and evaluation of worst-case localized perturba-
tions, revealing vulnerabilities that may not be sufficiently captured by 
standard localized attacks.

The proposed framework, considering both localized natural and ad-
versarial corruptions, is then applied in an experimental evaluation to 
benchmark the spatial robustness of 14 SS models in driving scenar-
ios [13]. Most interestingly, we observed that addressed convolution-
based models are significantly vulnerable to localized natural corrup-
tions, while addressed transformer-based models exhibit higher robust-
ness. Conversely, the opposite trend arises when considering localized 
adversarial corruptions: convolution-based models appear more robust, 
whereas transformer-based models appear highly vulnerable due to the 
heavy exploitation of global attention mechanisms. These findings raise 
contrastive concerns about the reliability of SS models when evaluated 
under worst-case safety-related scenarios. To address this, we finally in-
vestigate a promising ensembling analysis aimed at achieving a better 
trade-off in spatial robustness between natural and adversarial pertur-
bations.

Overall, this study marks a significant step toward understanding 
localized corruptions and paves the way for developing more robust SS 
models in practice.1
In summary, this paper makes the following contributions:

• It formalizes new metrics to evaluate the accuracy of SS models while 
accounting for their spatial robustness under localized corruptions. 
Furthermore, it extends existing approaches to study localized cor-
ruption by proposing a flexible framework for evaluating the model 
spatial robustness.

• It uncovers important insights and challenges in the study of local-
ized adversarial attacks in SS models and introduces a new evalua-
tion method that provides a more thorough assessment of robustness 
by iteratively testing multiple attacks.

1 To support reproducibility, we provide the code and benchmark implemen-
tation used in our experiments at the following repository: https://github.com/
GiuliaMP/SpatialRobustnessBench.

• The proposed metrics, frameworks, and methods are exploited to an-
alyze the spatial robustness of 14 SS models on the Cityscape dataset, 
under natural and adversarial localized perturbations, revealing con-
trasting behaviors between the two types of corruptions. Finally, the 
trade-off between natural and adversarial robustness is explored by 
means of ensemble analysis.

The rest of the paper is structured as follows: Section 2 discusses 
related work and remarks the importance of studying the spatial ro-
bustness of dense prediction models; Section 3 introduces the proposed 
analysis and formalizes the metrics we used; Section 4 defines the eval-
uation framework adopted for assessing models under localized natural 
corruptions; Section 5 focuses on localized adversarial perturbations; 
Section 6 discusses our experimental evaluations and ensemble models, 
and finally, Section 7 states the conclusions and discussion.

2.  Related work

Analysis and benchmarks on DNNs robustness. Deep learning models are 
widely used across various applications, including safety-critical do-
mains such as autonomous driving. Given their increasing deployment 
in such scenarios, assessing their robustness is essential to evaluate their 
reliability and suitability for real-world use. To address these challenges, 
several benchmarks and robustness analyses have been proposed over 
the years to assess model reliability against both natural and adversarial 
corruptions. Notable examples include [7,9,14,15].

Regarding natural corruptions, the objective is to evaluate models’ 
robustness against perturbations that simulate adverse or potentially 
out-of-distribution conditions that can be encountered in real-world en-
vironments, such as noise, rain, or snow. One of the earliest and most 
influential studies in this area was conducted by Hendrycks and Diet-
terich, who introduced a benchmark to assess the resilience of image 
classification models. This benchmark comprises various natural cor-
ruptions, including weather-related disturbances and image formatting 
artifacts [7]. Since then, these corruptions have been widely adopted 
and extended in subsequent studies to systematically evaluate and com-
pare the robustness of different models [16–18]. For instance, Bhojana-
palli et al. [17] investigated the robustness of ViTs comparing it to the 
robustness of a ResNet-50 model under image corruptions, concluding 
that ViTs models are at least as robust as the CNN taking into consider-
ation on the majority of the corruptions. While the majority of studies 
have focused on classification tasks, fewer works have explored the ro-
bustness of models in dense prediction tasks, such as semantic segmen-
tation [9,15], which have highlighted the need for more comprehensive 
evaluations in this new domain.

Beyond natural corruptions, other works have examined adversarial 
corruptions [4,5], which represent a worst-case scenario from a secu-
rity perspective, where perturbations are deliberately crafted to deceive 
models. Similar to natural corruptions, several studies have compared 
the robustness of different architectures against adversarial perturba-
tions [17–19]. Specifically, research on adversarial robustness in seman-
tic segmentation [9,20,21] has underscored the importance of establish-
ing more rigorous benchmarks and developing more effective defense 
strategies to enhance models’ robustness in real-world applications.

Evaluation of localized corruptions and spatial robustness. While most of 
the aforementioned studies primarily focus on corruptions affecting the 
entire input, it is crucial to consider the problem of spatial robust-
ness [11,12,16]. This aspect is particularly relevant for dense prediction 
tasks, where model predictions may be influenced by regions beyond the 
immediate locality of the target area. For instance, since semantic seg-
mentation performance is usually evaluated at a pixel level, defining 
a robustness analysis for such a task opens the possibility to study the 
impact of perturbed regions on clean regions, and vice versa.

Despite its importance, research on spatial robustness under natural 
corruptions remains limited. For example, [16] analyzes the robustness 
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of ViTs compared to CNNs under natural and adversarial corruptions, 
concluding that ViTs generally exhibit greater resilience to natural cor-
ruptions than CNNs. However, does not specifically address dense pre-
diction tasks. Conversely, most existing studies on spatial robustness 
have focused on physically-realizable adversarial settings, e.g., adver-
sarial patches [22–26], while only a few works have explored the effects 
of single localized adversarial perturbations [27], which instead reveal 
intrinsic and human-imperceptible weaknesses of the model. Addition-
ally, there is still a lack of comparative analysis on transformer-based 
models in both cases.

Differently from these works, this paper shows that, from an adver-
sarial perspective, a single attack is not sufficient to properly represent 
the true spatial robustness of dense prediction models. To this end, it 
proposes an ad hoc evaluation analysis that iteratively adjusts the fool-
ing regions across multiple attacks in the same area, enabling the as-
sessment of regions that conventional attacks might leave unaffected. 
Furthermore, to address the lack of analysis on natural localized robust-
ness, an aspect particularly relevant for safety assessments, this work 
introduces a schematic framework and ad hoc metrics to benchmark 
models in these settings.

To the best of our knowledge, this work provides the first com-
prehensive analysis of spatial robustness in the context of both natu-
ral and adversarial perturbations for semantic segmentation. This study 
allowed uncovering important experimental insights when comparing 
transformer-based and convolution-based architectures and proposing 
a promising ensembling strategy.

3.  Spatial robustness analysis

This section first provides some preliminary and background infor-
mation to theoretically define localized corruptions within the context 
of SS models. Then, new metrics for spatial robustness are proposed to 
generalize the classic pixel-wise accuracy score used in semantic seg-
mentation.

3.1.  Background and formalisms

Preliminaries. We consider input images of size 𝐻 ×𝑊  and denote 
by  the set of the image’s pixels, which are then individually re-
ferred to using the index i. A semantic segmentation model designed 
to classify each pixel into one of N classes is represented by a function 
𝑓 ∶ 𝑥 ↦ ℝ(𝐻 ⋅𝑊 )×𝑁 , which outputs a per-class distribution of scores for 
each pixel i. The vector of output scores for each pixel i is denoted by 
𝑓𝑖 while its component related to the 𝑗th class is denoted by 𝑓 𝑗

𝑖 . The 
semantic label predicted for pixel i is determined by selecting the class 
with the highest score for that pixel, i.e., argmax𝑗∈{1,…,𝑁} 𝑓

𝑗
𝑖 (𝑥). Finally, 

the corresponding ground-truth segmentation map for the image x is 
denoted by 𝑦 ∈ ℕ𝐻×𝑊 , where each pixel is assigned its true class label, 
i.e., 𝑦𝑖 ∈ {1,… , 𝑁}.

Corruption Areas and Ratio. To test the spatial robustness of SS models, 
we consider corruptions applied to only part of the image. Specifically, 
following the notation adopted in previous work [11,27], we define a 
corrupted area M as a binary mask in the input space 𝑀 ∈ {0, 1}𝐻×𝑊 , 
which indicates where the corruption is applied. For any 2D pixel with 
index i, 𝑀𝑖 = 1 denotes the pixel is corrupted, while 𝑀𝑖 = 0 denotes that 
it is not. The corrupted image 𝑥𝑐𝑀 , given a mask M and a corruption 
function 𝑐(⋅), is computed as:
𝑥𝑐𝑀 = 𝑐(𝑥) ⋅𝑀 + 𝑥 ⋅ (1 −𝑀), (1)

where 𝑐(⋅) can represent either a natural transformation or an adversar-
ial attack. Additionally, we introduce the ratio of the perturbed area as 
𝑟 = 𝑆∕(𝐻 ⋅𝑊 ), where  is the number of corrupted pixels, computed 
from M as  =

∑𝐻 ⋅𝑊
𝑖=1 𝑀𝑖. It follows that the number  of non-corrupted 

pixels is  =
∑𝐻 ⋅𝑊

𝑖=1 1 −𝑀𝑖.

3.2.  Metrics for spatial robustness

We define metrics for studying the effect of localized corruptions 
on predictions in different areas of the image, by generalizing both the 
classic accuracy metrics used for SS and those applied for testing the 
robustness of image-classification DNNs against corruptions.

Classic Corruption Accuracy. Deriving from the analysis of [7], given a 
model 𝑓 and a set of possible corruptions  (e.g., Gaussian noise, ad-
versarial perturbation or {∅} to denote no corruptions), the robustness 
accuracy of an SS model on a dataset  is defined as:

𝐴(𝑓,) = 1
|| ⋅ || ⋅ ||

∑

𝑐∈

∑

(𝑥,𝑦)∈

∑

𝑖∈
1
(

𝑓𝑖(𝑐(𝑥)) = 𝑦𝑖
)

, (2)

where || is the number of corruption types, || is the number of pixels 
in the input, || is the size of the dataset, and 1(⋅) is an operator that 
returns ‘1’ if a condition is ‘True’, otherwise ‘0’. Following this metric, 
we can also define the Corruption Error as:

CE(𝑓,) =
𝐴base − 𝐴(𝑓,)

𝐴base
, (3)

where 𝐴base refers to the accuracy of a reference model (either f or an-
other one, e.g., AlexNet, as used in [7]). This enables a better under-
standing of the impact of a given corruption with respect to a reference 
value.

Localized Corruption Accuracy. We extend the analysis of the accuracy 
to consider the case of localized corruption, identified by a corruption 
mask M. The accuracy of a model f under a corruption 𝑐 applied in the 
areas denoted by M is defined as:

𝐴 (𝑓,,𝑀) = 1
|| ⋅ ||

∑

𝑐∈

∑

(𝑥,𝑦)∈
 (𝑓, 𝑥, 𝑐,𝑀, 𝑦), (4)

with

 (𝑓, 𝑥, 𝑐,𝑀, 𝑦) =
∑

𝑖∈
1
(

𝑓𝑖(𝑐(𝑥)) = 𝑦𝑖
)

⋅ 𝑖(𝑀), (5)

where 𝑖(𝑀) is a spatial importance function designed to weigh the 
significance of misclassifying a pixel i based on the corruption mask 𝑀 . 
This function plays a critical role in assessing the impact of regions of the 
input image, allowing the analysis to either focus on regions of higher 
relevance or those affected by corruption. While, in general, spatial im-
portance functions can be arbitrarily defined, in this study we focus on 
two specific definitions:

• Non-Corrupted Region Analysis (𝐴𝑀 ): this approach focuses on evalu-
ating the spatial robustness of the model by analyzing regions unaf-
fected by corruptions, uniformly weighting all non-corrupted pixels, 
i.e. 𝑖(𝑀) = (1 −𝑀𝑖)∕.

• Corrupted Region Analysis (𝐴𝑀 ): this approach is the dual of the one 
above, focusing on corrupted pixels only, i.e., 𝑖(𝑀) = 𝑀𝑖∕.

Notice that both 𝐴𝑀  and 𝐴𝑀  are normalized by the number of pixels 
in their respective regions, ensuring fairness in evaluating and compar-
ing each region. Such localized metrics reveal whether the corruption 
affects predictions beyond its regions, or whether the model can lever-
age clean informations from outside the perturbed areas to correctly 
classify the perturbed pixels.

The first definition (𝐴𝑀 ) is particularly useful for assessing how 
well the model remains accurate in non-corrupted regions, offering in-
sights into the capability of corruptions to extend beyond the actual 
corrupted region. Conversely, the second definition (𝐴𝑀 ) focuses on the 
model’s ability to recover accurate predictions in corrupted regions, po-
tentially leveraging information from non-corrupted regions. This anal-
ysis is more meaningful when studying natural corruptions, as adver-
sarial attacks can easily lead to complete misclassification of corrupted 
regions  [11,27], making robustness assessments in such areas less in-
formative. It is worth noting that the metrics presented above can be 
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computed for multiple corruption regions: different settings are consid-
ered in our experimental evaluation (Section 6). For localized adversar-
ial perturbations, we follow traditional approaches that focus on stati-
cally targeting specific areas of the image, such as the center or a corner 
(e.g.,   [11,27]). The rationale behind this choice is that these positions 
allow evaluating the worst- or best-case scenarios of a model’s receptive 
field [28].

Different considerations can be made when assessing the impact 
of arbitrarily-placed localized corruptions. For natural corruptions, we 
consider the above metrics while selecting the corruption regions ran-
domly, leading to the following formulation:

𝐴 (𝑓,) =
1

|| ⋅ ||

∑

𝑐∈

∑

(𝑥,𝑦)∈
 (𝑓, 𝑥, 𝑐,𝑀𝑟(𝑥), 𝑦), (6)

where 𝑀𝑟(𝑥) is a mask that determines the corrupted regions, with 
patches randomly selected for each input x while respecting the ratio 
𝑟 = 𝑆∕(𝐻 ⋅𝑊 ) of the corrupted area.

It is finally important to remark that all the proposed metrics focus 
on pixel-wise accuracy for semantic segmentation. Other metrics, such 
as the mean intersection over union (MIoU), are also frequently used in 
the field of SS and our analysis can be extended to support them. For 
instance, no significant modifications are required to support MIoU.

4.  Localized natural corruptions

This section presents the framework designed to evaluate localized 
natural corruptions. The framework includes all the corruption types 
available in ImageNet-C [7] which, however, does not support local-
ized corruptions. In particular, we consider different transformations 𝑐, 
which can be applied at various severity levels 𝑠 (i.e., 1, 2, 3, 4, 5), as 
selected by the user. A natural corruption applied to an input x with 
severity level 𝑠 is denoted by 𝑐(𝑥) = Γ(𝑥, 𝑠), where Γ represents a natural 
transformation, such as gaussian noise, gaussian blur, motion blur, etc.

To enable a systematic, reproducible, and broad evaluation of spa-
tial robustness, the corrupted region indicated by 𝑀 is automatically 
selected according to the following pipeline. The image 𝑥 is first divided 
into non-overlapping patches with size Δ = (Δ𝑥,Δ𝑦), thereby obtaining 
a total of 𝑃 = 𝑃𝑥 × 𝑃𝑦 patches with 𝑃𝑥 = ⌈𝑊 ∕Δ𝑥⌉, 𝑃𝑦 = ⌈𝐻∕Δ𝑦⌉, where 
𝐻 and 𝑊  are the height and width of 𝑥, respectively. Given a specified 
corruption ratio 𝑟, each patch, and therefore all its pixels, is selected to 
be perturbed with probability 𝑟. All pixels within a selected patch are 
assigned a value of 1 in 𝑀 , while the others have a value of 0.

In Fig. 1, we present an illustration of a possible configuration used 
within the tested framework and the output of a dataset sample in the 
corrupted validation set of Cityscapes [13]. Specifically, a sample cor-
responds to a tuple containing the original image and its label (kept 
available to allow comparisons during the evaluation), along with the 
perturbed image and the corruption region mask 𝑀 . During evaluation, 
for each image, the set of patches to be perturbed (and thus the mask 𝑀) 

is recomputed, effectively randomizing the selection of the perturbed ar-
eas for the evaluation.

5.  Localized adversarial corruptions

This section presents our novel analysis for localized adversarial per-
turbations. Although previous work already addressed the study of local-
ized adversarial perturbations against SS models [27], we next highlight 
the difficulties of performing a comprehensive spatial adversarial eval-
uation using a single attack. To this end, we begin by discussing classic 
approaches and pointing out their drawbacks. Finally, we introduce our 
region-aware multi-attack algorithm designed to address these issues and 
offer a better understanding of the worst-case spatial robustness of com-
puter vision models.

5.1.  Attacks for SS from previous work

In the context of classic adversarial perturbations [4,5], the main 
idea is to craft a specific adversarial noise 𝛿 that realizes a worst-case 
perturbation constrained by a magnitude 𝜀 under a specific norm, e.g., 
the 𝑙∞ norm, such that ‖𝛿‖∞ ≤ 𝜀. Adversarial perturbations are typi-
cally computed by optimizing an adversarial loss function , e.g., cross-
entropy in image classification, which aims to find a perturbation 𝛿 for 
an input x that forces the model to make incorrect predictions:

𝛿 = arg max
‖𝛿‖∞≤𝜀

(𝑓 (𝑥 + 𝛿), 𝑦), (7)

Recalling Eq. (1), it is possible to express inputs affected by localized 
attacks with a perturbation 𝛿 and a mask M as follows:

𝑥𝛿𝑀 = (𝑥 + 𝛿) ⋅𝑀 + 𝑥 ⋅ (1 −𝑀). (8)

When interested in dense prediction tasks, such as semantic segmen-
tation, where predictions are made at the pixel level, the perturbation is 
generally computed to maximize the misclassification of all or a subset 
of pixels in the image [11,27]. In the latter case, it is possible to define 
a fooling region as a subset of the input space for which we intend to in-
duce a misprediction. The fooling region can be arbitrarily defined by a 
mask 𝐹 ∈ {0, 1}𝐻×𝑊  that does not necessarily need to overlap with the 
corruption mask M. In this context, the perturbation 𝛿 can be optimized 
as follows:

𝛿 = arg max
‖𝛿‖∞≤𝜀

 (𝑓 (𝑥𝛿𝑀 ), 𝑦), (9)

where   is an adversarial loss designed to focus the model performance 
in the fooling region f only. In practice, to solve the above optimization 
problem, the perturbation 𝛿 can be iteratively updated with step size 𝛼
to maximize the classification error [27,29]:

𝛿𝑖+1 ← 𝛿𝑖 + 𝛼 ⋅ sign
(

∇𝛿
)

. (10)

Fig. 1. Illustrations of the proposed framework for evaluating localized natural corruptions. On the left, two example configurations define the settings for localized 
corruption analysis: patch size, corruption ratio, corruption type, and the severity level. The framework returns a dataset sample as a tuple consisting of the original 
image, the ground truth label, the corrupted image, and a mask highlighting the corrupted areas.
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5.2.  Limitations of previous work

Although previous approaches are capable of crafting strong pertur-
bations by corrupting as many pixels as possible, we argue that compre-
hensively evaluating the spatial robustness of semantic segmentation 
models requires multiple attacks applied to the same area. A single per-
turbation, even when computed using a strong attack, cannot cover all 
regions susceptible to misprediction. This happens because, as shown in 
Eq. (9), crafting an optimal localized adversarial perturbation involves 
solving a complex multi-objective optimization problem, where the goal 
is to increase the loss for each pixel in the image, representing a wide 
range of distinct objectives. Many of these objectives are difficult to 
solve simultaneously, often leading to suboptimal or locally optimal so-
lutions. To support this observation, we provide representative analysis 
results in Fig. 2a and b (discussed in the next paragraphs), which high-
light, from both inter-class and intra-class perspectives, that adversarial 
attacks targeting specific subsets of pixels may not generalize effectively 
to others, making it particularly challenging to craft a single localized 
perturbation that generates worst-case adversarial effects.

Let us first focus on inter-class attacks with reference to Fig. 2a, 
where localized perturbations are applied to the center of the image 
(100 × 100, using iterative targeted attacks [27] with 𝜖 = 32∕255). In this 
example, attacks are performed each targeting different classes in sepa-
rate runs (‘road’, ‘sky’, and ‘car’). The outputs of the addressed targeted 
attacks and their corresponding classes are shown from the third to the 
fifth subfigures. Additionally, we also show the output prediction of an 
untargeted attack (targeting all classes), in the last subfigure. The results 
demonstrate that the adversarial patterns produce distinct adversarial 
effects. This highlights that the multi-objective optimization landscape 
for different target classes is highly divergent, evidencing difficulties for 

Fig. 2. Analysis of limitations for single localized perturbations in SS: (a) Inter-
class analysis: clean prediction, attacked image, and predictions across different 
target classes, shown in sequence. (b) Intra-class analysis: Targeted multi-attack 
on the class ‘Car’. The first row displays the fooling area, the attacked image, 
and the cumulative adversarial output. The second row shows the output after 
each attack iteration, while the last row visualizes how the fooling region is 
selected and which pixels are actually affected at each attack.

a targeted attack to affect the areas interested by others. Furthermore, 
when observing the output of the untargeted attack, it closely resembles 
the output of the ‘road’ attack, suggesting a bias in the multi-objective 
optimization process, possibly given by the fact that the majority of pix-
els of the image are classified as ‘road’.

We then analyze the same problem in the context of intra-class at-
tacks. In this case, as shown in Fig. 2b, we crafted attacks to misclassify 
pixels belonging to the ‘car’ class. We started with an initial fooling re-
gion, highlighted in the first subfigure, consisting of all pixels labeled 
as ‘car’ in the ground truth. After executing the attack of Eq. (9) a first 
time (denoted by ‘attack 1’) using the initial fooling region, we were ca-
pable of misclassifying a limited subset of the targeted pixels only (note 
the attack output in the second row and the corresponding red pixels 
in the third row of Fig. 2b). To carry out a second attack (attack 2), we 
excluded from the initial fooling area the pixels that were successfully 
attacked in the previous attack. This adjustment allows us to investigate 
whether previously attacked pixels negatively influence the optimiza-
tion process for the remaining pixels classified as ‘car’. The restricted 
fooling region for the second attack is shown in the third row. As can 
be observed from Fig. 2b, the second attack expands the attacked area, 
indicating that previously attacked regions can indeed hinder the opti-
mization process when exploring new attackable regions. This process 
is repeated for a third attack (last columns in the second and third rows 
of the figure), confirming the previous observation.

Finally, for completeness, we present the cumulative adversarial out-
put in the third subfigure (first row, third column). This cumulative out-
put assigns each pixel its adversarial misclassified prediction if at least 
one attempted attack has misclassified it (the first misclassification is 
considered for simplicity); otherwise, it retains the original model pre-
diction. This approach, provides a clearer worst-case understanding of 
whether each given pixel can be misclassified by at least one attack and 
will be used in the algorithm proposed in the next subsection.

5.3.  Achieving stronger spatial adversarial analysis

The observations made in the previous section allow concluding that 
classically applied single instances of SS attacks provide an incomplete 
assessment of the worst-case spatial adversarial robustness of a model. 
To address this limitation and assess a more comprehensive benchmark 
under localized adversarial perturbations, a method called region-aware 
multi-attack adversarial analysis is proposed in Algorithm 1. The algo-
rithm builds upon the observations made above and is next explained 
step-by-step. At a high level, the method iteratively generates a new lo-
calized adversarial attack on a region M while progressively refining the 
fooling region  at each attack run, thereby maximizing the coverage 
of attacked pixels.

Algorithm 1 Region-aware Multi-Attack Adversarial Analysis.
Require:

Model f; input x; labels y; Num. of attacks 𝑁Att
1: 𝑦̂clean ← argmax(𝑓 (𝑥)) ⊳ Clean preds
2: 𝑦̂O ← 𝑦̂clean ⊳ Initialize cumulative output
3: Ψcorr ← (𝑦̂O = 𝑦) ⊳ Aux. mask of correct preds
4:  ← Ψcorr ⊳ Initial fooling region
5: for 𝑖 ← 1 to 𝑁Att do
6:   ←  ⋅Ψcorr ⊳ Update fooling region
7:  𝑥adv ← Attack𝑀 (𝑥, 𝑦, 𝑓 , )
8:  𝑦̂adv ← argmax(𝑓 (𝑥adv)) ⊳ Preds after attack
9:  Ψcur ← (𝑦̂adv = 𝑦) ⊳ Current correct pixels
10:  Ψ̄ ← (1 − Ψcur) ⋅Ψcorr ⊳ Newly misclassified pixels
11:  Ψcorr ← Ψcur ⋅Ψcorr ⊳ Update correct aux. mask
12:  𝑦̂O ← Ψcorr ⋅ 𝑦̂O + Ψ̄ ⋅ 𝑦̂adv ⊳ Update cumulative output
13: end for
14: return Eval(𝑦̂O, 𝑦)

Pattern Recognition 172 (2026) 112412 

5 



G.-M. Pietrosanti et al.

The proposed algorithm takes as input a given image x, its labels y, 
and an SS model f, and aims to evaluate the robustness of the image by 
running multiple attacks (𝑁Att), applied to the same area M, based on 
a given method (referred to as Attack𝑀  in the algorithm). At the begin-
ning of the algorithm, the cumulative output is initialized to the correct 
model predictions, and the initial fooling region consists of all pixels 
that are correctly predicted in the non-perturbed output (line 4)2. Sub-
sequently, the attack iteratively targets the pixels in the fooling region 
using a classic iterative attack (e.g., Eq. (10), line 7), computes the corre-
sponding output (line 8), and updates the fooling region by identifying 
pixels in the preceding fooling region that have not yet been misclas-
sified in the current attack (lines 9–12 and line 6). At the end of each 
attack, the cumulative adversarial output is updated to replace the pre-
dictions of newly misclassified pixels that had previously been correctly 
classified in earlier attacks.

Finally, the cumulative output is evaluated according to the desired 
metrics (Eval in the algorithm). It is important to remark that the cu-
mulative output is not derived from the model’s prediction on a single 
perturbed sample but rather from the cumulative worst-case attacked 
outputs, obtained by aggregating misclassifications across multiple lo-
calized perturbations, all concentrated in the same area. From a safety 
perspective, this approach provides a stronger and more accurate under-
standing of the worst-case robustness of each pixel, demonstrating the 
existence of at least one perturbation capable of misclassifying them.

Please note that, while the proposed formulation is entirely untar-
geted, this strategy also helps mitigate intra-class issues that may arise 
even in targeted attacks, as discussed above and illustrated in Fig. 2b.

6.  Evaluation of spatial robustness

In the following, we first describe the experimental setup. Then, we 
evaluate the spatial robustness, based on the proposed metrics, of sev-
eral models against localized natural corruptions and localized adver-
sarial attacks separately. Finally, we discuss the importance of address-
ing these two aspects together and propose an ensemble-based analysis 
aimed at balancing localized natural and adversarial robustness.

6.1.  Experimental setup

The experiments were conducted with NVIDIA A100 GPUs, using 
the validation set of Cityscapes [30], which serves as the reference driv-
ing dataset for high-resolution scene-understanding segmentation. In the 
context of semantic segmentation, this dataset has frequently been used 
for robustness evaluation, as it addresses real-world and complex out-
door scenarios [11,26,27]. The Cityscapes validation set includes 500 
high-resolution images with an original resolution of (1024 × 2048), re-
sized to manage computational costs (as done in [27]). We used this set 
to evaluate both localized natural corruptions and adversarial attacks.
Models. We targeted multiple models for semantic segmentation, all 
known for their ability to achieve high performance on large im-
ages while maintaining practical inference times affordable for many 
real-time applications. Specifically, we considered ICNet [31], BiseNet 
[32], DDRNet [33], PSPNet [34], SegFormer [35], PIDNet [36], and 
DeepLabV3 [37], including multiple versions of each model to evaluate 
robustness differences, such as variations in the backbone architecture. 
Pretrained versions, available in the paper’s repository, were used for 
the experimental analysis. The average accuracy of these models on the 
clean validation set of Cityscapes is reported in the first column of Ta-
ble 1. For fairness, all results reported for evaluating natural robustness 
are averaged over 5 runs using the same set of seeds across model com-
parisons.

2 We address the untargeted case for simplicity and to generalize as much as 
possible, covering as many pixels as possible. However, the approach can be 
easily extended to a targeted formulation.

Metrics. The spatial robustness analysis was conducted by evaluating 
the pixel-wise accuracy of the models in the non-corrupted region 𝐴𝑀
and the corrupted region 𝐴𝑀 , both defined in Section 3. Furthermore, to 
better understand the robustness degradation as the evaluation param-
eters vary, we analyzed the previous scores in terms of the relative cor-
ruption error (RCE) with respect to the accuracy of the addressed models 
in the same area of interest when no natural corruption or attacks are 
applied. Leveraging the localized corruption accuracy defined in Eq. (4), 
the relative corruption error can be computed as:

RCE(𝑓, 𝐶,𝑀) =
𝐴 (𝑓, {∅},𝑀) − 𝐴 (𝑓, 𝐶,𝑀)

𝐴 (𝑓, {∅},𝑀)
, (11)

where 𝑖(𝑀) = (1 −𝑀𝑖)∕. A similar definition can be derived for the 
RCE within the corrupted region, considering 𝑖(𝑀) = 𝑀𝑖∕. Note also 
that, as indicated in Section 3, natural corruptions have been evaluated 
across different regions (see Eq. (6)).

6.2.  Evaluation of natural robustness

We first evaluate the natural robustness of the selected SS models. Ta-
ble 1 reports the results for the Non-Corrupted Region Analysis (𝐴𝑀  in the 
table) and the Corrupted Region Analysis (𝐴𝑀  in the table), considering 
different localized natural corruptions (synthetic snow, brightness cor-
ruptions, and gaussian noise) across different severity levels. For these 
tests, the corruption ratio is fixed to 𝑟 = 0.5, and corruptions are applied 
by splitting the images into patches of size (256, 256).

Considering the robustness in the corrupted region (columns la-
beled with 𝐴𝑀 ), for snow and brightness adjustments, no model demon-
strates a clear and consistent superiority over the others, suggesting that 
convolution-based architectures remain valid alternatives to SegForm-
ers. This observation does not hold in the case of gaussian noise, where 
transformer-based architectures exhibit a significant accuracy advan-
tage in the corrupted region.

Regarding the robustness in the non-corrupted region (columns la-
beled with 𝐴𝑀 ), transformer-like architectures achieve significantly bet-
ter performance, especially when addressing higher severity levels of 
localized corruptions. In these cases, natural corruptions have the po-
tential to substantially affect non-corrupted regions, thereby reducing 
the accuracy of 𝐴𝑀 . However, SegFormer demonstrates robustness by 
preventing the spread of mispredictions to otherwise clean regions.

In Fig. 3, we also show the outputs of the models when localized nat-
ural perturbations are applied, while the clean image and corresponding 
outputs of different models are displayed in the first row. For this test, 
we use a corruption ratio of 𝑟 = 0.3 and a severity level of 3. The corre-
sponding results align with those in Table 1 and previous observations, 
showing that, in general, the SegFormer architectures achieve better ro-
bustness both within and outside the corrupted regions.

Impact of the corruption ratio. To further analyze the impact of localized 
corruption, we report in Fig. 4a and b the variation of the RCE (com-
puted with respect to the clean accuracy in the addressed region) as a 
function of the corruption ratio. The RCE was computed both within 
(left plots) and outside (right plots) the corrupted regions, considering 
synthetic snow and gaussian noise, respectively.

As shown in the plots, the corruption error follows different trends 
across the models. For small corruption ratios and corruption types with 
limited impact, such as synthetic snow, convolution-based models such 
as DeepLab-MobileNet and DeepLab-ResNet achieve performance com-
parable to SegFormer, both within and outside the corrupted region. 
However, when the corruption ratio increases, the error rises more 
rapidly for the convolution-based models, while SegFormer demon-
strates superior robustness. As discussed above, a different behavior 
is observed when considering gaussian noise, for which SegFormer al-
ready exhibits significantly higher robustness even for small corrupted 
regions. We believe that this advantage is largely attributed to the appli-
cation of global attention in transformers, which can effectively attend 

Pattern Recognition 172 (2026) 112412 

6 



G.-M. Pietrosanti et al.

Table 1 
Results of the analysis for natural corruptions considering brightness, snow, and gaussian noise as corruption types at different severity levels (1, 2, 3). The first 
column reports the clean average accuracy (MAcc), while the remaining columns analyze the accuracy within and outside the corrupted region, represented as 
𝐴𝑀 and 𝐴𝑀 , respectively, following the analysis presented in Section 3. The corruption ratio is fixed at 50% of the image. For each metric and analysis, the top-2 
models are in bold for easier interpretation.
    Type  Brightness  Snow  Gaussian Noise
  Severity  Clean  1  3  5  1  3  5  1  3  5
  Metric  MAcc 𝐴𝑀 𝐴𝑀 𝐴𝑀 𝐴𝑀 𝐴𝑀 𝐴𝑀 𝐴𝑀 𝐴𝑀 𝐴𝑀 𝐴𝑀 𝐴𝑀 𝐴𝑀 𝐴𝑀 𝐴𝑀 𝐴𝑀 𝐴𝑀 𝐴𝑀 𝐴𝑀  
  BisenetX39  70.6  63.1  67.0  47.0  61.4  34.7  54.9  34.9  57.4  22.1  51.4  20.6  51.3  50.0  61.5  20.4  50.9  12.1  43.4 
  BisenetR18  78.0  72.6  76.0  59.5  71.5  49.1  67.9  42.2  68.7  24.7  64.2  19.7  62.0  66.4  73.9  42.4  67.6  21.5  62.4 
  BisenetR101  82.3  76.8  80.3  63.7  77.3  53.7  74.1  39.7  72.5  20.8  68.2  19.8  68.2  64.0  78.5  35.8  74.3  22.4  70.7 
  DDRnet23  83.2  78.7  81.7  64.7  76.4  51.2  72.5  39.2  71.8  22.5  67.4  18.5  65.1  64.2  78.1  27.3  67.9  13.7  59.8 
  DDRnet23Slim  80.8  75.0  78.9  61.4  73.0  49.4  68.8  39.9  68.2  25.4  63.5  20.1  60.4  63.5  74.1  32.9  64.4  15.0  58.3 
  Icnet  72.7  65.8  70.4  50.3  64.0  41.4  58.6  40.9  58.7  22.7  48.1  20.4  47.6  59.2  67.3  37.5  58.1  20.8  47.8 
  PSPnet  81.6  75.1  79.1  60.5  74.5  49.1  71.6  35.2  70.1  14.6  63.6  11.6  60.4  66.8  78.2  35.3  70.9  15.6  59.8 
  Segformer-bo  79.3  75.8  78.2  67.6  76.4  62.0  75.7  45.9  73.2  26.5  70.9  19.6  69.9  68.8  77.1  54.0  74.8  34.8  73.0 
  Segformer-b1  80.9  77.4  80.2  70.2  79.1  66.0  78.6  50.1  77.3  27.9  75.4  21.1  74.5  72.5  80.2  60.2  79.1  42.2  77.7 
  Deeplabv3-m  76.7  73.3  75.0  66.6  72.3  59.2  69.4  50.5  69.8  32.1  63.9  25.2  59.9  56.4  71.4  36.3  64.4  20.2  57.6 
  Deeplabv3-r  80.6  77.0  78.6  71.7  75.7  64.8  73.0  49.3  72.6  29.2  68.4  22.3  66.1  65.8  76.4  40.3  67.6  16.3  58.1 
  Pidnet-s  80.0  74.1  77.1  61.7  73.4  48.8  69.0  41.7  69.5  22.3  63.9  18.2  61.2  65.6  76.3  34.3  66.2  12.2  52.8 
  Pidnet-m  80.6  75.9  79.2  62.9  75.2  48.9  71.2  47.6  73.5  28.1  69.6  22.6  67.1  59.4  75.2  27.3  68.8  10.1  64.4 
  Pidnet-l  82.1  77.2  81.1  60.9  76.7  47.3  72.4  47.7  74.3  24.9  69.3  19.0  67.4  69.0  79.5  36.4  71.7  15.6  63.3 

Fig. 3. Illustrations of the effects of localized natural corruptions across different semantic segmentation models (BiseNetX39, PSPNet, SegFormer-B1, DeepLabV3-
ResNet) with a perturbation ratio of 𝑟 = 0.3 and severity level 3. The first row shows the clean image along with its ground truth label and corresponding model 
outputs. The second row presents the same image after applying localized Gaussian noise, and the third row shows it with synthetic snow applied.

to uncorrupted areas by leveraging features from those regions or, when 
regions are completely perturbed, distribute robust features more effi-
ciently across the image [16].

6.3.  Evaluation of adversarial robustness

To further understand localized robustness, we evaluate the perfor-
mance of the SS models using the proposed region-aware multi-attack 
adversarial analysis (Algorithm 1), aiming for the identification of the 
worst-case scenario for spatial robustness.

As discussed in Section 5, for adversarial evaluation, it is important 
to note that we focus on the analysis of non-corrupted regions (𝐴𝑀 ). 
This is because evaluating corrupted regions under localized attacks is 
straightforward, as any model will typically exhibit near-zero accuracy 
within the corrupted area. In contrast, analyzing the non-corrupted re-
gions provides a more meaningful assessment of spatial robustness.

Please note that, for completeness, concerning the adversarial analy-
sis, the full list of parameters involved is: the patch size, the attack mag-
nitude 𝜖, the number of attacks 𝑁Att, the position of the attack (which 
is always centered unless explicitly stated otherwise), and the number 
of iterations for each attack.

In Fig. 5a and b, we report the accuracy in the non-corrupted regions 
under attack, compared to the non-attacked case (‘clean’, shown in the 
lightest color in the bars), using localized adversarial attacks with patch 

sizes of (100, 100) and (200, 200), centered in the image, respectively. 
In both cases, we tested attacks with 𝜖 values of 16∕255 and 32∕255 (in-
dicated by different colors in the plots). The multi-attack of Algorithm 1 
is performed with 𝑁Att = 3 attacks and 50 optimization iterations (see 
Eq. (10)) per attack. Further analysis of these parameters is discussed in 
the following.

As shown in the plots, the trend is completely opposite to what 
we observed for natural corruptions. In this case, transformers exhibit 
lower robustness, primarily due to the global attention mechanisms they 
employ [16,35,38]. For example, even with a small patch size (100, 
100), the accuracy drops significantly from 0.73 to 0.25 and 0.17 for 
𝜖 = 16∕255 and 𝜖 = 32∕255, respectively.

In contrast, convolution-based models, such as DeepLabV3 with 
ResNet backbone, demonstrate significantly higher robustness. This ro-
bustness can be attributed to the limited local receptive field inherent 
to convolutional layers [28]. However, it is important to note that these 
models are not purely convolutional, as they also integrate attention 
mechanisms to enhance performance. This integration can result in sub-
stantial accuracy drops, as seen with PSPNet when using patches of 
size (200, 200). This observation is consistent with previous studies, 
which suggest that even convolutional models employing high-context 
exploitation through attention-based mechanisms (such as pyramidal 
squeezing and excitation blocks) can still be vulnerable to certain local-
ized adversarial perturbations [11,27].
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Fig. 4. Analysis of the impact of the corruption ratio. We report the relative corruption error RCE with respect to the corrupted region (left plots) and the non-
corrupted region (right plots). We used synthetic snow and gaussian noise, in the top and bottom plots, respectively, with severity level 3.

Fig. 5. Analysis of the accuracy in the non-corrupted region with (dark color) 
and without (light colors) localized adversarial perturbations. Attacks were per-
formed using 𝜖 = 16∕255 and 𝜖 = 32∕255. The patch is always applied at the 
center of the image, with a size of (100, 100) in (a) and (200, 200) in (b), re-
spectively.

Benefits of Multi-Attacks. To better highlight the benefits provided by 
Algorithm 1, we present in Fig. 7a the increase of the RCE, measured 
with respect to the clean accuracy in the non-corrupted regions, as the 
number of attacks 𝑁Att in Algorithm 1 increases. For these tests, we used 
patches of size (200, 200), 𝜖 = 16∕255, and 50 optimization iterations 
per attack.

Specifically, with a single attack (#1), the multi-attack is equiva-
lent to running a standard attack over the entire targeted region. How-
ever, as the number of attacks increases, the algorithm begins focusing 
on fooling regions that have not yet been attacked, thereby expanding 
the coverage to new regions that were previously unaffected. In fact, as 
one may expect, the effectiveness of the multi-attack significantly im-
proves with more attacks, as indicated by the increase in RCE. This effect 
is particularly pronounced in models with high attention mechanisms, 
such as transformers and PSPNet, demonstrating the importance of the 
multi-attack approach in identifying worst-case scenarios of localized 
adversarial perturbations. For example, the RCE of SegFormer models 
increases significantly, rising from approximately 0.6 with a single at-
tack to around 0.95 when using five attacks (𝑁Att = 5).

We also provide illustrations of the effect of multiple attacks for Seg-
Former and PSPNet in Fig. 6a and b. As shown in the plots, the adop-
tion of multiple attacks with awareness of the fooling regions allows 
for overcoming issues in the multi-objective adversarial problem for 
SS. In Fig. 6a, at each attack, the untargeted multi-attacks target dif-
ferent classes, highlighting the inter-class problem discussed previously 
in Fig. 2a. Similarly, for PSPNet (Fig. 6a), addressing different fooling 
regions leads to a third attack capable of affecting the entire image, 
thereby overcoming potential objectives that previously limited the ef-
fectiveness of earlier attacks.

Impact of the Number of Optimization Iterations. We also analyze in 
Fig. 7b the impact of varying the number of optimization iterations 
used at line 7 in Algorithm 1, fixing the number of attacks 𝑁Att = 3. As
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Fig. 6. Illustration of the impact of using the Region-aware multi-attack adver-
sarial analysis (Algorithm 1) on Segformer (a) and PSPNet (b) for two different 
images in the Cityscapes validation set. The use of multiple attacks allows for 
coverage of different parts of the input pixels, highlighting the complexity of 
solving a multi-objective adversarial optimization problem for SS and demon-
strating how the proposed algorithm can overcome this challenge. The attacks 
shown here use patches of size (200, 200) with 𝜖 = 32∕255.

Fig. 7. Analysis of the impact of the proposed localized adversarial framework 
under different attack numbers 𝑁Att in Algorithm 1 (a), and under different 
number of iterations (b). In (a), the number of iterations is fixed to 50, while in 
(b), the number of attacks is fixed to 3. In both analyses, patches are of fixed 
size (200, 200) and 𝜖 = 16∕255.

expected, the RCE increases when using more optimization iterations, 
such as 200 or 250, highlighting that the complexity of the multi-
objective optimization problem in this context requires a higher number 
of iterations to improve effectiveness. However, we acknowledge that 
for large-resolution datasets, as Cityscapes, a limited number of itera-
tions (e.g., 50) is sufficient to provide meaningful and consistent com-
parisons, as demonstrated in the plots. This balance helps find a trade-
off between computational cost and robustness evaluation, particularly 
when dealing with high-resolution images, which are computationally 
and memory expensive due to the gradient computations required to 
update the attack at each step.

On the Position of the Attacks. Finally, we highlight the importance of 
the position of the adversarial perturbed patch within the image. The 
previous attacks were conducted with the patch placed at the center of 
the image, which represents the worst-case position for standard convo-

Fig. 8. Differences in relative corruption error when applying localized adver-
sarial attacks at the center of the image versus the bottom-left corner. Patches 
are of fixed size (200, 200) and 𝜖 = 16∕255.

lutional models due to its ability to affect the largest possible receptive 
field [26–28]. However, it is important to analyze how the effectiveness 
of localized adversarial attacks decreases when the patch is shifted to 
more constrained areas, such as the corners of the image.

In Fig. 8, we compare the difference between the RCE when attacking 
the central area versus the one when attacking the bottom-left corner. 
Patches of size (200, 200) and 𝜖 = 16∕255 were considered. Specifically, 
the larger the difference, the more the model demonstrates robustness 
with respect to the attack position.

As expected, transformer-based architectures, which rely on global 
attention and process images through patches, exhibit lower sensitivity 
to the position of adversarial patches. Even when the patch is moved 
away from the center, the model’s response remains close to the worst-
case scenario. This highlights the critical risk of attacks for such ar-
chitectures, being effective from multiple locations within the image, 
leading to the same adversarial outcome. In contrast, convolutional
models exhibit more variable behavior depending on the patch’s po-
sition. However, since the tested models are not purely convolutional 
and incorporate attention mechanisms, their robustness is still partially 
affected when the patch is placed in a corner. For example, BiSeNet 
with a ResNet-101 backbone and PSPNet demonstrate differences of ap-
proximately 0.05 and 0.06 in RCE between central and corner positions, 
respectively, indicating that localized attacks can still significantly de-
grade their performance.

6.4.  Searching for a trade-off in ensembling

Given the results obtained in the above analyses of natural perturba-
tions and adversarial attacks, we acknowledge that the selected trans-
former architectures generally exhibit greater robustness to localized 
natural corruptions by effectively reducing misclassifications, not only 
within the corrupted regions but also in the surrounding non-corrupted 
areas. However, their reliance on high attention mechanisms makes 
them more vulnerable to localized adversarial attacks, resulting in a 
significant drop in accuracy compared to convolutional models tested.

Following this observation, we emphasize the importance of search-
ing for a trade-off that balances natural robustness and worst-case adver-
sarial robustness, which could be particularly beneficial in safety-critical 
domains such as autonomous driving. To address this challenge, we in-
vestigate the use of model ensembling, with natural and adversarial lo-
calized robustness as key metrics to evaluate the effectiveness of the 
ensemble strategy. To explore this approach, we first define a test-time 
weighted ensemble strategy [39] as:
𝑔𝛾 (𝑓1, 𝑓2) = 𝛾 ⋅ 𝑓1 + (1 − 𝛾) ⋅ 𝑓2, (12)

where 𝑓1 and 𝑓2 are two models selected for the ensemble, and 𝛾 is a 
parameter that balances the importance of the softmax scores of model 
𝑓1 with respect to 𝑓2 in the final model 𝑔.
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Fig. 9. Analysis of the natural and adversarial errors, computed as discussed in Eqs. (13) and (14), respectively, and clean accuracy when considering different 
models as 𝑓1 and 𝑓2 in the ensemble strategy defined in Eq. (12), for different configurations of 𝛾. The results aim to explore the existence of a possible trade-off to 
balance robustness against localized natural corruptions and adversarial perturbations.

Specifically, for our tests, we analyze pairs of models where 𝑓1
is a model with higher robustness to localized adversarial attacks 
(e.g., DeepLab-ResNet101, DeepLab-MobileNet, BiSeNet-ResNet101, 
and DDRNet23), and 𝑓2 demonstrates stronger robustness to natural 
corruptions but lower robustness to localized adversarial attacks (e.g., 
SegFormer_b0 or SegFormer_b1).

To understand the benefits of ensembling, we redefine the RCE for 
natural and adversarial perturbations, as follows, to account for the com-
bination of 𝑓1 and 𝑓2. In particular, most important to us for this analy-
sis, we used as metrics: (i) the RCE (Eq. (11)) for natural perturbations 
within the corrupted area, i.e.,

CENat(𝑔, 𝑓2, 𝐶,𝑀) =
𝐴 (𝑓2, 𝐶,𝑀) − 𝐴 (𝑔, 𝐶,𝑀)

𝐴 (𝑓2, 𝐶,𝑀)
, (13)

where 𝑖(𝑀) = 𝑀𝑖∕ and C is a set of natural corruptions (we consid-
ered gaussian noise, with 𝑟 = 0.5); and (ii) the RCE for adversarial per-
turbations outside the corrupted area, i.e.,

CEAdv(𝑔, 𝑓1, 𝐶,𝑀) =
𝐴 (𝑓1, 𝐶,𝑀) − 𝐴 (𝑔, 𝐶,𝑀)

𝐴 (𝑓1, 𝐶,𝑀)
, (14)

where 𝑖(𝑀) = (1 −𝑀𝑖)∕ and C is a localized adversarial corruption 
(we used the attack proposed in Algorithm 1, with 𝑁Att = 5, 𝜖 = 16∕255).

The rationale behind these error definitions is that, since 𝑓1 and 𝑓2
are chosen as the best-performing models for natural and adversarial 
robustness, respectively, this formulation allows us to understand how 
varying 𝛾 influences improvements in natural robustness and the corre-
sponding drop in adversarial robustness.

The results of Fig. 9 confirm the expected trend. As we increase 𝛾, 
the ensemble model becomes more robust to natural perturbations but 
also increasingly susceptible to localized adversarial attacks. Note that, 
in this case, the attacks are performed directly on the ensemble model 
to provide a fair evaluation, considering the corresponding 𝛾 value. In-
terestingly, for certain values (e.g., 𝛾 = 0.4), the adversarial robustness 

is largely preserved, while we observe a significant reduction in the nat-
ural error. This phenomenon is particularly noticeable when DeepLab 
architectures are used as 𝑓1, as the natural error decreases slightly be-
fore the adversarial error curve begins to rise. This demonstrates that 
a positive trade-off between natural and adversarial robustness can be 
found.

Additionally, we report the mean accuracy of the ensemble on clean 
inputs in the top portions of the plots to ensure fairness and confirm 
that there is no drop in clean accuracy. The error of clean accuracy is 
computed with respect to the best-performing model between 𝑓1 and 𝑓2. 
As shown in the plots, the use of a well-selected 𝛾 gets also to negative 
errors, indicating that the ensemble strategy improves performance on 
the clean validation set.

We believe this analysis highlights the importance of rethinking 
model ensembling to achieve results beyond raw performance. This ap-
proach can be particularly effective when combining architectures with 
orthogonal strengths, such as robustness to localized natural corruptions 
and robustness to localized adversarial attacks.

7.  Discussion and conclusion

This work presented an extensive analysis of the robustness of seg-
mentation models under localized corruptions, considering both natural 
and adversarial corruptions. We first introduced metrics that extend the 
classic pixel-wise accuracy, commonly used in segmentation, to provide 
a more comprehensive analysis of spatial robustness, both within and 
beyond the corrupted regions. We then proposed a framework that en-
ables a systematic evaluation of localized natural and adversarial cor-
ruptions by allowing the selection of parameters, including corruption 
ratios and model patch sizes.

Our analysis of adversarial perturbations also improves upon ex-
isting strategies in the literature by demonstrating that, in dense pre-
diction tasks such as semantic segmentation, targeting multiple pixels
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introduces a complex multi-objective problem. This complexity makes it 
difficult to assess robustness in the worst-case adversarial scenario using 
a single localized perturbation. Therefore, we proposed the region-aware 
multi-attack adversarial analysis, a method to assess the spatial robustness 
of models by applying multiple ∞-norm attacks while continuously ad-
justing the fooling area.

All findings were evaluated across a diverse set of segmentation mod-
els in a driving scenario, specifically using the Cityscapes dataset [13]. 
Our results revealed distinct differences in model behavior under nat-
ural and adversarial corruptions. Furthermore, we highlighted the im-
portance of finding a trade-off between these two robustness aspects, 
which are not necessarily correlated. As a preliminary step toward ad-
dressing this challenge, we explored ensemble strategies that combine 
convolution-based models with transformer-based architectures.

In a future work, we aim at further investigating this trade-off by ex-
ploring more complex ensembling approaches, extending the analysis to 
other tasks and types or forms of corruptions, and providing theoretical 
insights into this intriguing mixed property. Another important direc-
tion is to integrate the proposed localized robustness analysis into model 
training strategies through the use of localized augmentation techniques 
(e.g., Cutout [40] and CutMix [41]), which are rarely applied in complex 
scene understanding tasks such as semantic segmentation. This could 
provide valuable insights into the development of novel defense mecha-
nisms and robust training approaches. In this work, we focused on stan-
dalone models trained with conventional image-level augmentations, 
leaving this integration as a promising direction for future research. 

To conclude, our study represents an important advancement in un-
derstanding the spatial robustness of segmentation models, while also 
identifying key challenges and open research directions for future inves-
tigations.
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