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Notation

Here we report all the notations used throughout this document ordered
as they appear.

x, xi the design variables, the ith design variable.

D the domain of the design variables x.

f the goal of the design, expressed as function of x.

Γ the real-time application.

Θ the scheduling alforithm.

Π the processing resource.

n the number of tasks in the application Γ.

τi the ith real-time task.

σs the application status.

vs the event which triggers the status σs.

Γs the subset of tasks active during the status σs.

τi,k the kth job of τi.

ai,k the activation instant of τi,k.

si,k the starting instant of τi,k.

ei,k the execution time of τi,k.

fi,k the finishing time of τi,k.

di,k the deadline of τi,k.

Ti the period of τi.

Φi the offset of τi.

Ja
i the activation jitter of τi.

Js
i the start times jitter of τi.

Ci the worst-case execution time (WCET) of τi.

Ri,k the response time of the job τi,k.

JR
i the response time jitter of τi.

Ri the response time of the task τi.

Di the relative dealine of task τi.

Ui the utilization of task τi.

U the total utilization of Γ.

xi



xii NOTATION

pi the fixed priority of task τi.

τi,worst the worst-case job of τi.

actworst
i the worst-case activation pattern.

|actworst
i (t)| the number of activations within [0, t) in the worst case.

R
(k)
i the intermediate value of the Ri in the RTA routine.

S the set of schedulability points from [LSD89].

P the set of schedulability points from [BB04b].

Busyi(a, b) the set of time instants in [a, b] where the processor is
level-i busy.

Wi(t) the maximum workload of the i highest priority tasks in
[0, t].

ψi(t) the last idle instant in [0, t].

Ci(t) the space of the computation times for a given schedula-
bility point.

Ci the space of the computation times which ensures the
schedulability of τi.

C the spaces of computation times which ensures the sched-
ulability of the entire task set.

∆Ck the allowed variation of task τk.

αmin the minimum processor speed which can still schedule the
task set.

ni−1 the tuple of i− 1 integers which represents the number of
preemptions (as in [SLS98]).

Ti(ni−1) the space of the periods related to the tuple ni−1.

Ri the set of tuples for the schedulability of task τi.

Ti the space of the periods which ensures the schedulability
of task τi.

TM
i the maximum value of Ti.

T the space of the periods which ensures the schedulability
of the entire task set.

Ja
i the space of the activation jitter which ensures the sched-

ulability of task τi.

Ja the space of the activation jitter which ensures the sched-
ulability of the entire task set.

D the space of deadlines.

U
(i)
ub the utilization upper bound, considering the schedula-

bility of the task taui only.

Uub the utilization upper bound.

π(t) a time partition.



NOTATION xiii

Zπ(t) the characteristic function of the time partition π.

S a server mechanism.

legal(S) the set of partitions legally generated by S.

ZS(t) the characteristic function of the server S.

periodic(P,Q) a periodic server allocating Q every P .

pfair(wi) a server implemented by a pfair task whose weight is wi.

alloci(t) the allocated time quanta to the task i at time t.

lagi(t) the lag of task i at time t.

longWi(k) the longest window with at least k time quanta.

pfair(wi, L) a server implemented by a pfair task whose weight is wi,
assuming that the time quantum is long L.

offline(P, T ) a server implemented by off-line dynamic partition whose
period is P and table is T .

Zα,∆(t) the characteristic function of the alpha-Delta server.

DS(t, c) the basic server domain.

∆max the maximum value of ∆.

OD the Optimality Degree.

NOD the Numerical Optimality Degree.





CHAPTER 1

Introduction

1. Embedded systems

What are the most popular species in the world? Mammals? Birds?
Fish? Well, the insects are. And by a lot! Mammals account only for 0.03%
of the total number of species on the Earth and the life on our planet is
dominated by creatures we aren’t often pleased to think about.

Figure 1.1. All life on Earth is insects. . .

In a similar fashion, the computer devotee might wonder about what is
the most common processor in the world. Well, the easy answers is “one
among of the several Intel Pentium”, but it is wrong, as before. Only 2%
of the processors sold around the world are Pentium. The “insects” — the
overwhelming dominant species — in the processor world are the embedded
processors!

The embedded processors, and so the embedded systems, are all those
processors dedicated to accomplish a predetermined task inside a device
whose purpose has usually not really much to do with computing (so they
are “embedded” in the device). So, for instance, the Pentium behind many
PCs is not an embedded processor, because the applications running on a
PC may greatly vary and they are not predetermined in advance.

We can find embedded systems in every electronic equipment we can
think about: the TV, the microwave, the washer, the CD/DVD player,
several dozens are present in the car. . . Some estimations assert that the

1



2 1. INTRODUCTION

average middle-class American household has about 40 to 50 microprocessors
in it [Tur02].

In the year 2000 an epochal change occurred: the ICs market was
no longer driven by PCs, but by embedded systems. In 2000 there were
435.000.000 cellular phones around in the world and Texas Instruments, the
fourth largest semiconductor company in the world1, sold one million chips
a day for these applications. For this reason embedded processors became
very important for the semiconductor industries.

Consequently, the huge market of embedded systems exploded. In this
extremely competitive market the customer expectations are considerably
higher than the quality delivered to the end user, and the cycle time of a
product is required to be an order of magnitude less than it is [SVRF+01].

In this very competitive market the key for succeeding companies is in-
novation. “Car manufacturers agree that 90% of the innovation in vehicles
is driven by electronics. Manufacturers need to standardize their system
architecture while reducing system complexity, ultimately containing costs,
increasing reliability and improve supply chain efficiency” [ARM04]. How-
ever, any successful innovation requires a strict timing. And the strict timing
is only possible if a high degree of flexibility in the system architecture is
granted.

On the other hand, the flexibility pushes against a full-custom, high-
performance system. So guaranteeing a high degree of flexibility does not
necessarily means to be able to ensure the top performance of the system.

To cope with the enormous complexity and in order to guarantee the per-
formance without compromising time-to-deliver of a product, the platform-
based design has emerged as a winning approach to the problem of designing
embedded systems because capable of guaranteeing a high degree of flexi-
bility [SVF99, SV02].

2. The platform-based design

The basic idea behind the platform-based design is very straightforward
and it has been already successfully applied in different domain of applica-
tions: divide et impera.

In programming languages, for instance, the level of abstraction has risen
from the assembly to object-oriented languages in the modern times. Also, in
the development of complex software packages, the software is broken down
into smaller pieces and then every smaller piece is separately programmed.

In the software world, the APIs (Application Program Interfaces) play
the important role of separating two neighboring levels of abstractions. This
separation of concerns allows the programmers to focus only on higher level
of abstraction basing the work upon some lower level previously built or
chosen in a library provided by some vendor.

In a similar way, in the platform-based design, the design flow is ver-
tically divided in subsequent phases corresponding to different abstraction
levels.

1Source: Final 2003 Semiconductor Market Share, Gartner.
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Several definitions of platform have been proposed in the past, typically
corresponding to different levels of abstraction. At the system level, Erics-
son defines its platform for developing applications, as follows: “Ericsson’s
Internet Service Platform is a new tool for helping CDMA operators and
service providers deploy Mobile Internet applications rapidly, efficiently and
cost-effectively”. On the other hand, at the semiconductor level “we define
platform-based design as the creation of a stable microprocessor-based archi-
tecture that can be rapidly extended, customized for a range of applications,
and delivered to customers for a quick deployment”2.

Once the design flow is split in subproblems, the design of each sub-
problem is considered. In the first stage the requirements from the top layer
are specified. At the very top the requirement are imposed by the appli-
cation and, hence, by the customer. In the second stage the requirements,
expressed as functions/components/constraints, are mapped onto the plat-
form provided by the lower level of abstraction.

This mapping operation is aimed at providing the best possible solution
such that the set of constraints imposed by the upper levels is verified.

In a very general framework, the design of the subsystem can be formal-
ized as an optimization problem which requires:

• the definition of the design variables, to represent the possible
choices of the designer at this stage of the design;

• formalizing the domain of the design variables required by the ex-
istent constraints, imposed by the upper layer if they are require-
ments, imposed by the lower layer if they are platform limitations;

• formalizing the objective function(s), which represents the goal of
the design expressed as a function of the design variables.

The solution of the design problem is then found by solving the opti-
mization problem:

(2.1)
maximize f(x)
subject to x ∈ D

where x represents the vector of all the design variables, D is the domain of
the allowed values for x, and f is the objective function (see Figure 1.2).

PSfrag replacements

x1

x2

D

∇f

design solution

Figure 1.2. The design as an optimization problem.

2Source: Jean-Marc Chateau, ST Microelectronics.
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Once the design is viewed as this optimization problem, the design pro-
cess of any subsystem consists in the following steps:

(1) clarify the possible actions or choices the designer can perform at
this stage of the design (represented by the vector x);

(2) describe the set of constraints the system must adhere (the set D);
(3) model the goal of the design as a function of the design variables x

(the function f);
(4) solve the optimization problem.

This approach to the design is certainly elegant and appealing, since it
finds the best possible solution in the design space. However the typical
difficulties of the design are hidden behind these steps.

Formalizing the design variables is usually the easiest task among these
ones. The only pitfall we can incur in is to ignore some variables, preventing
us to find a possible superior solution.

The description of the domain D requires a good knowledge of the con-
straints. In safety critical systems this phase is crucial: if we do not consider
a constraint, we may find a solution which is not feasible in practice. The
consequences of this event can be potentially catastrophic. On the other
hand, in order to ease the solution of the problem, some simpler subset of
D can be used instead of the full domain. However, when this simplification
step is performed it is still useful to know the exact domain, so that we
can at least estimate the distance between the suboptimal and the optimal
solution.

The specification of the goal (by means of the function f) is a delicate
part of the design. It is not always clear what we want to achieve from
a product: performance, safety, energy savings, revenues. . . Even when
these aspects are clarified, it isn’t yet clear what to do with them. Here is
an example: do we want the solution which saves the most possible energy
within a certain level of performance or conversely, we prefer a solution which
assures the highest performance which consumes at most a predetermined
amount of energy?

Finally, once all the three elements are found, we need to solve the opti-
mization problem. The technique for finding the solution may significantly
vary, depending on the nature of variables x (continuous, discrete, binary. . . )
and the nature of the domain D (linear, convex, connected,. . . ).

Next we will see how the design of real-time systems can be integrated
in this more general framework.

3. Real-time systems

As we saw in Section 1, the definition of an embedded systems is based
on an “environmental” aspect, because it depends on the environment the
system is going to operate in.

The real-time systems, instead, are defined depending on the system
behavior. “A real-time system is any information processing system which
has to respond to externally generated input stimuli within a finite and spec-
ified period: the correctness depends not only on the logical result but also
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on the time it was delivered; the failure to respond is as bad as the wrong
response”3.

The confusion which may arise between embedded and real-time systems
is probably due to the fact that the two classes of systems broadly overlap.

PSfrag replacements Real-time systems

Embedded systems

Manufacturing
Transportation

CookingCar
Avionics

Medical

Space

Figure 1.3. Embedded and Real-time systems.

All the embedded systems running a safety critical application must
behave in a predictable manner and, consequently, they must adhere to real-
time requirements as well. Nowadays, more and more systems are required
to guarantee some sort of real-time service.

There are indeed, real-time systems which are not embedded. In manu-
facturing, the operations must be executed by the machines in a predictable
and respononsive (time-bounded) way. In transportation, the flights must
be scheduled in order to meet the time requirements.

When a system is real-time, additional time requirements need to be
verified during the design of the entire application. This further step can be
well fit in the framework of platform-based design. In fact it simply consti-
tutes a subproblem and then it can be considered a particular optimization
problem, as seen before.

At this stage our design variables are:

• the real-time application Γ;
• the scheduling algorithm Θ;
• the processing resource Π;

and from now on we will consider the subproblem at this level of abstraction.
In order to better clarify the meaning of the triple (Γ,Θ,Π), it is neces-

sary to add more details to these three objects by a proper modelization.

4. The model

4.1. Real-time application. For the purpose of timing analysis, the
model for the application should only contain information about the tem-
poral behavior. At this stage no information about functional aspects is
needed.

Also, the application model should be broad enough to capture the char-
acteristics of real-world applications. Unfortunately, the richer the model,

3Source: Alan Burns, Andy Wellings, University of York [BW01].
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the harder the analysis. So we will try to balance these two opposite neces-
sities.

Definition 4.1. We define a real-time application Γ as a collection of
n real-time tasks, including their relationships, their timing characteristics
and requirements. Formally:

Γ = {τ1, τ2, . . . , τn}
where τi is the ith real-time task.

From now on we drop the prefix “real-time” meaning that both applica-
tions and tasks are real-time.

An application can be in different states. The state represents the
operating mode of the application. A state σs is characterized by

• an event vs, which triggers the entrance in the state σs,
• and a task subset Γs ⊆ Γ containing the tasks which are active in

the system during state σs.

The events vs may be specified by external events or to occur at a fixed time
after some previous event.

The study of applications modeled by transitions between different states
requires two separate (though interrelated) studies: the transition from one
state to another and the state itself. In this work we have been focusing
only on the study of the system in one state. For this reason, from now on
we can assume that the tasks in the application are all always active.

The task may have several subsequent instances. Each individual task
instance is called a job. τi,k denotes the kth job of τi. Each job τi,k has the
following parameters, whose meaning is also depicted in Figure 1.4:

• an activation instant ai,k, which is the time instant at which the
job is released to the scheduler;

• a starting instant si,k, which is the time at which the job starts
executing;

• an execution time ei,k, which is how much time it is spent running
the job τi,k;

• a finishing time fi,k, when the job completes;
• a deadline di,k, the instant when the job is required to be finished.

PSfrag replacements

ai,k si,k

ei,k

fi,k di,k

Figure 1.4. Visualizing the job τi,k parameters.

The way jobs are activated varies with the applications. In all this work
we will make the periodic task assumption. In this assumption, three
additional parameters for the task τi are added:

• the period of the activations Ti;
• the offset of the activations Φi;
• the jitter of the activations J a

i .
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Given these new quantities we can now specify an important relationship
for the activation instant ai,k. In fact we have that:

(4.1) Φi + (k − 1)Ti ≤ ai,k ≤ Φi + (k − 1)Ti + Ja
i

The interval [Φi + (k − 1)Ti,Φi + (k − 1)Ti + Ja
i ] will be called the

activation window of job τi,k meaning that ai,k must occur in it. Figure 1.5
represents more clearly the relationships with the activations time in Eq. 4.1.
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Figure 1.5. Job activations in the periodic task assumption.

If no activation jitter is present (which means J a
i = 0) then all the

activations ai,k are deterministically know and equal to Φi + (k − 1)Ti.
Even if the periodic assumption is strong, it has been proved that the

periodic task can also model tasks whose are activated sporadicallyand by
other tasks [GHS95, SS94].

The starting times si,k cannot, of course, be earlier than the activation
ai,k (ai,k ≤ si,k), and they depend on the policy adopted by the scheduler.
By means of the starting times, the task starting time jitter J s

i can be
introduced as well. This quantity measures the maximum variation of the
start times of two consecutive jobs and it is defined as:

(4.2) Js
i = max

k
|(si,k+1 − si,k) − Ti| .

The value of the job execution time ei,k depends on the processor state
(cache, pipeline, processor speed,. . . ) and the input data read which affects
the execution flow in the job. An intensive work is carried on in the real-
time research community in order to cope with these difficulties [LHS+98,

HAM+99, XV04, Pus03]. However in this work we assume to have an
additional task parameter Ci such that:

(4.3) ei,k ≤ Ci.

In the literature, often Ci is referred to as task worst-case execution time

(WCET).
The job finishes at fi,k. The finishing time is such that:

(4.4) si,k + ei,k ≤ fi,k

meaning that a job cannot complete before at least ei,k time is elapsed from
the instant it began. We cannot use the equal sign because in the interval
[si,k, fi,k] the scheduler may execute jobs other than τi,k.

By means of the finishing time we also define an important important
quantity for the task behavior: the job response time (ri,k). It is defined
as follows:

(4.5) Ri,k = fi,k − ai,k.
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There exist many applications, such as control systems, which can hardly
tolerate a variation of Ri,k. To measure this effect the response time jitter

is introduced,

(4.6) JR
i = max

k
|Ri,k+1 −Ri,k| .

The task response time Ri is defined as well as,

(4.7) Ri = max
k

Ri,k.

Finally, the deadline of the job τi,k is specified by di,k. Very often the
deadline is defined as a relative displacement from the activation ai,k. In
this case the deadline displacements are all equal to each other job by job.
So we have the relative deadline Di and the job deadline is accordingly
set equal to:

(4.8) di,k = ai,k +Di.

In conclusion, the task τi is characterized by the tuple (Ti,Φi, J
a
i , Ci, Di).

Algorithms and routines exists to compute J s
i , JR

i and Ri, depending on the
scheduling algorithm and other factors. Moreover a last parameter, the
task utilization Ui, is associated with the task to measure its impact in
the system. It is:

(4.9) Ui =
Ci

Ti
.

The value

U =

n∑

i=1

Ui

is called the total utilization (or simply utilization) and represents the
fraction of processor time used by the periodic task set. If U > 1 no feasible
schedule exists for Γ because the required amount of computation power
exceeds the available resource.

4.2. Processing resource. The processing resource is the resource
which is capable of executing jobs. At this level of abstraction we are not
interested in the particular kind or internal architecture of the processor.
For us it only suffices to know the class of processors we are dealing with.

Typical processing resources are:

• the uniprocessor;
• a fraction of uniprocessor, meaning that we only have a share of

the full computational power;
• the identical multiprocessor, in the sense that all the constitut-

ing uniprocessors have the same processing capacity [BCPV96,

OB98, Bak03];
• the uniform multiprocessor, composed by processors with the same

architecture but different speed (in this case the task computation
times are inversely proportional to the processor speed) [BFG03];
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• the heterogeneous multiprocessor4, constituted by different hard-
ware platforms (general purpose processor, a DSP and microcon-
troller. . . ) [Bar04].

In multiprocessor resources more complex mechanisms are needed in
order to schedule the application. One delicate aspect is the cost of task
migration from one processor to another. Migration in fact, erase the bene-
fits of processor cache. For this reason several different classes of algorithms
are present in the literature depending on the possibility of migration: no
migration at all also called task partitioning [LGDG03], no job migra-
tion [BC03] and scheme with full migration [BCPV96, And03, Bak03,

ABS03, AS00].
If no migration is allowed, we incur in a lower chance to schedule the

tasks, but in this case the caches are fully used (because tasks always stay
on the same processor) and the analysis of these systems can be done based
on the uniprocessor analysis. Hence, many results about the uniprocessor
are useful for the multiprocessor domain as well.

For this reason, from now on this work is focused on the uniprocessor.

4.3. Scheduling algorithm. It’s now time to focus our attention on
the scheduling algorithm Θ. We define it as follows:

Definition 4.2. We define scheduling algorithm Θ as the set of rules
used to map the application Γ onto the processing resource Π.

Once the application Γ is mapped onto the processing resource, the
constraints in Γ (such as the deadline constraint) may or may not be violated.
If no constraint is violated we say that the application Γ is feasible on the
processing resource Π using the scheduling algorithm Θ. Otherwise we say
that it is not feasible.

Several algorithms are present in the literature. The FIFO (First In
First Out) appends the jobs in the ready queue in the order they arrived
(hence based on ai,k).

The Round Robin establishes a sequence among the tasks and then it
starts polling all the tasks for ready job. If a job is active then it s scheduled
otherwise we poll the next task.

Unfortunately, these two algorithms offer a poor performance for real-
time applications. This means that they often fail to match the application
constraints.

In the real-time literature, two different algorithms are more studied: the
fixed priority (FP) and earliest deadline first (EDF) algorithms. In FP every
task is associated with a priority and incoming jobs are queued according
the priority of the task they belong to.

In EDF the jobs are queued based on their absolute deadline, meaning
that we give a higher precedence to the jobs which need to complete earlier.

4.4. Interactions. Now that we have examined the elements of the
triple (Γ,Θ,Π), it is interesting to consider the way they interact with each
other.

4This class of problems is referred to as unrelated in the Operation Research
community.
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They are arranged hierarchically as depicted in Figure 1.6: the applica-
tion is just a collection of variables and constraints, the processing resource
provides the computation power, and the scheduling algorithm in between
is asked to request computational resources conforming to the constraints
imposed by Π and satisfying the requirements of Γ.
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Figure 1.6. Interactions between Γ, Θ and Π.

If we think about implementation, the scheduling algorithm is included
in the real-time operating system (RTOS). The RTOS interface can directly
communicate with the application, regardless the internal scheduling algo-
rithm which will be used.

However, in order to make the scheduling algorithm part of this design
phase, the abstraction layer we will be focusing on is right below the sched-
uling algorithm (see Figure 1.6). At this interface, we need to verify that the
time requested by the scheduling algorithm (in order to satisfy the appli-
cation constraints) is conformant with the time provided by the processing
resource.

5. Summary

Before summarizing the contributions of this work it is interesting to
compare this approach with that it usually done in the literature. Using the
formalism just introduced, we can define the following Feasibility Problem

as follows: given the application Γ, the scheduling algorithm Θ and the
resource Π, is it possible to schedule Γ on Π using Θ?

Many works in the literature provide an answer to this problem for very
many different models for Γ, Θ or Π.

However this formulation of the problem does not help it the real-time
system design phase seen in Section 3. If the answer is YES, how much can I
modify the application parameters in order to provide a better performance
still within the application constraints? If the answer is NO, how can I
adjust the application in order to change the response of the problem?

The problem we very need to solve for the real-time system design is:
what are ALL the applications Γ, the processing resources Π and the sched-
uling algorithms Θ such that Γ is schedulable on Π using Θ?

In this thesis we will provide the answer to this question for some cases.
In Chapter 2 it is considered Fixed Priority as scheduling algorithm Θ.
Chapter 3 tackles the problem of Π as a fraction of the full computational
power.



CHAPTER 2

The Fixed Priority Scheduling

1. Overview

In this chapter we deeply investigate an important class of systems:
those ones whose tasks are scheduled by fixed priorities. In these systems,
each task is assigned a fixed priority pi. When job τi,k is activated, then it
is queued by the priority pi. If the priority of two jobs is the same, then
the one arrived earlier is favored in the queue (FIFO). If the two tasks also
arrived simultaneously then the tie is broken arbitrarily. We assume that if
pi < pj then the task τi has a higher priority than τj (the lower the number
pi, the higher the priority of τi).

As we saw in the introduction, the application Γ is modeled by a set of
n tasks. The task τi is modeled by the tuple (Ti,Φi, J

a
i , Ci, Di). However,

because of tractability, we are forced to assume all the Φi = 0. This as-
sumption worsen the design (since it is the worst case task phasings), but
the solution found in this assumption also solve the design problem when
Φi 6= 0. Nonetheless, assuming the phases Φi = 0 is a more robust design
practice. In fact, if a particular phase selection is ensured by the timers then
even a little error in this tuning may result, in the long run, in a completely
wrong value of phases, because the errors are added up period by period.

For similar reasons the analysis is made extremely simpler by assuming
di,k ≤ ai,k+1, assured by Di ≤ Ti in the periodic task assumption. In the
reality this is a common assumption because we typically always want that
once a job is activated all the previous jobs of the same task are finished.
In networking applications this assumption is sometime neglected.

Every task has the priority pi as an additional parameter. However
we do not include it in the task model because it would violate the model
boundaries. In fact the priority is a parameter appended by the specific
scheduling algorithm and it is not an information which needs to be in the
task model.

Without loss of generality, we assume that the tasks are ordered by
priority so that, for example, τ1 is the highest priority task and τn is the
lowest one.

The most common fixed priority assignment follows the Deadline Mono-
tonic (DM) algorithm, according to which tasks’ priorities are ordered based
on task relative deadlines Di, so that the task with the shortest deadline is
assigned the highest priority. In the particular case of Di = Ti the Dead-
line Monotonic algorithm reduces to the Rate Monotonic priority assign-
ment [LL73], widely studied in the literature. In general, however, there
can be particular situations in which task priorities, although fixed, do not
necessarily follow the Deadline Monotonic assignment.

11
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Leung and Whitehead [LW82] proved that in a uniprocessor system DM
is optimal among all fixed priority schemes, meaning that if a task set is not
schedulable by DM, then it cannot be scheduled by any other fixed priority
assignment.

We can then summarize the goal of this chapter as follows: “we want to
find all the feasible (Γ,Θ,Π) assuming that:

• Γ is composed by tasks modeled as (Ti, J
a
i , Ci, Di);

• Θ is a fixed priority scheduling algorithm which assigns the priority
pi to the task τi;

• Π is a uniprocessor.”

In order to ensure feasibility we first need to introduce a schedulability
condition.

2. Exact schedulability condition

The standard technique to find the exact schedulability condition is
based on the worst-case scenario of jobs activation. If the systems is proved
schedulable in the worst-case scenario then it is schedulable in any possible
scenario.

The worst-case scenario for the task τi happens when one of its jobs
suffers the largest amount of interference from higher priority tasks (from τ1

to τi−1). This job is called the worst-case job τi,worst. So, if we set ai,worst = 0
(meaning that we set the absolute time 0 equal to the activation instant of
the worst-case job), the worst-case scenario occurs when:

• ai,worst occurs at the end of its activation windows. So the deadline
of τi,worst is di,worst = Di − Ja

i ;
• all the tasks from τ1 to τi−1 activate one job at the instant 0. These

jobs’ activations are at the end of the respective activation windows;
• all the next jobs’ activations occur at the beginning of their respec-

tive activation window.

Figure 2.1 shows the worst-case scenario for task τ3. In the figure the
activation windows are represented by a thin horizontal rectangle at the
bottom of the activations instants. The length of these intervals is, by
definition, the task activation jitter J a

i . As we see in the figure, the effect
PSfrag replacements
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Figure 2.1. Worst-case scenario for fixed priorities tasks.

of the jitter on the worst-case scenario is to delay as much as possible the
first job, and to anticipate as much as possible all the other jobs, in order
to maximize the work required to execute in the interval [0, Di − Ja

i ].
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For the purpose of a clear and simpler exposition, it is now very useful
to define the worst-case activation pattern as follows1:

Definition 2.1. We define worst-case activation pattern for task τi the
set of all the activation instants in the worst-case scenario. More formally:
(2.1)

actworst
i = {ai,k : ∀t the number of τi activations in [0, t] is maximum}.

In the case depicted in Figure 2.1 we have that:

actworst
1 = {0, T1 − Ja

1 , 2T1 − Ja
1 , . . . , k T1 − Ja

1 , . . .},
actworst

2 = {0, T2 − Ja
2 , 2T2 − Ja

2 , . . . , k T2 − Ja
2 , . . .},

. . .

The proof that the reported scenario is the worst was provided by Liu and
Layland [LL73] in their seminal work for the basic case of no jitter. The
worst-case in presence of jitter was instead proved by Tindell [Tin93].

Notice that the set actworst
i generalizes the task activation rules. In fact,

many results presented here maintain their validity even with patterns of ac-
tivation other than the periodic task model (burst activations, probabilistic
activations [BBB03b]).

Starting from actworst
i another useful notation, whose purpose is to in-

crease the readability, is also the number of job activations within a given
interval. It is defined as

(2.2) actworst
i (t) = actworst

i ∩ [0, t),

and |actworst
i (t)| will be then the number of τi jobs activated in [0, t) in the

worst-case scenario.
From this scenario several authors [JP86, ABR+93] independently de-

veloped the most used exact schedulability test: the Response Time Analy-
sis. Using this method, a task is schedulable if and only if its response time
is less than or equal to its deadline. The worst-case response time Ri of a
task can be computed using the following iterative formula:

(2.3)







R
(0)
i = Ci

R
(k)
i = Ci +

i−1∑

j=1

∣
∣
∣act

worst
j

(

R
(k−1)
i

)∣
∣
∣Cj

where the worst-case response time of task τi is given by the smallest value

of R
(k)
i such that R

(k)
i = R

(k−1)
i .

The response time procedure has the following intuitive explanation: the

more the candidate response time R
(k)
i increases, the greater interference is

experienced by task τi from the i− 1 higher priority tasks. The final value
Ri is the time instant which equals the sum of Ci and the interference (due
to higher priority tasks) in [0, Ri).

1by means of act
worst
i many well-known results will be rewritten. We warn the expe-

rienced reader that these results will look much differently than usual.
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In 1998, Sjödin and Hansson [SH98] provided several methods for reduc-
ing the number of iterations in computing the tasks response times, however
the worst-case complexity of their test is still pseudo-polynomial.

The Response Time Analysis has hence become the standard method
for checking the schedulability of a task set scheduled by fixed priorities.
However, even if it is well suited for checking the schedulability (this one
was called Feasibility Problem at page 10), it doesn’t still help in describing
the domain of the schedulable applications Γ. Due to the fact that the
Response Time Analysis is a routine, the impact of the task parameters in
the overall schedulability of the application is not straightforward.

In order to fill this gap a different schedulability criterion needs to be
considered.

In 1989 Lehoczky, Sha and Ding [LSD89], in probably the second most
important paper about fixed priorities scheduling after the Liu and Layland
one, formulated the task set schedulability condition as follows:

Theorem 2.2 (Theorem 2 in [LSD89]). Given a periodic task set Γn =
{τ1, . . . , τn},

(1) τi is feasibly schedulable (for any task phasing) by the RM algorithm
if and only if:

Li = min
t∈Si

∑i
j=1

⌈
t

Tj

⌉

Cj

t
≤ 1

where Si = {rTj : j = 1 . . . i, r = 1 . . .
⌊

Ti

Tj

⌋

}.
(2) The entire task set is feasibly schedulable (for any task phasing) by

RM if and only if:

max
i=1...n

Li ≤ 1.

The set Si is often referred in the literature as the set of schedulability

points for the task τi.
Manipulating this result, we can restate the theorem in a more expressive

form (in the next mathematical passages and in this chapter we will widely
use the logical OR operator ∨ and the logical AND operator ∧):

max
i=1...n

min
t∈Si

∑i
j=1

⌈
t

Tj

⌉

Cj

t
≤ 1 ⇐⇒

⇐⇒
∧

i=1...n

min
t∈Si

∑i
j=1

⌈
t

Tj

⌉

Cj

t
≤ 1 ⇐⇒

⇐⇒
∧

i=1...n

∨

t∈Si

∑i
j=1

⌈
t

Tj

⌉

Cj

t
≤ 1.

The last result provides a first explicit schedulability condition of a task
set.
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Theorem 2.3. When deadlines are equal to periods (Di = Ti), the task
set Γ = {τ1, . . . , τn} is schedulable if and only if:

(2.4)
∧

i=1...n

∨

t∈Si

Ci +

i−1∑

j=1

⌈
t

Tj

⌉

Cj ≤ t

where Si = {r Tj : j = 1 . . . i, r = 1 . . .
⌊

Ti

Tj

⌋

}.

Proof. It directly follows from Theorem 2.2. �

The intuition behind this theorem is similar to almost any theorem about
fixed priority scheduling. It is justified as follows:

first: in order to schedule Γ each task τi needs to be schedulable;
second: τi is schedulable iff its worst-case job τi,worst is schedulable;
third: τi,worst is schedulable iff within its deadline, there exists an

interval [0, t) where we can execute at least the job itself (Ci) and

all the higher priority tasks in the interval (
∑i=1

j=1

⌈
t

Tj

⌉

).

Differently than in the Response Time Analysis, the schedulability con-
dition has now a closed formulation and hence the effect of single task pa-
rameters is unveiled. If we consider the Ci as variables, the equation (2.4)
is a combination of linear inequalities. We can then think to write them
explicitly.

Consider a simple example composed by three tasks. Figure 2.2 reports
the periods Ti and the sets Si.

i Ti = Di Ja
i Si

1 3 0 {3}
2 8 0 {3, 6, 8}
3 20 0 {3, 6, 8, 9, 12, 15, 16, 18, 20}

Figure 2.2. An example of Si when T1 = 3, T2 = 8 and T3 = 20.

The equations we get by applying Theorem 2.3 are:

(2.5)







C1 ≤ 3 3 ∈ S1
∥
∥
∥
∥
∥
∥

C1 +C2 ≤ 3 3 ∈ S2

2C1 + C2 ≤ 6 6 ∈ S2 plane α in fig. 2.3
3C1 + C2 ≤ 8 8 ∈ S2 plane β in fig. 2.3

∥
∥
∥
∥
∥
∥
∥
∥
∥
∥
∥
∥
∥
∥
∥
∥
∥
∥

C1 +C2 + C3 ≤ 3 3 ∈ S3

2C1 + C2 +C3 ≤ 6 6 ∈ S3

3C1 + C2 +C3 ≤ 8 8 ∈ S3

3C1 + 2C2 + C3 ≤ 9 9 ∈ S3

4C1 + 2C2 + C3 ≤ 12 12 ∈ S3

5C1 + 2C2 + C3 ≤ 15 15 ∈ S3 plane η
6C1 + 2C2 + C3 ≤ 16 16 ∈ S3 plane θ
6C1 + 3C2 + C3 ≤ 18 18 ∈ S3 plane ξ
7C1 + 3C2 + C3 ≤ 20 20 ∈ S3 plane π
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where the ‖ symbol denotes the logical OR among the equations in the array,
whereas the { symbol denotes the logical AND2. It is now possible to show
a graphical representation (see Figure 2.3) of the schedulability condition in
the space of the Ci assuming the other application parameters (Ti, Di and
Ja

i ) are fixed as specified in Figure 2.2.
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20643
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Figure 2.3. The schedulability region: (a) the projection
view, (b) the isometric view.

It is now worth observing that, in Figure 2.3 we can distinguish 6 dif-
ferent planes, meaning that in the equation list (2.5) there are 7 equations
which could be eliminated without modifying the overall region, because
logically ORed with more relaxed ones.

Moreover, for large task sets, the number of equations to be checked is
huge and it is equal to the sum of the number of elements in all Si. When
the ratio Tn/T1 is large, the number of equations is so high that prevents
any practical usage of Theorem 2.3.

Based on the previous remark, in order to make possible some usage of
Theorem 2.3, we can try to reduce the number of equations by eliminating
the redundant elements in Si, as already attempted in the literature [MA98,

BB04b].
Before entering into a detailed discussion, it is worth saying that such a

reduction process has been so effective to make the test not only applicable
for the design purpose, but even better than all other tests proposed in the

2The notation (‘‖’,‘{’) is used instead of the standard (‘∨’,‘∧’) for a better readability.
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literature. The reduction has been condensed in the next theorem, which is
the key contribution of this chapter.

Theorem 2.4. The task set Γ = {τ1, . . . , τn}, is schedulable by fixed
priorities if and only if:

(2.6)
∧

i=1...n

∨

t∈Pi−1(Di−Ja
i )

Ci +

i−1∑

j=1

∣
∣actworst

j (t)
∣
∣Cj ≤ t

where Pi(t) is defined by the following recurrent expression:

(2.7)

{
P0(t) = {t}
Pi(t) = Pi−1 (max{actworst

i ∩ [0, t]}) ∪ Pi−1(t).

Notice that this formulation does not require the periodic task model,
but only to express the tasks’ activations by means of actworst

i .
Before proving the theorem, we first illustrate its application. Then, the

formal proof will be given in a dedicated subsection.
The difference between this result and that of Theorem 2.3 is only the

presence of the set P, instead of S, as set of the schedulability points. This
may seem a little change, but it is not indeed. For example, Figure 2.4 shows
the difference between the sets S3 and P2(D3) for the task set reported in
Figure 2.2.

τ3

τ2

τ1

0 10 20

8 16 24

3 6 9 12 15 18 21

PSfrag replacements

S3 P2(D3)

Figure 2.4. Comparing the schedulability points in S3 and
in P2(D3).

Notice that Pi−1(Ti) ⊆ Si (remember that Si is defined when Di = Ti

and Ja
i = 0). This proposition can be formally proved by induction on i and

it is clarified by Figure 2.4. This allows to dramatically reduce and bound
the time needed to check the schedulability of the application.

Due to the double recurrent form of its definition, the “worst-case” car-
dinality of a generic Pi(t) set is 2i. We intentionally say “worst-case” cardi-
nality because if the two sets to be joined overlap, the number of elements
reduces.

Figure 2.5 shows all the recurrent calls of P4(D5) in the case of T1 = 9,
T2 = 15, T3 = 16, T4 = 36 and D5 = 100 (still all the jitters are assumed
equal to zero). In this figure we can clearly see how the Pj(t) definition
works. Every set Pj(t) is represented by a big grey dot. When j 6= 0,
each set is the union of two sets, and the union relationship is represented
by a line connecting two sets. A dashed line means that the union does
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Figure 2.5. An example of Pi(t).

not contribute with new points. Such a case happens, for example, when⌊
t

Tj

⌋

Tj = t.

2.1. Proof of Theorem 2.4. To prove Theorem 2.4 we need the fol-
lowing definitions as background.

Definition 2.5. A job τi,k is said to be active at time t if ai,k < t < fi,k.

Definition 2.6. 3 The processor is i-busy at time t if there exists a job
of the first i highest priority tasks active in t. More formally, the following
function represents the subset of points in [a, b] where the processor is i-busy:

(2.8) Busyi(a, b) = {t ∈ [a, b] : ∃τj,k active at t, j ≤ i}.
From this definition we have that |Busyi(a, b)| is the time spent by the

processor running a task in {τ1, . . . , τi}, within the interval [a, b].

Definition 2.7. The worst-case workload Wi(t) is the maximum time
spent running a task in {τ1, . . . , τi} in any interval t units of time long. More
formally:

(2.9) Wi(t) = max
t0,aj,k

j≤i

|Busyi(t0, t0 + t)| .

The maximum is reached in the same worst-case scenario depicted in
Figure 2.1. This is indeed the scenario when the maximum work is required
to execute. Given this scenario, the absolute time is, as usual, set to 0 at the
first simultaneous activation of jobs. One sample function Wi(t) is reported
in Figure 2.6.

Now, using this concept of workload, the schedulability condition of τi

can be expressed by

(2.10) Ci +Wi−1(Di − Ja
i ) ≤ Di − Ja

i

3This definition is very similar to “level-i busy period” [LSD89].
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Figure 2.6. The worst-case workload Wi(t).

meaning that, in order the task τi to be schedulable the sum of its compu-
tation time Ci and the maximum possible workload from the higher priority
tasks must be smaller than or equal to Di − Ja

i , which is the minimum
distance between an activation and a deadline.

Now, reminding that in all this section the absolute time t = 0 is co-
incident with the simultaneous requests of the first jobs in the worst-case
scenario, we define:

Definition 2.8. Given the i highest priority tasks, we define ψi(t) to
be the last instant in [0, t] in which the processor is not i-busy, that is:

(2.11) ψi(t) = max {x ∈ [0, t] ∧ x /∈ Busyi(0, t)} .
By the definition 2.5 and 2.6, the set Busyi(0, t) is the union of open

intervals, hence the set [0, t] \ Busyi(0, t) has always a maximum and so the
last idle instant ψi(t) is well defined4. This formalism is needed because the
point ψi(t) has a remarkable property, useful for simplifying the computation
of Wi(t) and then to express the schedulability condition (Eq. (2.10)). The
following lemma provides a method to easily compute the workload in [0, t]
through the last idle instant ψi(t).

Lemma 2.9. Given the i highest priority tasks, the workload Wi(t) can
be written as

(2.12) Wi(t) =
i∑

j=1

∣
∣actworst

j (ψi(t))
∣
∣Cj + (t− ψi(t)).

4The symbol \ denotes the set difference operator.
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Proof. From the definition of ψi(t), we note that no job τj,k with j ≤ i,
is active at ψi(t) and all the released jobs have been completed at that time.
Hence the workload at time ψi(t) equals the work requested by all jobs at
that point:

Wi(ψi(t)) =
i∑

j=1

∣
∣actworst

j (ψi(t))
∣
∣Cj.

Moreover, because the processor is always i-busy in [ψi(t), t], the workload
of the i highest priority tasks in such an interval is (t − ψi(t)). Hence, the
lemma follows. �

Lemma 2.10. Given the i highest priority tasks, we have that:

(2.13) Wi(t) = min
x∈[0,t]

i∑

j=1

∣
∣actworst

j (x)
∣
∣Cj + (t− x).

τ1

τ2

τ3

τ4

PSfrag replacements
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Figure 2.7. Lemma 2.10 interpretation (no jitter).

Proof. We first observe that
∑i

j=1

∣
∣
∣actworst

j (x)
∣
∣
∣Cj is the processor de-

mand in [0, x], which is the time required by the tasks to be executed in
[0, x]. So, it must be that

∀x Wi(x) ≤
i∑

j=1

∣
∣actworst

j (x)
∣
∣Cj
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because the processor cannot executed more than requested.
Moreover, since the workload in [x, t] (i.e., Wi(t)−Wi(x)) must be smaller

than the length of the interval, we have that

∀x ∈ [0, t] Wi(t) −Wi(x) ≤ (t− x).

Adding the two inequalities:

(2.14) ∀x ∈ [0, t] Wi(t) ≤
i∑

j=1

∣
∣actworst

j (x)
∣
∣Cj + (t− x).

Now, since ψi(t) ∈ [0, t], for Lemma 2.9 there exists a value in [0, t] for
which the equal sign holds in Eq. 2.14, so the lemma follows. �

The meaning of Lemma 2.10 is illustrated in Figure 2.7, which shows the
upper bounding function5 of the workload for a specific set of four periodic
tasks. Notice that the minimum of such a function is W4(t) and it occurs in
ψ4(t).

In other words, the workload Wi(t) in [0, t] can be upper estimated by

the computation of
∑i

j=1

∣
∣
∣actworst

j (x)
∣
∣
∣Cj + (t− x) in any x ∈ [0, t]. This is

not directly useful because this estimation is rough, but the workload can

be exactly calculated by the function
∑i

j=1

∣
∣
∣actworst

j (x)
∣
∣
∣Cj +(t−x) once we

know the last idle instant ψi(t). Unfortunately the complexity moves from
the workload estimation to the ψi(t) search. So we now restrict the set of
possible values of ψi(t) by the following lemma.

Lemma 2.11. Given the i highest priority tasks, all schedulable by fixed
priorities, let ψi(t) be the last idle instant in [0, t] as defined in Definition 2.8,
and let Pi(t) be the set of points defined by the following recurrent expression:

(2.15)

{
P0(t) = {t}
Pi(t) = Pi−1 (max{actworst

i ∩ [0, t]}) ∪ Pi−1(t).

Then,
ψi(t) ∈ Pi(t).

Before the proof of the Lemma, notice that the definition of Pi(t), pro-
vided by Equation (2.15), cannot use the synthetic notation actworst

i (t) al-
ready defined in Equation (2.2). In fact, in the former case actworst

i is inter-
sected with the right-open interval [0, t). In Eq. (2.15), instead, the interval
is closed.

Proof. We demonstrate the lemma by induction on i.
Initial Step. If i = 1, we have to prove that, for a schedulable task τ1,

ψ1(t) ∈ P1(t) for all t. We observe that, in this case,

P1(t) = P0

(
max{actworst

i ∩ [0, t]}
)
∪ P0(t) = {a1,last, t} .

where a1,last denotes the activation instant of the last τ1 job.
We recall once again that we assume the worst-case scenario as in Fig-

ure 2.1.
Since τ1 is schedulable, then the last idle instant ψ1(t) can only be:

5Black dots indicate the value of the function in the discontinuities.
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(1) at a1,last, if the last instance in [0, t] of τ1 is active at t;
(2) at t, otherwise.

Both values are in P1(t) and the initial step is proved.
Inductive Step. If ψi(t) ∈ Pi(t) for all t, we have to prove that, given

that the tasks {τ1, . . . , τi+1} are schedulable, then ψi+1(t) ∈ Pi+1(t) for all
t.

τi+1,last is the last job of τi+1 activated before t, as previously. Let us
consider the time interval [ai+1,last, t].

In this interval two things can happen:

(1) the processor is (i+ 1)-busy in the whole interval;
(2) there exists an instant of time at which the processor is not (i+1)-

busy.

In the first case, ψi+1(t) = ψi+1 (ai+1,last) because in [ai+1,last, t] the
processor is (i + 1)-busy, so the last idle instant at t is the same as at
ai+1,last. Moreover, it must be ψi+1 (ai+1,last) = ψi (ai+1,last) otherwise the
job τi,last would miss its deadline which is earlier then ai+1,last, due to the
hypothesis of dj,k ≤ aj,k+1. Since, by hypothesis, τi+1 is schedulable then
ψi+1(t) = ψi(ai+1,last).

In the second case, let x ∈ [ai+1,last, t] be an instant of time where no
task in {τ1, . . . , τi+1} is active. Since at time x the job τi+1,last is terminated,
τi+1 is never active in [x, t]. This implies that ψi+1(t) = ψi(t).

Merging the two cases we get:

ψi+1(t) = ψi (ai+1,last)
∨

ψi+1(t) = ψi(t).

For the inductive hypothesis, we have that: ψi (ai+1,last) ∈ Pi (ai+1,last) and
ψi(t) ∈ Pi(t). Hence,

ψi+1(t) ∈ Pi (ai+1,last)
⋃

Pi(t)

and finally, for the Pi+1(t) definition:

ψi+1(t) ∈ Pi+1(t)

which proves the inductive step and the lemma, which is the most delicate
part of the thesis. �

We need now to stress that the hypothesis of the tasks to be schedulable
is required in order the Lemma 2.11 to hold. In fact:

Proposition 2.12. If any task in {τ1, . . . , τi} is not schedulable, then
there may happen that:

ψi(t) /∈ Pi(t).

Proof. The proposition is proved by providing an example. Consider
the tasks τ1 with T1 = 16, C1 = 7, and τ2 with T2 = 5, C2 = 2. In the
schedule, shown in Figure 2.8, we can see that τ2 is not schedulable. If
t = 26, we have that P2(26) = {16, 25, 26}. But due to the fact that the job
τ2,5 misses its deadline, it happens that ψ2(26) = 15 which is not in the set
P2(26).

For this reason the proposition is correct the the hypothesis of schedula-
bility of the tasks {τ1, . . . , τi} is needed in order Lemma 2.11 to hold. �
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Figure 2.8. The schedule in the counterexample.

We can now provide a compact expression for the worst-case workload
Wi(t).

Corollary 2.13. Given the i highest priority tasks schedulable by fixed
priorities and the set Pi(t) as defined in equation (2.7), the workload Wi(t)
is

Wi(t) = min
x∈Pi(t)

i∑

j=1

∣
∣actworst

j (x)
∣
∣+ (t− x).

Proof. By observing that Pi(t) ⊆ [0, t], the lemma directly follows from
Lemmæ 2.9, 2.10, and 2.11. �

We are now ready to prove the Theorem 2.4 which provides the sched-
ulability condition for Γ.

Proof of Theorem 2.4. We have to prove the equivalence between
the following two sentences:

(1) for all i = 1 . . . n, τi is schedulable by a fixed priority algorithm;

(2)
∧

i=1...n

∨

x∈Pi−1(Di−Ja
i )

Ci +

i−1∑

j=1

∣
∣actworst

j (x)
∣
∣Cj ≤ x.

Without loss of generality, we can assume that, for the schedulability of
task τi, all tasks τ1, . . . , τi−1 are schedulable. In this case, the schedulability
condition of the single task τi can be written as:

Ci +Wi−1(Di − Ja
i ) ≤ Di − Ja

i

where Wi−1(Di − Ja
i ) is the workload of the first i− 1 tasks in the interval

[0, Di−Ja
i ]. Using Lemma 2.13, such a condition of individual schedulability

can be written as:

Ci + min
x∈Pi−1(Di−Ja

i )

i−1∑

j=1

∣
∣actworst

j (x)
∣
∣Cj + (Di − Ja

i − x) ≤ Di − Ja
i

Ci + min
x∈Pi−1(Di−Ja

i )

i−1∑

j=1

∣
∣actworst

j (x)
∣
∣Cj − x ≤ 0

∨

x∈Pi−1(Di−Ja
i )

Ci +

i−1∑

j=1

∣
∣actworst

j (x)
∣
∣Cj ≤ x.
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Hence, the schedulability condition for all the tasks is clearly given by

∧

i=1...n

∨

x∈Pi−1(Di−Ja
i )

Ci +
i−1∑

j=1

∣
∣actworst

j (x)
∣
∣Cj ≤ x

as required by Theorem 2.4. �

Now we have finally reached the goal of providing an exact schedulability
condition for the application Γ. This condition is not expressed by a routine,
but it has a closed formulation. It is then possible to provide useful results for
our design purpose. The number of schedulability points is also drastically
reduced so that this condition can be fruitfully used in practice.

In the next sections we will formulate the space of the schedulable appli-
cations Γ. In order to deal with the resulting complexity, we will express the
domain of schedulable applications, by the separate spaces of its parameters
subset.

First the space of computation times Ci is analyzed, assuming the other
task parameters fixed. From now on, for the purpose of a more compact pre-
sentation, the set of schedulability points for task τi will be simply denoted
by Pi.

3. Space of Ci

We consider here the case of fixed values of Ti, Di and Ja
i . This case

may occur when we need to select a task implementation among some of
the available ones or when the execution time of an algorithm can be fine
tuned to improve the system performance.

First we define Ci(t) as the domain of acceptable values of (C1, . . . , Ci)
which can schedule τi with the schedulability point t
(3.1)

Ci(t) =






(C1, . . . , Ci) ∈ Ri : Cj ≥ 0 ∧ Ci +

i−1∑

j=1

∣
∣actworst

j (t)
∣
∣Cj ≤ t






,

which is a linear constraint.
The region which guarantees the schedulability of τi is then given by:

(3.2) Ci =
⋃

t∈Pi

Ci(t).

Finally the region of the computation times Ci which can schedule the
entire application is

(3.3) C =
⋂

i=1,...,n

Ci ,

because the schedulability of all the tasks must be ensured.
As we showed, the linear constraints from Eq. (3.1) are first united in

order to sum up the schedulability condition of one single task τi. Then
intersected so that the schedulability of all the tasks is ensured.

Unfortunately, this way of combining the constraints does not exhibit
many good properties of the overall domain, such as convexity, and the
optimization techiniques applied on it need to be developed ad hoc.
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An interesting value which can be indeed computed is the distance from
a point (C1, C2, . . . , Cn) to the schedulability boundaries. Two distances are
mainly useful in the design phase:

• the amount any computation time Ck can be increased (decreased),
keeping (reaching) the schedulability for the task set;

• the amount all the computation times can be scaled (up or down)
to hit the schedulability boundary.

3.1. Modifying one task. We are interested in finding the amount of
computation time variation ∆Ck to task τk such that the generic task τi is
schedulable. If i > k then from the schedulability condition of τi, we obtain:

∨

t∈Pi

Ci +

i−1∑

j=1
j 6=k

∣
∣actworst

j (t)
∣
∣Cj +

∣
∣actworst

k (t)
∣
∣ (Ck + ∆Ck) ≤ t

∨

t∈Pi

∆Ck ≤

t− Ci −
i−1∑

j=1
j 6=k

∣
∣actworst

j (t)
∣
∣Cj

∣
∣actworst

k (t)
∣
∣

− Ck

∆Ck ≤ ∆C
(i)
k = max

t∈Pi







t− Ci −
∑i−1

j=1
j 6=k

∣
∣
∣actworst

j (t)
∣
∣
∣Cj

∣
∣actworst

k (t)
∣
∣

− Ck







,(3.4)

where ∆C
(i)
k denotes the variation of Ck required by the schedulability of

task τi.
If i = k then from the task schedulability condition we obtain:

∨

t∈Pk

(Ck + ∆Ck) +

i−1∑

j=1

∣
∣actworst

j (t)
∣
∣Cj ≤ t

∨

t∈Pk

∆Ck ≤ t− Ck −
i−1∑

j=1

∣
∣actworst

j (t)
∣
∣Cj

∆Ck ≤ ∆C
(k)
k = max

t∈Pk






t− Ck −

i−1∑

j=1

∣
∣actworst

j (t)
∣
∣Cj






.(3.5)

If i < k then the task τi is not affected by any variation ∆Ck, because
it has a higher priority than τk.

So, if Γ is schedulable then the variation ∆Ck which can be bear by the
task τk is given by:

(3.6) ∆Ck = min
i=k,...,n

∆C
(i)
k .

Notice that, since we are supposing the task set is schedulable, there exists
at least one non-negative element in each set we are computing the max of.
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Otherwise, if Γ is not schedulable, let be τk the highest priority un-
schedulable task. In order to make it schedulable Ck must be varied by:

(3.7) ∆Ck = ∆C
(k)
k .

Notice the fact that the lower priority tasks are not included because their
schedulability condition requires all the higher priority tasks to be schedu-
lable (which is not the case).

3.2. Scaling the Ci. This situation often occurs in speed variable pro-
cessor or in the framework of hierarchical scheduling (see Chapter 3). Sup-
pose we have a schedulable task set and we want to compute to minimum
processor speed, denoted by α, such that the task set is still schedulable at
that speed.

The speed reduction of α can be considered as scaling the computation
times Ci by a factor 1/α (it has been recently shown that in real systems the
computation time variation adheres to different laws [SAMR03]. However,
at this initial stage, we first want to find the ideal speed).

If we replace all the Ci with those obtained after a speed modification
of α, the schedulability condition of Eq. (2.6) becomes:

∧

i=1...n

∨

t∈Pi

Ci

α
+

i−1∑

j=1

∣
∣actworst

j (t)
∣
∣
Cj

α
≤ t

∧

i=1...n

∨

t∈Pi

1

α



Ci +

i−1∑

j=1

∣
∣actworst

j (t)
∣
∣Cj



 ≤ t

∧

i=1...n

∨

t∈Pi

α ≥
Ci +

i−1∑

j=1

∣
∣actworst

j (t)
∣
∣Cj

t
.

We can now find the minimum speed αmin, which is given by:

(3.8) α ≥ αmin = max
i=1...n

min
t∈Pi

Ci +
i−1∑

j=1

∣
∣actworst

j (t)
∣
∣Cj

t
.

4. Space of Ti

We consider now the domain of the applications Γ where the free vari-
ables are the periods Ti and all the other parameters (Ci, J

a
i and Di) are

fixed. In some case [SLSS01, PPS+02], it has been possible to provide an
explicit solution of the design problem, given the performance function. If
this is not possible, the study of the period domain is the first step for a
more complex analysis [SLS98, BDP04].

Next we report some know results, integrating them with some new
insights.

For the purpose of modeling the domain of period Ti it is convenient to
use the following previous result from Seto et al.:
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Theorem 4.1 (Proposition 2.1 in [SLS98]). The task τi is schedulable
if and only if there exists a set of integers {n1, . . . , ni}, with ni = 1, such
that:

(4.1) ∀k = 1, . . . , i

i∑

j=1

njCj ≤ nkTk.

This result was provided with a simpler task model with no jitter (J a
i =

0) and deadline equal to period (Di = Ti). The extension to our task model
can be easily found:

Theorem 4.2. The task τi is schedulable if and only if there exists a
set of integers {n1, . . . , ni−1}, such that:

(4.2) ∀k = 1, . . . , i Ci +

i−1∑

j=1

njCj ≤ nkTk − Ja
k

where ni is fixed and equal to Di

Ti
.

In this section we will fix the ratio Di

Ti
. The deadline will then vary

proportionally with Ti.
Notice that the difference between the Equations (2.6) and (4.2) is only

the nj’s in place of
∣
∣
∣actworst

j (t)
∣
∣
∣. Each number nj represents the number of

τj job which are executed within the activation and finishing time of task
τi. The left side of the inequality represents the response time Ri of task τi
in the hypothesis that the number of interfering jobs nj is as specified. In
fact, if we assume to know the exact number of interfering jobs, the response
time is given.

The intuition behind Eq. (4.2) is the following: in order to schedule τi

the response time Ri must occur earlier than the activation of the higher
priority jobs τk,nk+1 and also earlier than its deadline. In fact:

ak,nk+1 = nkTk − Ja
k ∀k = 1, . . . , i− 1

di,worst = Di − Ja
i = niTi − Ja

i

as reported in Theorem 4.2.
Of course we do not know in advance how many jobs there will be in

[0, Ri). So we require that there exists at least one tuple {n1, . . . , ni−1} to
satisfy the inequality. If none exists then the task is correctly identified as
“not schedulable”. For compactness we denote one tuple of i integers by ni.

If we assume one tuple ni−1 given (remember that ni = Di

Ti
is fixed and

it can’t vary) then the task periods must adhere to the following condition:

∀k = 1, . . . , i Ci +

i−1∑

j=1

njCj ≤ nkTk − Ja
k

∀k = 1, . . . , i Tk ≥
Ja

k + Ci +
∑i−1

j=1 njCj

nk
.(4.3)

So, for a fixed tuple ni−1, the geometrical representation of the τi schedula-
bility constraint is a degenerate hypercube in the space of the first i periods.
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One vertex is at the point:

(4.4)










Ja
1
+Ci+

Pi−1

j=1
njCj

n1

Ja
2
+Ci+

Pi−1

j=1
njCj

n2

. . .
Ja

i +Ci+
Pi−1

j=1
njCj

ni










and the opposite vertex is at the positive infinity. This hypercube is then
fully characterized by its non-degenerate vertex in Eq. (4.4) and we will
denote it by Ti(ni−1), meaning that the hypercube is function of the set of
integers ni−1

(4.5)

Ti(ni−1)=

{

(T1, . . . , Ti) ∈ Ri : ∀k = 1, . . . , i Tk ≥
Ja

k + Ci +
∑i−1

j=1 njCj

nk

}

.

However, since we have to consider the many possible values of ni−1, the
overall domain for the periods which ensures the schedulability of τi is:

(4.6) Ti =
⋃

ni−1∈Ri

T(ni−1)

where Ri denotes the set of all possible tuples ni−1. A nice representation
of Ti is shown in Figure 2.9. In the figure, in order to be able repre-
sent an unlimited domain, we made use of an inverse coordinate system of
(1/T1, 1/T2, . . . , 1/Tn).

Now an important question arise: how many are the tuples in Ri? Un-
fortunately there are an infinity, making this domain useless and the optimal
design problem intractable! In fact, as we can see in Figure 2.9, an infinite
number of hypercubes contribute to the domain.

In order to bound the number of tuples, we need the maximum allowed
value for the periods TM

k so that we always have Tk ≤ TM
k .

Every possible tuple must still satisfy Eq. (4.2) and any tuple which
violate it when Tk = TM

k will violate Eq. (4.2) even for any smaller value of
Tk. For this reason a necessary condition for any tuple ni−1 is:

∀k = 1, . . . , i Ci +

i−1∑

j=1

njCj ≤ nkT
M
k − Ja

k .

When k = i we have:

Ci +

i−1∑

j=1

njCj ≤ niT
M
i − Ja

i

i−1∑

j=1

njCj ≤ niT
M
i − Ja

i − Ci.
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Figure 2.9. T3 when C1 = 1, C2 = 3 and C3 = 4.

Otherwise:

∀k = 1, . . . , i− 1 Ci +

i−1∑

j=1

njCj ≤ nkT
M
k − Ja

k

∀k = 1, . . . , i− 1 (−TM
k + Ck)nk +

i−1∑

j=1
j 6=k

njCj ≤ −Ja
k − Ci.

Doing in this way, we have found i linear inequalities in the i−1 variables
{n1, n2, . . . , ni−1} (we remind once again that ni is given). We can then write
them as follows:

−(TM
1 − C1)n1 + C2 n2 +C3 n3 + . . .+ Ci−1 ni−1 ≤ −(Ja

1 + Ci)

(4.7)

C1 n1 − (TM
2 −C2)n2 +C3 n3 + . . .+ Ci−1 ni−1 ≤ −(Ja

2 + Ci)(4.8)

. . . . . .

C1 n1 +C2 n2 + C3 n3 + . . .− (TM
i−1 − Ci−1)ni−1 ≤ −(Ja

i−1 + Ci)(4.9)

C1 n1 + C2 n2 +C3 n3 + . . .+ Ci−1 ni−1 ≤ niT
M
i − Ja

i − Ci)(4.10)

and nicely represent them in Figure 2.10. The possible values of the tuples
ni−1 are depicted by the dots in the figure. Tighter values of TM

k can shrink
the set Ri and then make the optimization on the domain more efficient.
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Figure 2.10. The possible tuple ni−1.

Finally, the domain of all the schedulable applications Γ is given by:

(4.11) T =
⋂

i=1,...,n

Ti

where the schedulability of all the tasks is ensured. It is insightful to notice
that the condition is always written has the intersection of union of simpler
conditions.

5. Space of Ja
i

The approach to find the domain of the jitter feasible values is similar
to find the domain of periods Ti.

Beginning from the Theorem 4.2 we separate the free variable J a
k instead

of Tk. So we immediately obtain:

(5.1) ∀k = 1, . . . , i Ja
k ≤ nkTk − Ci −

i−1∑

j=1

njCj .

As seen before, the set of jitter feasible values for a given tuple ni−1 is:
(5.2)

Ja
i (ni−1)=






(Ja

1 , . . . , J
a
i ) ∈ Ri : ∀k = 1, . . . , i Ja

k ≤ nkTk − Ci −
i−1∑

j=1

njCj







and the jitter for the schedulability of task τi is:

(5.3) Ja
i =

⋃

ni−1∈Ri

Ja
i (ni−1).

It is then now needed an estimation of the set Ri of possible tuple. We
proceed as before by working on some necessary condition.

Because of the hypothesis Di ≤ Ti the jitter cannot be greater than the
period, otherwise some job activation may occur later than the deadline,



5. SPACE OF Ja
i 31

certainly breaking the constraint fi,k ≤ di,k. So we must always have:

(5.4) ∀i = 1, . . . , n 0 ≤ Ja
i ≤ Ti.

For this reason the same condition must necessarily hold for the jitter upper
bound of Eq. (5.1).

If k = i we have that:

0 ≤ niTi − Ci −
i−1∑

j=1

njCj ≤ Ti

−(niTi − Ci) ≤ −
i−1∑

j=1

njCj ≤ Ti − (niTi − Ci)

−(1 − ni)Ti −Ci ≤
i−1∑

j=1

njCj ≤ niTi − Ci(5.5)

and for all k < i:

0 ≤ nkTk − Ci −
i−1∑

j=1

njCj ≤ Tk

Ci ≤ nk(Tk − Ck) −
i−1∑

j=1
j 6=k

njCj ≤ Tk + Ci(5.6)

which are 2i conditions in i − 1 variables. Figure 2.11 depicts the possible

PSfrag replacements n1

n2

k = 1

k = 2

k = 3

Figure 2.11. Tuples for the jitter.

values for ni−1 when i = 3, C1 = 1, C2 = 3, C3 = 4, T1 = 4, T2 = 15,
T3 = 16 and Di = Ti. Hence, the only possible value is (n1, n2) = (3, 1). For
this value the corresponding values of maximum allowed jitter, as computed
from Eq. (5.2), are Ja

1 = 2, Ja
2 = 5 and Ja

3 = 6.
Once all the Ja

i are computed from the schedulability of every task τi,
the final domain Ja is such that the schedulability of Γ is ensured:

(5.7) Ja =
⋂

i=1,...,n

Ja
i .
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This analysis can have a practical usage in the design of Real-Time
Operating Systems (RTOS). In RTOS there often exists a system tick, which
represents the granularity of the event responses in the system. During a
system tick, task preemptions don’t occur. The longer the tick, the lower
RTOS overhead, due to a reduced number of preemptions. Unfortunately,
making this tick longer worsen the schedulability of the tasks.

Under the schedulability point of view, the effect of the system tick on
a task is the same as the jitter: a delay in the task activation. Hence, in
order to compute the maximum size of the system tick, we can set J a

i = Ja
k

for all i and k, and then to compute the maximum jitter value which still
ensure the schedulability.

6. Space of Di

The description of the space of the deadline is much easier. The dead-
lines, in fact, do not affect the schedule.

Once we know the schedule, using the algorithm in Equation (2.3), we
can compute the response time of each task. Then the space of feasible
deadline is simply given by:

(6.1) D = {(D1, . . . , Dn) ∈ Rn : ∀i = 1, . . . , n Di ≥ min{Ri, Ti}}.

7. Sufficient tests

As we have seen in the last section, the characterization of the applica-
tion domain is often very complicated. This complexity often prevents the
applicability of any possible optimization algorithm on it.

Sufficient schedulability tests can be used to describe by simpler rela-
tionships such a domain. Nonetheless they are capable to describe only a
subset of D and the solution we can find on this subsets is not optimal.

Next we present several sufficient test present in the literature which are
sometime better suited for a specific purpose.

7.1. Liu and Layland test. In 1973, Liu and Layland [LL73] devel-
oped the first seminal work in the real-time literature (their first initial proof
had one flaws, which was later fixed [DJ00]). They assumed a simpler task
model with the deadlines equal to the periods and no activation jitter.

They proved the following theorem:

Theorem 7.1 (Theorem 5 in [LL73]). The task set Γ = {τ1, . . . , τn} is
schedulable if:

(7.1)
n∑

i=1

Ci

Ti
≤ n

(
n
√

2 − 1
)

.

This test has some major benefits:

• it is a linear constraint in the space of the computation times Ci

and in the space of the activation rates 1/Ti;
• it has the complexity of O(n);
• it is a function of the only number of tasks n.
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Also the asymptotic utilization was computed by the authors. In fact:

lim
n→∞

n (
n
√

2 − 1) = ln 2 ' 0.69314718

which provides an utilization bound which does not depend on any applica-
tion parameters.

Probably the elegance and compactness of this result brought the success
to this result and to the real-time research in the early 70’s.

However the major limit of this result is the simple model it relies on.
Lehoczky in fact [Leh90], extended this result to consider deadline different
than periods as well.

7.2. Hyperbolic bound. Some results not based on the concept of
utilization are present in the literature. Among these, a very elegant one
is the Hyperbolic Bound [BBB03a]. This condition has the same O(n)
complexity of the Liu and Layland test, but offer a greater schedulability
region. It is derived from the same worst-case scenario identified by Liu and
Layland in [LL73] for a set on n periodic tasks. However, instead of mini-
mizing the processor utilization with respect to task periods, we manipulate
the feasibility condition in order to find a tighter sufficient schedulability
test as a function of the individual task utilizations.

Theorem 7.2. Let Γ = {τ1, . . . , τn} be a set of n periodic tasks, where
each task τi is characterized by a processor utilization Ui. Then, Γ is schedu-
lable if

(7.2)
n∏

i=1

(Ui + 1) ≤ 2.

Proof. In [LL73], as well as in [DJ00], it has been shown that the
worst-case scenario for a set on n periodic tasks occurs when all the tasks
start simultaneously (e.g., at time t = 0) and periods are such that

∀i = 2, . . . , n T1 < Ti < 2T1.

Moreover, the total utilization factor is minimized when computation times
have the following relations:

(7.3)







C1 = T2 − T1

C2 = T3 − T2

· · ·
Cn−1 = Tn − Tn−1

and the schedulability condition is given by:

(7.4)

n∑

i=1

Ci ≤ T1.

Figure 2.12 illustrates an example of such a worst-case scenario for a sample
set of 5 periodic tasks. From equations (7.3), the schedulability condition
can also be written as

(7.5) Cn ≤ 2T1 − Tn

which implies the schedulability of τn and all the other tasks in the set.
Starting from such a worst-case scenario, the least upper bound Ulub of the
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Figure 2.12. Worst-case scenario for a set of 5 periodic tasks.

processor utilization factor can be found by minimizing the expression of Up

with respect to periods. However, we show that the minimization process
does not simplify the final result, but only reduces its applicability. In fact,
an equally simple, but less stringent, result can be derived by manipulating
equations (7.3) and (7.5), as described below. Defining:

ri =
Ti+1

Ti
and Ui =

Ci

Ti
,

equations (7.3) can be written as follows:

(7.6)







U1 = r1 − 1
U2 = r2 − 1
. . .
Un−1 = rn−1 − 1.

Now we notice that:
n−1∏

i=1

ri =
T2

T1

T3

T2
· · · Tn

Tn−1
=
Tn

T1
.

If we divide both sides of the feasibility condition (7.5) by Tn, we get:

Un ≤ 2T1

Tn
− 1.

Hence, the feasibility condition for a task set which fully utilizes the proces-
sor can be written as:

Un + 1 ≤ 2
∏n−1

i=1 ri
.

Since ri = Ui + 1 for all i = 1, . . . , n− 1, we have

(Un + 1)

n−1∏

i=1

(Ui + 1) ≤ 2

and finally
n∏

i=1

(Ui + 1) ≤ 2,

which proves the theorem. �

In the extended version of the paper, it is also shown that the hyperbolic
bound is also tight meaning that for any set of utilization which violates the
condition 7.2, there exists a non-schedulable task set Γ having that set of
utilizations.
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8. Utilization upper bound

An important family of sufficient schedulability tests (so important that
it deserves a dedicated section) is based on bounding the utilization of the
schedulable task sets [LL73, PNKK95, CMK03, LSP04]. Once we have
found this bound, called utilization upper bound Uub, the task set is schedu-
lable if:

(8.1)
n∑

i=1

Ci

Ti
≤ Uub.

A schedulability test expressed as in Equation (8.1) is particularly well
suited for the purpose of characterizing the design domain of the schedulable
task sets. In fact it exhibits some good properties:

• it is linear both in the space of computation times Ci and activation
rates 1/Ti;

• it generalizes several different utilization bound present in the lit-
erature [LL73, BLOS95, HT97, LMM03, CMK03].

Following the approach proposed by Chen et al. [CMK03], the utiliza-
tion upper bound is defined as a function of a given domain X of task sets.

Definition 8.1. The utilization upper bound Uub(X) is the maximum
utilization such that if a task set is in the domain X and satisfies

∑
Ui ≤ Uub

then the task set is schedulable. More formally:

Uub(X) = max{Ub : (Γ ∈ X ∧
∑

τi∈Γ

Ui ≤ Ub) ⇒ Γ is schedulable}.
(8.2)

From the definition above it follows that:

(8.3) X1 ⊆ X2 ⇒ Uub(X1) ≥ Uub(X2).

Using this definition, the previous Liu and Layland utilization bound
can be expressed as a particular case of Uub. Let Gn be the domain of all
sets of n tasks. Then we can write that:

(8.4) Uub(Gn) = n(
n
√

2 − 1)

which is also referred to as utilization least upper bound, because Gn is the
largest possible domain, and hence Uub(Gn) = Ulub is the lowest possible
utilization upper bound (see Eq. (8.3)).

Depending on the possible design choice, the domain definition can differ.
We could, for instance, work in the space of the Ci, previously labeled by
C. In this space deadlines, periods and jitters are fixed. The computation
times are left free variables.

For such a domain, the following result has been found [CMK03] when
Di = Ti,

Tn

T1
≤ 2 and Ja

i = 0:

(8.5) Uub

(

C ∩ Tn

T1
≤ 2 ∩ Di = Ti ∩ Ja

i = 0

)

= 2

n−1∏

i=1

1

ri
+

n−1∑

i=1

ri − n

where ri = Ti+1

Ti
for i = 1, . . . , n− 1.
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When n = 2 and r = T2

T1
, it was proved [CMK03] that:

(8.6) Uub(C ∩ Di = Ti ∩ Ja
i = 0) = 1 − (r − brc)(dre − r)

r
.

When no restrictions apply on periods and deadlines, the utilization
upper bound Uub(C), shortly denoted by Uub from now on, can be found
by solving n linear programming problems [PNKK95, LSP04]. The ith

optimization problem (for i from 1 to n) comes from the schedulability
constraint of the task τi. It is formulated as follows:

min
(C1,...,Ci)

i∑

j=1

Cj

Tj

subject to







Ci +
i−1∑

j=1

∣
∣actworst

j (t)
∣
∣Cj ≥ t ∀t ∈ Pi−1(Di − Ja

i )

Cj ≥ 0 ∀j = 1, . . . , i

(8.7)

Notice that the domain where the optimization is performed corresponds
to the region of the unschedulable task set. Since the space of Cj which
can schedule the task τi is concave then its complement is convex, and
linear programming algorithm can be effectively applied on it. It has been
shown [PNKK95, LSP04] that the solution of the problem converges to
a schedulable task set, and its utilization is the utilization upper bound we
were looking for.

If we label the solution of the ith problem of Eq. (8.7) as U
(i)
ub , the

utilization upper bound is given by:

(8.8) Uub = min
i=1,...,n

U
(i)
ub .

Once the utilization upper bound Uub is found, a very useful subdomain
of the space C is provided by:

(8.9) C =

{

(C1, . . . , Cn) : Ci ≥ 0 ∧
n∑

i=1

Ui ≤ Uub

}

.

A remarkable property of this subregion is the linearity.
However, a common misconception is to believe that the test provided

by Equation (8.9) is a necessary and sufficient condition for the RM sched-
ulability, meaning that “all the task sets having total utilization U > Uub are
not schedulable”. Unfortunately, this is not true and the RM schedulability
is far more complex.

In fact, the following lemma holds:

Lemma 8.2. Given a utilization upper bound Uub < 1, there always exists
a task set having total utilization U > Uub which is schedulable by RM.

For the sake of simplicity, the proof will be shown for Di = Ti and
Ja

i = 0, but the lemma holds when 0 < Di < Ti as well.

Proof. Trivially, every task set having Un = 1 and U1 = . . . = Un−1 = 0
proves the lemma, because it is indeed RM-schedulable and its utilization is
1. However, one might object that, since n − 1 utilizations are equal to 0,
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this set is equivalent to a task set of a single task, for which Uub = 1, so in-
validating the hypothesis for applying the lemma. Seeking an example with
a non-trivial task set requires a little extra effort. Lehoczky et al. [LSD89]
showed that a task set is schedulable if:

(8.10) ∀i = 1, . . . , n Ui +

i−1∑

j=1

⌈
Ti

Tj

⌉
Tj

Ti
Uj ≤ 1.

Let us consider a task set having U1 = U2 = . . . = Un−1 = ε and conse-
quently Un = U − (n− 1)ε. By imposing the sufficient condition (8.10) for
the first n− 1 tasks we obtain:

∀i = 1, . . . , n− 1 ε+

i−1∑

j=1

⌈
Ti

Tj

⌉
Tj

Ti
ε ≤ 1

∀i = 1, . . . , n− 1 ε ≤ 1

1 +
∑i−1

j=1

⌈
Ti

Tj

⌉
Tj

Ti

and then:

(8.11) ε ≤ min
i=1,...,n−1

1

1 +
∑i−1

j=1

⌈
Ti

Tj

⌉
Tj

Ti

.

So every choice of ε satisfying Eq. (8.11) is capable of scheduling the first
n− 1 tasks. To schedule the τn as well, we need that:

U − (n− 1)ε+
n∑

j=1

⌈
Ti

Tj

⌉
Tj

Ti
ε ≤ 1

then:

(8.12) ε ≤ 1 − U
∑n

j=1

⌈
Ti

Tj

⌉
Tj

Ti
− (n− 1)

.

So, to have both equations (8.11) and (8.12) true, we select ε such that:
(8.13)

0 < ε ≤ min






min

i=1,...,n−1

1

1 +
∑i−1

j=1

⌈
Ti

Tj

⌉
Tj

Ti

,
1 − U

∑n−1
j=1

⌈
Ti

Tj

⌉
Tj

Ti
− (n− 1)






.

This choice is always possible because the right side of equation (8.13) is
strictly positive, due to the fact that U < 1. Hence the lemma follows. �

Hence, the last theorem proves that a design based on the utilization
upper bound Uub, even thought it is the tightest possible bound, still provide
a suboptimum to the design problem.

Next we will show some experiments on the utilization upper bound in
order to evaluate the goodness of using the subregion of Eq. (8.9) as domain
of optimization. For these simulation, we use the techniques described in
Appendix A.

In the first experiment, task periods are fixed (deadlines are equal to
periods and no activation jitter is considered) as reported in Figure 2.13.

Figure 2.13 reports all the U
(i)
ub . The computation times of the optimal

solution of the problem (8.7) is reported as well. As you can notice, the
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where U
(i)
ub occurs

i Ti Di U
(i)
ub C1 C2 C3 C4 C5 C6

1 3 3 1 3 - - - - -
2 8 8 11

12 = 0.9167 2 2 - - - -
3 20 20 9

10 = 0.9 0 4 8 - - -
4 42 42 201

210 = 0.9571 1 0 2 22 - -
5 120 120 201

210 = 0.9571 0 0 0 36 12 -
6 300 300 9

10 = 0.9 0 0 0 0 60 120

Figure 2.13. Task set parameters.

schedulability of the task τi is not influenced in any way by all the lower
priority tasks. This fact is represented in the table by the symbol “-”.
For the specific period selection, Uub is given by the minimum among the
numbers in the third column, which is 9

10 = 0.9.
For this particular selection of periods, we evaluate the Optimality De-

gree OD, as introduced in Appendix A at page 66, for several different
algorithms for the random task set generation.

0.89 0.9 0.91 0.92 0.93 0.94 0.95 0.96 0.97 0.98 0.99 1
0

0.2

0.4

0.6

0.8

1

utilization

O
D

(U
) OD(U) (used UScaling method)  

OD(U) (used UUniFast method)  
OD(U) (used UFitting method)  
Uub = Uub(3) = Uub(6) = 0.9000
Uub(2) = 0.9167               
Uub(4) = Uub(5) = 0.9571      

Figure 2.14. Task set with high utilization are schedulable.

In this experiment, 3 · 105 task sets are generated, 5000 for each value
of the utilization. The insight we derive is consistent with the previous
experiment: there exist schedulable task sets whose utilization is higher
than Uub. The same experiment is repeated for several different algorithms
for the generation of the task paramenters (refer to Appendix A for details).

Assuming the total utilization is uniform in [0, 1], the NOD parameter
(see Definition 2.3 at page 67) is computed and reported below.

Metric Value
Uub(Mn) 0.9

NOD|UScaling 0.9679

NOD|UUniFast 0.9739
NOD|UFitting 0.9837

In the second experiment it is evaluated the influence of period on the
utilization upper bound. For this purpose, we fix the number of tasks n = 8,
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and we uniformly generate the task periods in [1, B]. Then we compute U
(n)
ub ,

in order to find the relationship between the values of the period and the

utilization upper bound. In Figure 2.15, U
(n)
ub is plotted as function of B. In

10
0

10
1

10
2

10
3

0.7

0.75

0.8

0.85

0.9

0.95

1

B=max(Tn/T1)

U
ub

average Uub        
average +/− std dev
max Uub            
min Uub            
Liu & Layland bound

Figure 2.15. Effects of periods on Uub.

this experiment we generated 106 sets of periods (5000 for each value of B.
Figure 2.15 reports the minimum, the maximum and the average value

(together with the standard deviation). In the case of harmonic period,

U
(n)
ub is equal to 1. Then we expect that the maximum value gets closer and

closer 1 as the number of experiments increases. The minimum value tends
to the Liu and Layland utilization bound (Ulub = 0.72406186 for n = 8, as
in the experiment). However for B < 2 the utilzation least upper bound
Ulub is higher and it coincides with the RBound introduced by Lauzac et
al. [LMM03]:

(8.14) Uub

(
Tn

T1
= B

)

= (n− 1)(B
1

n−1 − 1) +
2

B
− 1.

When B = 1 the periods are all the same value. The value of Uub = 1 is
then what we expected.

In addition, Uub seems to have a minimum for B = 2. This fact is also
confirmed by the asymptotical study of the breakdown utilization [LSD89]
and by many different proofs in the real-time literature [LL73, BLOS95,

CMK03, BBB03a] which show this phenomenon.

9. Example of application

In order to clarify the usage of all the theory explained until now, we
present an example of application.

Suppose we have a system where the highest priority task τ1 is an in-
terrupt handler. τ1 has a period T1 = 12, an activation jitter Ja

1 = 1 and
a worst-case execution time C1 = 1. However, due to some external event,
the task may be activated in a burst. During a burst the task is activated
every T burst

1 = 4 units of time. A burst cannot occur before than 60 units
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of time from the beginning of the previous burst and it is composed by, at
most, three activations.

On top of this task there are two tasks: the higher priority one has
a period T2 = 40 and deadline D2 = 30. The other one has a period
T3 = 100 (and the deadline is assumed equal to the period). The two tasks
are approximation algorithms. The longer they run the better the result.
The total approximation error of the two algorithm is given by:

(9.1) ε(C2, C3) =
T2

C2
+
T3

C3

which is then inversely proportional to the computation times Ci.
The problem is to find the values of C2 and C3 such that the total error

is minimized and all the tasks are schedulable.
Since the optimization must be done on the computation times Ci the

techniques we will be using are those presented in Section 3.
In order to start the analysis we first need to figure out the worst-case

activation pattern of τ1, given the information provided. This scenario oc-
curs when all the jobs, other than the first, are activated as early as possible.
The first job is activated as late as possible.

For τ1, this scenario occurs when all the burst are the closest possible
and one burst immediately starts with the first job, as shown in Figure 2.16.
We can then safely affirm that:

0 3 7 11 23 35 47 59 63 67 71

PSfrag replacements

τ1
τ2

Figure 2.16. The worst-case activation pattern for τ1.

(9.2) actworst
1 = {0, 3, 7, 11

︸ ︷︷ ︸

burst

, 23, 35, 47, 59
︸ ︷︷ ︸

no burst

, 63, 67, 71
︸ ︷︷ ︸

burst

, 83, 95, 107, 119
︸ ︷︷ ︸

no burst

, . . .}

The schedulability of τ1 is ensured because C1 ≤ T1 − Ja
1 .

In order to apply Theorem 2.4 for the schedulability of τ2, we first need
to compute the set of schedulability points P2. By applying its definition
we have:

(9.3) P2 = P1(D2) = P0(max{actworst
1 ∩ [0, D2]}) ∪ P0(D2) = {23, 30}.

Once we have these values we can express the schedulability condition
of τ2 as:

∥
∥
∥
∥

C2 + |actworst
1 (23)|C1 ≤ 23

C2 + |actworst
2 (30)|C1 ≤ 30

∥
∥
∥
∥

C2 + 4C1 ≤ 23
C2 + 5C1 ≤ 30
∥
∥
∥
∥

C2 ≤ 19
C2 ≤ 25

C2 ≤ 25.(9.4)

Finally, to ensure the schedulability of τ3, we first compute P3:

P3 = P2(100) = P1(80) ∪ P1(100) = {71, 80, 95, 100}
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and then we specify the inequalities:
∥
∥
∥
∥
∥
∥
∥
∥

C3 + |actworst
2 (71)|C2 + |actworst

1 (71)|C1 ≤ 71
C3 + |actworst

2 (80)|C2 + |actworst
1 (80)|C1 ≤ 80

C3 + |actworst
2 (95)|C2 + |actworst

1 (95)|C1 ≤ 95
C3 + |actworst

2 (100)|C2 + |actworst
1 (100)|C1 ≤ 100

∥
∥
∥
∥
∥
∥
∥
∥

C3 + 2C2 + 10C1 ≤ 71
C3 + 2C2 + 11C1 ≤ 80
C3 + 3C2 + 12C1 ≤ 95
C3 + 3C2 + 13C1 ≤ 100
∥
∥
∥
∥
∥
∥
∥
∥

C3 + 2C2 ≤ 61
C3 + 2C2 ≤ 69
C3 + 3C2 ≤ 83
C3 + 3C2 ≤ 87

∥
∥
∥
∥

C3 + 2C2 ≤ 69
C3 + 3C2 ≤ 87

.(9.5)

From Equations (9.4) and (9.5) we can draw the space of the compu-
tation times Ci, as depicted in Figure 2.17. The curves qualitatively show

10 20 30 40 50 60 70 80 90
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40
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Figure 2.17. The space of the two computation times.

the cost function of Equation (9.1), and the black dot is the solution of the
problem.





CHAPTER 3

The Design of Hierarchical Systems

1. Introduction

Thanks to the recent advances in the field of computer architectures,
computers are getting faster and faster. It is now possible to concurrently
execute different real-time applications in the same system.

The motivation for executing different applications in the same system
is in cost reduction and in the re-use of legacy applications on new, faster
systems. This trend can be observed both in the general purpose computer
area and in the embedded system area.

When executing many real-time applications in the same system, the
question is how to schedule these applications and guarantee at the same
time that their timing requirements are not violated. One simple way to
do composition is to use a unique scheduling paradigm for the whole system
and design all applications according to the chosen paradigm. In this way it
is possible to check the schedulability of whole the system by using already
existing schedulability analysis tools.

However, sometime it is necessary to use an already implemented appli-
cation “as it is”, without going back to the design phase. If an application is
already working well on an old slower processor, it is less expensive to move
it on the new faster processor without changing the code or redesigning it
from scratch. However, we must guarantee that the old application will still
meet its timing requirements even when other applications are scheduled in
the same system.

An interesting problem is how to compose applications that come with
their own scheduling strategy. In reality, different schedulers may be used
in different context, and there is not a “catch-all” scheduler that is best for
all kind of application domains. For example, applications that are event-
triggered are best served by on-line scheduling algorithms like fixed priority
or earliest deadline first [LL73]; time triggered applications are best handled
by off-line schedulers [KDK+89].

One way of composing existing applications with different timing char-
acteristics is to use a two-level scheduling paradigm (see Figure 3.1): at the
global level, a scheduler selects which application will be executed next and
for how long. Each application then possesses a local scheduler that selects
which task will be scheduled next.

The global scheduler assigns each application a fraction of the total pro-
cessor time distributed over the time line according to a certain law. More-
over, the global scheduler must “protect” one application from all others,
by ensuring that if an application is requiring more than expected, it does
not compromise the others.

43
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Scheduler
Local

Scheduler
Local

Scheduler
Local

Task B2

Task B1

Task C2

Task C1

Task A3 Task C3
Task A1

Task A2

Application A Application B Application C

Scheduler

OS

Figure 3.1. Hierarchical scheduler structure.

This hierarchical structure can well fit in the system model (Γ,Θ,Π),
explained in the first chapter (Section 4 at page 5, also depicted in Fig-
ure 1.6 at page 10). It is indeed sufficient to change the platform Π from a
uniprocessor to a proper fraction of its bandwidth.

If we could provide a “fluid allocation”, for example by using the Gen-
eralized Processor Sharing (GPS) [PG93, PG94], then the bandwidth al-
location would be easy. Unfortunately, the GPS algorithm is a theoreti-
cal abstraction that cannot be implemented in practice, but only approxi-
mated [JSMA98, BCPV96, AB98].

Then the problem of assign this fraction arises: given an application Γ
and a scheduling policy Θ what are all the possible platform Π, expressed by
a fraction of processing capacity, which can schedule Γ? In this chapter we
provide an answer to this problem.

2. The platform model

Due to the presence of the global scheduler, the processing resource may
or may not be assigned to the application. It is then useful to define a time
partition of an application, as the time the global scheduler assigns to it.

Definition 2.1. 1 A partition is a function π(t) that has values in {0, 1}.
If π(t) = 1, then the resource is allocated to the application at time t.
Otherwise π(t) = 0.

A partition is periodic if it exists P > 0 such that π(t) ≡ π(t+ P ).
A static global scheduler pre-computes the partitions off-line, and, at

run-time, a dispatch mechanism will make use of a simple table to allocate
the resource. Conversely, an on-line algorithm uses some rule for dynami-
cally allocating the resource. Therefore, an on-line algorithm may produce
different partitions every time it is executed, depending on the arrival times
and execution times of the application tasks. Moreover, these partitions are
not necessarily periodic.

For a given partition, we define the minimum amount of time that is
available to the application in every interval of length t.

1Defined in accordance to the work by Feng and Mok [FM02, MFC01].
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Definition 2.2. Given a partition π(t), we define the characteristic
function Zπ(t) as the minimum amount of time provided by the partition in
every time interval of length t ≥ 0:

(2.1) Zπ(t) = min
t0≥0

∫ t0+t

t0

π(x) dx.

As an example, consider an off-line algorithm that produces a periodic
partition π(t) with period 8, which allocates slots 2,3,4 and slot 7. The
corresponding characteristic function Zπ(t) is plotted in Figure 3.2. Note
that the worst-case interval starts at time 4.
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Figure 3.2. An example of Zπ(t).

The characteristic function Zπ(t) provides important information about
π. For example, if a task requires Ci units of computation every period Ti

then it is schedulable on the partition π iff Zπ(Ti) ≥ Ci. This condition can
in fact be read as “the partition π provides more that Ci units of computation
in any possible interval Ti long”.

Notice that we are not assuming any synchronization between the global
scheduler and the local one. Doing so, the design of the two adjacent layers
is completely decoupled, allowing a great degree of freedom in the selection
of the scheduling algorithms and the construction of a hierarchical scheduler
structure as deep as needed. On the other hand, the price of this flexibility
is that the design is worsen because, in order to ensure schedulability, we
must assume the worst-case scenario which may never occur.

The set of rules or algorithm which determines the partition is called
server. In our model stack the server is responsible for fractioning the total
processing resource into a specific instance of platform Π, which is available
to the application Γ through the local scheduling algorithm Θ.

A partition π depends on the particular server rules and on the events
occured on line so it is not possible to compute the function Zπ(t) in the de-
sign phase, because we don’t know what π will experience. To generalize the
characteristic function to the server mechanism, we introduce the following
definitions.

Definition 2.3. Given a server mechanism S, we define legal(S) as the
set of partitions π that can be generated by the server mechanism S.
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Definition 2.4. Given a server S, its characteristic function ZS(t) is
the minimum amount of time provided by the server S in every time interval
of length t ≥ 0,

(2.2) ZS(t) = min
π∈legal(S)

Zπ(t).

Now the schedulability of a task on a server S can be indeed checked off
line. In fact, if we have a one-task system and ZS(Ti), which is the minimum
amount of time provided in every time interval Ti-long, is greater than or
equal to the maximum possible time requested by the task τi, then task τi
is feasible on the server S.

Next we will then analyze the many server mechanism present in the
literature, showing what is their characteristic function.

2.1. Periodic server abstraction. We now consider the class of al-
gorithms that can be described by the periodic server abstraction. Many
algorithms have been proposed that belong to the class of periodic servers
[SB96, SSL89, LSS95, GB95, AB98]. According to a periodic server
algorithm, each application is assigned a pair (P,Q), with the meaning that
the application will receive Q units of execution every P units of time. The
global scheduling mechanism decides when to schedule the applications; the
selected application, by using the local scheduling mechanism, decides which
task will be executed next.

We define a server as a scheduling entity, i.e. an abstraction that provides
execution time to one or more tasks, according to a certain local scheduling
algorithm. A periodic server is characterized by two parameters (P,Q),
where Q is the maximum budget, and P is the server period, plus a local
scheduling algorithm. The system consists of a set of periodic servers sched-
uled by a global scheduling algorithm. Each server maintains two internal
variables q and d that are updated according to the following rules.

Server Rules.

(1) Initially, q = 0, d = 0 and the server is inactive.
(2) When a task is activated at time t, if the server is inactive, then

q = Q and d = t+ P , and the server becomes active. If the server
is already active, then q and d remain unchanged.

(3) At any time t, the global scheduling algorithm selects one active
server. When the server is selected, it executes the first task in its
ready queue (which is ordered by the local scheduling policy).

(4) While some application task is executing, the current budget q is
decremented accordingly.

(5) The global scheduler can preempt the server for executing another
server: in this case, the current budget q is no longer decremented.

(6) If q = 0 and some task has not yet finished, then the server is
suspended until time d; at time d, q is recharged to Q, d is set to
d+ P and the server can execute again.

(7) When, at time t, the last task has finished executing and there is no
other pending task in the server, the server yields to another server.
Moreover, if t ≥ d − q P

Q , the server becomes inactive; otherwise it
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remains active, and it will become inactive at time d − q P
Q , unless

another task is activated before.

The periodic server algorithms presented in literature differ from one
another in the underlying global scheduling policy and in rules (6) and (7).
For example, the Deferrable Server and the Sporadic Server have different
rules for recharging the budget; the Constant Bandwidth Server [AB98]
does not suspend the server when the budget is 0, but simply decreases its
priority by postponing its absolute deadline.

In Figure 3.3, we plot the characteristic function Zperiodic(P,Q)(t) of
a server with parameters Q = 5 and P = 8. Since we do not assume
any particular global scheduling algorithm, and we do not know the global
system load, we consider the worst-case situation, when the application tasks
are activated just after the budget is exhausted. In this case, the first instant
of time at which they will receive execution is at 2(P −Q).
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Figure 3.3. General case of periodic server.

Theorem 2.5. Given a server algorithm defined by the previous “Server

Rules”, and with parameters (P,Q), and defined k =
⌈

t−(P−Q)
P

⌉

, its charac-

teristic function Zperiodic(P,Q)(t) is:
(2.3)

Zperiodic(P,Q)(t) =







0 if t ∈ [0, P −Q]
(k − 1)Q if t ∈ (kP −Q, (k + 1)P − 2Q]
t− (k + 1)(P −Q) otherwise.

Proof. We have to compute the worst-case allocation to the server for
every interval of time. Consider an interval starting at time t. There are 2
possibilities:

case a: : The server is inactive at time t. In this case, according
to rule (2), a new budget q = Q and a new deadline d = t + P
are computed. Therefore, the worst-case allocation is depicted in
Figure 3.4a.

case b: : The server is active at time t and it has already consumed
x units of budget. In this case, the worst possible situation is
when the server is preempted by the global scheduler until time
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t = d − (Q − x). The worst-case allocation is depicted in Figure
3.4b, and is minimum for x = Q.

By comparing the two cases, it is clear that case b, with x = Q, is the
most pessimistic. The corresponding function is Zperiodic(P,Q)(t)

2.
�

b)

a)PSfrag replacements

Q− xx t

Figure 3.4. Worst-case allocation for the server.

2.2. Server within a pfair task. The class of pfair scheduling algo-
rithms is a collection of algorithms which optimally3 allocate an identical
multiprocessor resource to different activities based on thier weight wi. It
was first introduced by Baruah et al. [BCPV96] and then further devel-
oped by Anderson and his students [AS00, ABS03] at University of North
Carolina at Chapel Hill.

A pfair task is a typical example of server mechanism because, when a
machine is upgraded to a multiprocessor, it can be effectively introduced to
show the desired fraction of the processing resource to the already existing
application Γ.

All the algorithms in the pfair class allocate the processing resource
to the different activities in time quanta. Without loss of generality, the
length of the time quanta is assumed unitary. This allocation is done such
that the distance between the ideal “fluid” allocation and the real one is
always smaller than 1. More formally, let us define alloci(t) the number of
time quanta allocated to the activity i at time t and lagi(t) the difference
between the ideal fluid allocation and the real one

(2.4) lagi(t) = wi t− alloci(t).

A scheduling algorithm is defined pfair when:

(2.5) ∀t − 1 < lagi(t) < 1.

From the last relationship we can subsume (refer to [BCPV96] for de-
tails) that the jth time quantum must be executed within the interval:

(2.6)

[⌊
j − 1

wi

⌋

,

⌈
j

wi

⌉)

called jth subtask window. Figure 3.5 shows the subtask windows when
wi = 7

17 .

2Please note that Bernat et al. [BB99] and Saewong et al. [SRLK02] found the same
kind of relationship for the Deferrable Server when scheduled by a fixed priority global
scheduling algorithm.

3Optimal in the sense that it allocates all the available resource and there is no slack
capacity.
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Figure 3.5. An example of the subtask window.

In order to compute the characteristic function — from Definition 2.4
— of a pfair server mechanism we also need to define the following quantity.

Definition 2.6. We define longWi(k) as longest interval where at

most k time quanta are assigned to the activity weighted by wi.

We realize that:

• longWi(k) must begin one time quantum later the begin of some
subtask window, otherwise we could left shift the time slot and
make it bigger;

• longWi(k) must end one time quantum earlier the end of some
subtask window, otherwise we could right shift the time slot and
make it bigger.

For this reasons we have that:

Lemma 2.7. Given a rational value wi = p
q , where p and q are integers:

(2.7) |longWi(k)| = max
j=1,...,p

{⌈
(j + k) q

p

⌉

−
⌊

(j − 1), q

p

⌋}

− 2.

We also have that:

(2.8) |longWi(k + p)| = |longWi(k)| + q.

We can now provide the characteristic function Zpfair(t) in the following
theorem.

Theorem 2.8. The characteristic function of a server mechanism im-
plemented by a pfair task weighted by wi is given by:

(2.9) Zpfair(wi)(t) =

{
h if t < |longWi(h)|
t+ h− |longWi(h)| otherwise

where h = min{k : |longWt(k)| + 1 > t} − 1.

In practice h is the number of time quanta which are already fully allo-
cated in any possible time interval t long, under any possible scenario.

The best way to show the impact of the last result is to illustrate its
meaning by an example. Let us assume wi = 7

17 , as the case depicted
in Figure 3.5. In this case we can compute the values of Equation (2.7)
for k from 0 to 6 (reminding that for greater values of k the property in
Eq. (2.8) holds) and, for each k all the j from 1 to 7 and then to compute
the maximum, also reported in the next table.
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k j=1 j=2 j=3 j=4 j=5 j=6 j=7 |longWi(k)| longWi(k)

0 3 4 4 4 4 3 4 4 [3, 7)
1 6 6 7 6 6 6 6 7 [5, 12)
2 8 9 9 8 9 8 9 9 [3, 12)
3 11 11 11 11 11 11 11 11 [1, 12)
4 13 13 14 13 14 13 14 14 [5, 19)
5 15 16 16 16 16 16 16 16 [3, 19)
6 18 18 19 18 19 18 18 19 [5, 24)
7 20 21 21 21 21 20 21 21 [3, 24)
8 . . . . . . . . . . . . . . . . . . . . . . . . . . .

Once all the |longWi(k)| are computed it is easy to draw the characteris-
tic function from the Theorem 2.8. The resulting Zpfair(7/17)(t) is reported
in Figure 3.6.
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Figure 3.6. Characteristic function for the pfair servers.

We remind that these results are found assuming that the time quantum
has a unitary length. In the more general case of an arbitrary length L of the
time quanta, the corresponding characteristic function Zpfair(wi,L)(t) can be
obtained by transforming Eq. (2.9). In fact, we have that:

(2.10) Zpfair(wi,L)(t) = LZpfair(wi)

(
t

L

)

.

Finally, it is insightful to notice that a server defined by the periodic
abstraction is a particular case of the pfair server here described. In fact we
have that:

(2.11) Zperiodic(P,Q)(t) = Zpfair(Q/P,Q)(t).

The usage of pfair as global scheduler has been already investigated by
Holman and Anderson [HA01]. In this work, the authors assume EDF
as local scheduler. The proposed scheme is called reweighting because the
weight of the “server task” is inflated, in order to schedule the belonging
task set.
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2.3. Off-line dynamic partition. The server mechanism labeled off-
line dynamic partition models the oldest real-time service implemented in a
system. Until the mid 90’s, the most critical control applications were devel-
oped using an off-line table-driven approach [KFG+92] (timeline schedule),
according to which tasks are statically allocated in each time slot based on
their rates and execution requirements.

In a similar fashion, a server based on off-line dynamic partition provides
the processing resource based on a period P and a table T . The table has
p entries. The ith entry, indicated by T (i) is composed by:

• an activation time ai. It must be 0 ≤ ai < P ;
• a slot length ei;
• a maximum finishing time di. It must be di ≥ ai + ei.

Notice the analogies with the task notation.
The intervals [ai, di) of different entries can overlap. For each entry, the

server allocates at least ei resource in the interval [ai, di). This means that,
due to overlapping intervals, the time allocated in some interval can exceed
its slot length ei. This allocation continues periodically in every interval
[ai + k P, di + k P ), for integer values of k.

If it happens that di = ai + ei then the ith time slot is determistically
allocated in [ai, di). If this condition is true for all i then the partition is
completely static [MFC01, FM02]. In fact we call this allocation scheme
“dynamic” because of the uncertainness of the allocation in the interval
[ai, di).

Figure 3.7 reports an example of table T and some possible samples of
time allocation.

i Color ai di ei
1 0 4 1
2 3 8 2
3 10 13 3

P = 12
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Figure 3.7. Example of off-line dynamic partition.

Notice that in the long run, the fraction of resource allocated is always
P

ei

P .
The computation of the characteristic function for a table driven server,

labelled by Zoffline(P,T )(t), requires some extra effort. In fact we need to
explicitly consider all the p worst-case partition πi where the time slot of the
entry T (i) is the earliest possible, and all the others time slots are allocated
the latest possible. We then obtain p function Zπi

(t), corresponding to each
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entry, and the characteristic function of the scheme is:

(2.12) Zoffline(P,T )(t) = min
i=1,...,p

Zπi
(t).

2.4. Generalizing the servers. We have seen several classes of servers
from the coarser to the more detailed. When we are about to design a server
we first need to select the server class and then to find the server parameters
which conform with the server mechanism decided. This approach leads to
a different server design technique for every server mechanism. Also, the
number of server parameters, in some more complex model such as the
offline dynamic partition, is so high that it is difficult to implement some
routine capable to design a tight server.

In order to reduce the number of design techniques and to reduce the
complexity, we can generalize all the possible server mechanisms by means
of a simple, though effective, abstraction model. The most successful model
in the literature, introduced by Feng and Mok [MFC01, FM02], is the
“alpha-Delta” model.

This very basic model only capture two important features of a server:

• the server bandwidth α (also referred to as processor share, resource
fraction,. . . );

• the server delay ∆, which indirectly express the granularity of the
time. For instance in the GPS [PG93, PG94], as it will be clear
later, we have ∆ = 0.

The characteristic function of the an alpha-Delta server is simply given
by:

(2.13) Zα,∆(t) = max{0, α(t − ∆)}.

We choose the alpha-Delta model because it generalizes all the possible
servers. This means that all the detailed model examined so far (periodic,
pfair, offline table-driven) are alpha-Delta servers as well. So, given one of
the any server, described by its characteristic function ZS(t), there must be
a way to find the value of α and ∆ which generalize it.

α is quickly given because it is the average slope of ZS(t), formally
defined as:

(2.14) α = lim
t→∞

ZS(t)

t
.

The quest for the value of Delta requires some more efforts. Informally
speaking, once we have computed α, the delay ∆ is the minimum amount
we must right-shift the line αt to be completely below ZS(t). Formally:

(2.15) ∆ = max{d ≤ 0 : ∃t ≥ 0 ZS(t) ≤ α(t− d)}.

It is now possible to express the models viewed in the last paragraph
through the (α,∆) parameters, by applying the last definition. The results
are nicely shown in Figure 3.8.

As well clarified earlier, the benefit of the generalization to the alpha-
Delta model is the possibility to reduce the number of designs and to map
the abstract alpha-Delta server to a specific model only at a later stage.
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Figure 3.8. (α,∆) for the server models.

These benefits come at the cost worsening a bit the design. Due to the
generalization process, in fact we have:

(2.16) ∀S Zα,∆(t) ≤ ZS(t)

by definition (see Equations (2.14) and (2.15)). This condition, as it is
clarified in the next section, worsen the design of the alpha-Delta server.

However, this cost is the reasonable price for the gained flexibility of the
server design and it is considerably low.

3. Schedulability condition in a server

Now, we are going to analyze the schedulability of a task set Γ on a
server S. This problem has been already approached in different ways. For
example Saewong et al. [SRLK02] computed the worst-case response time
of every task in the presence of a server. By their method it is possible to
check the feasibility on a given server, modifying the classical Response Time
Analysis. However their work doesn’t help for our purpose of characterizing
the domain of servers.

In this section we will then assume to completely know the application
Γ, and then to look for the domain of possible servers capable to schedule
Γ. In order to express all the schedulability conditions in a simple way, it is
now very useful to define the basic server domain DS(t, c) as follows:

Definition 3.1. The basic server domain DS(t, c) is the collection of
servers such that:

(3.1) ZS(t) ≥ c.

Since the characteristic function ZS(t) is the minimum amount of ser-
vice provided in any interval t long, then the domain DS(t, c) is the set

of servers capable to provide at least c service in any interval t
long. This server domain has important application quickly explained by
the following example.

From the Definition 3.1 it directly follows the next corollary.

Corollary 3.2. Given two servers S1 and S2 such that:

(3.2) ∀t ZS1
(t) ≤ ZS2

(t),

then:

(3.3) ∀t, c DS1
(t, c) ⊆ DS2

(t, c).
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This corollary justifies the fact that generalizing to a broader class of
server — sush as for the periodic to the alpha-Delta one — implies a reduced
domain of servers.

Suppose we have a one-task system and we want to find the set of servers
which can schedule it. This set of server is simply given by DS(D1, C1)
because all the servers in it are “capable to guarantee C1 service in any
interval D1 unit of time long” and hence to schedule the task τ1.

It is now useful — and interesting — to explicitly compute DS(t, c) for
some server model previously introduced.

We first consider the case of the alpha-Delta server. Notice that a pair
(α,∆) uniquely determine the server whose characteristic function is Zα,∆(t)
as in Eq. (2.13). For brevity we will often denote the server by the pair (α,∆)
which characterize it.

The servers in Dα,∆(t, c), by definition, are such that:

Zα,∆(t) ≥ c

α(t− ∆) ≥ c

∆ ≤ t− c

α
,

so finally we have:

(3.4) Dα,∆(t, c) =
{

(α,∆) : 0 ≤ α ≤ 1 ∆ ≤ max
{

0, t− c

α

}}

,

where we have also added the constraint on α to be in [0, 1] and on ∆ to be
non-negative.

The geometrical interpretation are also provided. Figure 3.9 shows the
meaning of Eq. (3.4) and the domain Dα,∆(t, c) for the case of t = 4 and
c = 1.
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Figure 3.9. A sample of Dα,∆(t, c).
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In the figure two important values are reported as well:

• αmin = c
t is the minimum bandwidth capable to verify Eq. (3.1),

when the granularity of the service is zero (∆ = 0). In practice it
assumes a GPS-like service;

• ∆max = t − c is maximum tolerated delay ∆ in the case of full
bandwidth available (α = 1).

In the last paragraph the basic server domain DS(t, c) has been found
for the very general alpha-Delta server model. By means of the substitution
suggested in Figure 3.8 this result can be extended to different server model
as well.

We can now think to find the basic server domain of the very common
case of the periodic model (P,Q). The generalization to the alpha-Delta
model was done by setting:

(3.5) ∆ = 2(P −Q) α =
Q

P
.

Hence, in order to find Dperiodic(P,Q)(t, c) we can replace α and ∆ in the
Equation (3.4).

∆ ≤ t− c

α

2(P −Q) ≤ t− P

Q
c

2P Q−Q2 ≤ tQ− Pc

2Q2 + (t− 2P )Q− P c ≥ 0

Q ≥
√

(t− 2P )2 + 8P c+ 2P − t

4
,(3.6)

which is, as needed, a domain in the space (P,Q) function of t and c.
However, as the smart reader has realized, this domain is not tight,

meaning that there exists some pairs (P,Q) which can surely guarantee c
units of resource every t, but are not in the domain expressed by Eq. (3.6).

This remark is justified by the following fact. Eq. (3.6) has been obtained
by the characteristic function of the alpha-Delta model, which generalize
the periodic model as well. However in order to obtain a tighter domain
of servers, which adhere to the periodic model, we should use their specific
characteristic function Zperiodic(P,Q)(T ) and not its generalization Zα,∆(t),
which worsen the design as assert by Corollary 3.2.

In fact by literally applying Definition 3.1 and reminding the value of
Zperiodic(P,Q)(t) in Eq. (2.3), we get:

Zperiodic(P,Q)(t) ≥ c
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by setting k =
⌈

t−(P−Q)
P

⌉

we need to consider two cases. When:

t ∈ (kP −Q, (k + 1)P − 2Q]
{
t > kP −Q
t ≤ (k + 1)P − 2Q
{

P < t+Q
k

P ≥ t+2Q
k+1

P ∈
[
t+ 2Q

k + 1
,
t+Q

k

)

we have that:

(k − 1)Q ≥ c

Q ≥ c

k − 1
.

Otherwise we have that:

t− (k + 1)(P −Q) ≥ c

t− c ≥ (k + 1)(P −Q)

P −Q ≤ t− c

k + 1

Q ≥ P − t− c

k + 1
.

From these results, it directly follows the next corollary.

Corollary 3.3. The basic server domain Dperiodic(P,Q)(t, c) for the
periodic server model periodic(P,Q) is given by:

(3.7) Dperiodic(P,Q)(t, c) = {(P,Q) : Q ≤ P Q ≥ q(P, t, c)}
where:

(3.8) q(P, t, c) =







c

k − 1
t+2Q
k+1 ≤ P < t+Q

k

P − t− c

k + 1
t+Q
k+1 ≤ P < t+2Q

k+1

and k =
⌈

t−(P−Q)
P

⌉

.

It is now possible to evaluate the cost of the generalization from the
periodic model to the alpha-Delta one. This comparison is done by drawing
in the same figure the domain Dperiodic(P,Q) and Dα,∆ properly transformed
in the (P,Q) space as indicated in Equation (3.6).

Figure 3.10 reports the case when t = 10 and c = 4.
The dark gray area represents the pairs (P,Q) that make the application

tasks schedulable on the server, but cannot be obtained by using the (α,∆)
model (Equation (3.6)). For different values of t and i the same functions
in Figure 3.10 are scaled along the two axes, not altering the overall shape.

It is worth to note that for small values of the period P the difference
between the two curves becomes negligible and tend to 0 as P approaches
0. This is also intuitively justified by the fact that small server periods tend
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Figure 3.10. Comparison between Equations (3.6) and (3.8).

to approximate fluid allocation [PG93, PG94]. As expected, for small
periods, the slope of both the curves tends to c/t (2/5 in Figure 3.10).

Another interesting comparison to evaluate again the cost of generalizing
from the periodic model to the alpha-Delta one, is the bandwidth waste
introduced by the more general server model.
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Figure 3.11. Comparing the bandwidth: t = 10, c = 4.

Figure 3.11 shows the values of the allocated bandwidth for different
values of period P . As expected the bandwidth for small periods tends to
0.4 which is the bandwidth to be allocated by the ideal GPS. Also, for great
values of the period the bandwidth needed approaches to 1. In fact, when
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the server period P is very bigger than the time granularity of the constraint
t, the only way to guarantee the system is to allocated the full bandwidth.

After the long time spent in studying the basic server domain DS(t, c), we
will now show its applicability by deriving the more complex server domain
which can guarantee the schedulability of an entire set of tasks Γ.

3.1. Fixed priority scheduler. We first consider the case of an appli-
cation Γ scheduled by fixed priorities (see Chapter 2 for a full explanation).

When the full processing resource is available, the schedulability of the
application Γ is ensured by:

Theorem 3.4 (Theorem 2.4 at page 17). The task set Γ = {τ1, . . . , τn},
is schedulable by fixed priorities if and only if:

(3.9)
∧

i=1...n

∨

t∈Pi

Ci +
i−1∑

j=1

∣
∣actworst

j (t)
∣
∣Cj ≤ t

where Pi is the set of schedulability points for τi.

The meaning of the inequality in (3.9) is that “the amount of compu-
tation time needed must be smaller that or equal to the available time”. In
the case of a full processing resource all the time is available because the
application Γ is the only present in the system.

When a server S is present, only a fraction of the processing resource is
available. The available time is represented by th server characteristic func-
tion ZS(t) and then the schedulability condition (3.9) within the available
time of a server S is:

(3.10)
∧

i=1...n

∨

t∈Pi

Ci +

i−1∑

j=1

∣
∣actworst

j (t)
∣
∣Cj ≤ ZS(t).

What are all the servers capable of guaranteeing the schedulability condi-
tion (3.10)? We can derive this indeed. The definition of the basic server
domain is perfectly suited for this purpose. In fact, all the servers which can
schedule the application Γ are such that:

∧

i=1...n

∨

t∈Pi

S ∈ DS



t, Ci +
i−1∑

j=1

∣
∣actworst

j (t)
∣
∣Cj





by the Definition 3.1 of basic server domain. Then we have:

∧

i=1...n

S ∈
⋃

t∈Pi

DS



t, Ci +

i−1∑

j=1

∣
∣actworst

j (t)
∣
∣Cj





S ∈
⋂

i=1...n

⋃

t∈Pi

DS



t, Ci +

i−1∑

j=1

∣
∣actworst

j (t)
∣
∣Cj



 .(3.11)

Finally, we have found the domain of all the servers which can guarantee
the schedulability by fixed priorities of the application Γ.

If we are interested in the most general possible server model we just need
to replace DS with Dα,∆ and then compute the unions and the intersections
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in indicated ni Eq. (3.11). Nonetheless this equation remains valid regardless
the server model we adopt.

3.2. EDF scheduler. The Earliest Deadline First (EDF) scheduling
algorithm, together with Deadline Monotonic (DM) fixed priority assign-
ment, is the most used in real-time systems (several recent works by But-
tazzo [But03, BB04a] provide a comparison between the two schemes).

As done earlier, in order to analyze the server design problem given the
application Γ, we need to start from a schedulability condition. Baruah et
al. [BHR90] provided the necessary and sufficient condition for EDF:

(3.12) ∀t1 ∈ startSet ∀t2 ∈ endSet

n∑

i=1

|jobsIni(t1, t2)| Ci ≤ t2 − t1,

where startSet is the set of all the jobs activation instants and endSet is
the set of all the jobs absolute deadlines within a specific time window,
which guarantees the two sets to be finite. jobsIni(t1, t2) is the set of τi jobs
included in the interval [t1, t2]:

(3.13) jobsIni(t1, t2) = {τi,k : ai,k ≥ t1 ∧ di,k ≤ t2}
and then |jobsIni(t1, t2)| is the number of these jobs. However we invite the
interested reader to refer to [BHR90] for the details.

The intuition behind this condition is similar to the previous one: it is
required that, in some specific intervals, the required computation time does
not exceed the available time. Based on this intuition, the extension to the
case of a server is straightforward. In fact, if the application runs within a
server S characterized by its ZS(t) then it is schedulable if and only if :

∀t1 ∈ startSet ∀t2 ∈ endSet

n∑

i=1

|jobsIni(t1, t2)| Ci ≤ ZS(t2 − t1)

∀t1 ∈ startSet ∀t2 ∈ endSet S ∈ DS

(

t2 − t1,

n∑

i=1

|jobsIni(t1, t2)| Ci

)

S ∈
⋂

t1∈startSet

⋂

t2∈endSet

DS

(

t2 − t1,
n∑

i=1

|jobsIni(t1, t2)| Ci

)

(3.14)

which is indeed the domain of all the servers which guarantee the application
to be schedulable by EDF.

4. How to design a server

In our process of designing a server for an application Γ, the first step is
to characterize the application by specifying all the individual task param-
eters, and to select a scheduling algorithm. Once this step is carried out,
the domain of the feasible servers — given by Equations (3.11) or (3.14)
depending on the scheduling algorithm — is consequently defined.

On this class, which guarantees by definition the schedulability of ap-
plication Γ, we perform the server selection by optimizing a desired cost
function. One possible cost function is the overhead of the scheduler. In
fact, when choosing the server parameters, we must balance two opposite
needs:
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(1) the required bandwidth should be small, to not waste the total
processor capacity;

(2) the server period should be large, otherwise the time wasted in
context switches performed by the global scheduler will be too high.

Thus a typical cost function to be minimized may be the following:

(4.1) c1
Toverhead

P
+ c2 α

where Toverhead is the global scheduler context switch time, P is the server
period, α is the fraction of bandwidth, and c1 and c2 are two designer defined
constants.

To clarify the methodology consider the following example. Suppose we
have a set of three tasks whose task parameters are shown in Figure 3.12

i Ti Ci Di

1 4 1 4
2 10 1 10
3 25 3 25

Figure 3.12. An example: Γ3 data.

(for simplicity, we choose Di = Ti, and Ja
i = 0, but the approach is the

same in the more general case). The utilization is U = 1/4 + 1/10 + 3/25 =
47/100, hence α can never be smaller than 47/100. We adopt a fixed priority
scheduler which assigns p1 = 1, p2 = 2 and p3 = 3.

The schedule corresponding to the worst-case scenario (i.e. the critical
instant) when the application is scheduled alone on the processor is shown
in Figure 3.13.

0 2 4 6 8 10 12 14 16 18 20 22 24 26

PSfrag replacements
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τ2

τ3

Figure 3.13. Worst-case schedule of Γ3.

We are interested in first characerizing the domain of feasible servers
and then to find the best one. Here we adopt the alpha-Delta model, so we
need to calculate all the domains conforming to this model and associated
to a fixed priority scheduler.

By expanding Equation (3.11) for τ1 we obtain the following inequality:

P1 = P0(4) = {4}
∆ ≤ 4 − 1/α.(4.2)

Doing the same for τ2, we obtain:

P2 = P1(10) = {8, 10}
∆ ≤ max{8 − 3/α, 10 − 4/α}(4.3)
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and, finally, for the last task τ3:

P3 = P2(25) = {20, 24, 25}
∆ ≤ max{20 − 10/α, 24 − 12/α, 25 − 13/α}

∆ ≤ 24 − 12/α.(4.4)

In order to make all the three tasks schedulable, all the inequalities must
hold at the same time, as stated in the Equation (3.11). It follows that:

(4.5) ∆ ≤ min

{

4 − 1

α
,max

{

8 − 3

α
, 10 − 4

α

}

, 24 − 1

2
α

}

.

In Figure 3.14, we plotted the set of (α,∆) pairs defined by Equa-
tion (4.5) as a gray area whose upper boundary is drawn by a thick line.
This boundary is a piece-wise hyperbole, because it is the minimum between
inequalities, each one of them is an hyperbole. Notice that, in this particular
case, the schedulability condition for task τ2 does not provide any additional
constraint.

cost
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Figure 3.14. Γ3 example: server parameters in the (α,∆) domain.
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Instants when the server requires Q time

Figure 3.15. Worst-case schedule of Γ3 on a server with the
computed parameters.

In Figure 3.14, we also plotted a qualitative cost function that increases
as α increases, and decreases as ∆ increases (see Equation 4.1). If we min-
imize this qualitative function on the domain expressed by Equation (4.5),
the solution is α = 11

20 and ∆ = 24
11 . We can now find the period P and the

budget Q of the server corresponding to the selected solution:

∆ = 2(P −Q) α =
Q

P

then:

P =
∆

2(1 − α)
Q = αP

By substitution, we obtain the server parameters: P = 80
33 ≈ 2.424 and

Q = 4
3 ≈ 1.333.

Finally, in Figure (3.15), we show the schedule for the example appli-
cation, obtained by considering the worst-case scenario both for the time
requested by tasks and for the time provided by the server. The shaded
areas represent intervals where the server does not receive any allocation by
the global scheduler. As expected, all tasks complete within their deadlines.

As last remark, we also provide the solution of server design problem
assuming the periodic model, applied on the example task set of Figure 3.12.
When we calculate the server’s parameters as described in Section 4, we have
some spare time left due to the fact that the methodology is not tight for
the periodic model. For example, by looking at Figure 3.15, it is possible
to see that the processor is idle just before time instant t = 20. This idle
time interval is 2

11 units of time long, and can reduced if we use from the
beginning the periodic server model.

In fact, using the Zperiodic(P,Q)(t) characteristic funtion, we obtain P =
45
14 ≈ 3.214 and Q = 12

7 ≈ 1.714. By using these parameters, the task
set is still schedulable but the period is larger and the required bandwidth
(Q

P = 8
15 ≈ 0.533) is smaller than those obtained using the (α,∆) server

model.

5. Related work

The research on two-level scheduling algorithms can be considered a
hot topic in the real-time system research. A general methodology for
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temporal protection in real-time system is the resource reservation frame-
work [MRT93, Re97]. The basic idea, formalized by Rajkumar et al., is
that each task is assigned a server that is reserved a fraction of the pro-
cessor available bandwidth [RJMO98]. If the task tries to use more than
it has been assigned, it is slowed down. This framework allows a task to
execute in a system as it were executing on a dedicated virtual processor,
whose speed is a fraction of the speed of the processor. Thus, by using
a resource reservation mechanism, the problem of schedulability analysis
is reduced to the problem of estimating the computation time of the task
without considering the rest of the system. Many server algorithm have
been presented in the literature, both for fixed priority and dynamic prior-
ity schedulers [LSS95, SSL89, BB99, SB96, AB98]. In these models,
the server executes together with hard real-time periodic tasks, and it is
mainly used to handle aperiodic tasks.

Recently, many techniques have been proposed for extending the re-
source reservation framework to hierarchical scheduling.

Saewong et al. [SRLK02] proposed to use the Deferrable Server in a
hierarchical way. They present a schedulability analysis that is based on
the worst-case response time for a local fixed priority scheduler. Deng
and Liu in [DLS97, DL97] proposed a two-level hierarchical architecture,
which uses the EDF as global scheduler and a dedicated Total Bandwidth
Server [SB96] for each application. It is then possible to select the most
appropriate scheduling algorithm for each application. The paper presents
also a sufficient condition for schedulability. This work has been later ex-
tended by Kuo et al. [KL99] for using RM as global scheduling algorithm,
but the authors assume that all tasks are periodic with harmonic periods.

Lipari and Baruah in [LB00, Lip00] presented the BSS scheduling al-
gorithm that uses EDF as global scheduling algorithm, and permits to select
any scheduling algorithm as application level scheduler. The paper presents
schedulability conditions for applications that use EDF and RM as second
level schedulers. However, the algorithm is complex to implement and as-
sumes the knowledge of all task deadlines; in fixed priority scheduling, the
absolute deadline may not be specified in the implementation of the task.
Therefore, it is not possible to schedule legacy applications.

Feng and Mok [MF01] presented a general methodology for hierarchical
partitioning of a computational resource. It is possible compose schedulers
at arbitrary levels of the hierarchy. They also propose simple schedulability
test for any scheduler at any level of the hierarchy, but these tests are only
sufficient. In this paper, we will follow Feng and Mok’s initial approach.
However, while Feng and Mok concentrate their research on how to analyze
and guarantee the schedulability of an application on a partition, we will
address the inverse problem: given an application, scheduled by a local fixed
priority scheduler, how to select the “best” server.

Almeida et. al [APF02] presented a methodology for computing the pa-
rameters for scheduling messages on the FTT-CAN network protocol. Their
approach can be seen as a preliminary version of our design methodology
applied to the CAN bus.
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Finally, Lipari and Bini [LB03], and later in a similar work Shin and
Lee [SL03], provided the design of a periodic server in the case of fixed
priority and EDF as local scheduler.

Some research has already been done on hierarchical composition of
periodic servers. In particular, it is possible to perform a schedulability
analysis of a group of tasks on a server, given the pair (P,Q) assigned to the
server, the worst execution times, periods and deadlines of the tasks, and
the internal scheduling algorithm for the task group. For example, Saewong
et al. [SRLK02] presented a response time analysis for the schedulability
of such a hierarchical system.



APPENDIX A

Measuring schedulability test performance

1. Introduction

The high computational complexity required for performing an exact
schedulability analysis has lead the research community to investigate new
feasibility tests that are less complex than exact tests, but still provide a
reasonable performance in terms of acceptance ratio.

For example, Bini and Buttazzo proposed a sufficient guarantee test,
the Hyperbolic Bound [BBB03a], that has the same O(n) complexity of
the classical utilization bound proposed by Liu and Layland [LL73], but
better performance.

To increase schedulability, Han and Tyan [HT97] suggested to modify
the task set with smaller, but harmonic, periods using an algorithm of a
O(n2 log n) complexity. Other sufficient feasibility tests have been proposed
in [BLOS95, LMM03], where additional information on period relations
is used to improve schedulability within a polynomial time complexity. A
tunable test, called the Hyperplane δ-Exact Test, has recently been pro-
posed [BB04b] to balance performance versus complexity using a single
parameter.

The performance of a these schedulability conditions are typically evalu-
ated by generating a huge number of synthetic task sets and then computing
the fraction of those that pass the test with respect to the total number of
feasible ones. The resulting ratio, however, depends on the method for gen-
erating random task parameters. In particular, an important factor that
affects the overall result of the simulation is the probability density function
of the random variables used to generate the task set parameters.

In this chapter, we first introduce a metric which is well suited to mea-
sure the performance od the schedulability tests. Then we investigate how
the random generation procedure can bias the simulation results of some
specific scheduling algorithm. Finally, we present an efficient method for
generating task sets with uniform distribution in a given space, and show
how some intuitive solutions typically used for task set generation can bias
the simulation results.

2. The Optimality Degree

The reason for proposing a new metric is to provide a measure of the real
number of task sets which are schedulable by any given algorithm. The met-
rics proposed in the literature, such as the breakdown utilization [LSD89],
fail to provide an unbiased response. Hence they do not provide the correct
information about the performance of a schedulability condition [BB04a].

65
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In order to do that, we introduce a new metric: the Optimality Degree

(OD).
The OD is defined as a function of a given task sets domain D. This a

very important property because, if some task set specification is known in
advance from the design phase (e.g., some periods are fixed, or constrained
in an interval), it is possible to evaluate the performance of the test on that
specific class of task sets, by expressing the known information by means of
the domain D.

Definition 2.1. The Optimality Degree ODA (D) of an algorithm A on
the domain of task sets D is:

(2.1) ODA (D) =
|schedA(D)|
|schedOpt(D)|

where

(2.2) schedA(D) = {Γ ∈ D : Γ is schedulable by A},
and Opt is any optimal scheduling algorithm.

From this definition it follows that:

• for any scheduling algorithm A and domain D, 0 ≤ ODA (D) ≤ 1,
because every task set schedulable by A is also schedulable by Opt;

• for any optimal algorithm Opt, ODOpt (D) = 1 for all domains D.

An interesting value to focus on, is ODRM (D) considering EDF as a
reference for optimality. In fact, by denoting Gn as the domain of all possible
sets of n tasks (see Section 8 at page 35), we can measure the goodness of
the RM algorithm by evaluating ODRM (Gn).

However, the domain Gn is hard to be characterized, since the concept
of “all the possible task sets” is too fuzzy. As a consequence, ODRM (Gn)
can only be computed by simulation, assuming the task set parameters as
random variables with some probability density function (p.d.f.). In order to
make the ODRM (Gn) metric less fuzzy and to find some meaningful result,
we need to reduce the degrees of freedom of domain Gn.

An important classification of the task sets is based on its utilization U .
Hence, we could be interested in knowing how many task sets are schedulable
among those belonging to a domain D with a given utilization U .

Notice that by using the utilization upper bound we can only say that a
task set is schedulable if U ≤ Uub(D), but there is still uncertainty among
those with U > Uub(D). Instead by using the Optimality Degree the number
of schedulable task sets can be measured by:

(2.3) ODRM (D, U) = ODRM

(

D ∩
n∑

i=1

Ui = U

)

The relation between ODRM (D, U) and Uub(D) is expressed more for-
mally in the following Theorem.

Theorem 2.2. Given a domain of task sets D, the following relation-
ships hold:

(2.4) ODRM (D, U) = 1 ∀U ∈ [0, Uub(D)]
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(2.5) 0 < ODRM (D, U) < 1 ∀U ∈ (Uub(D), 1)

Proof. From definition utilization upper bound Uub(D), at page 35, it
follows that all the task sets having utilization U ≤ Uub(D) are schedulable
by RM, thus Equation (2.4) holds. From the same definition, since Uub(D)
is the maximum utilization bound there must be some task set in D which
is not schedulable, hence:

ODRM (D, U) < 1.

From Lemma 8.2 it follows that for every value of utilization U < 1 it is
always possible to build a task set which is schedulable by RM. Hence:

ODRM (D, U) > 0

which proves the theorem. �

To derive a numeric value from ODRM (D, U), we need to model the
utilization as a random variable with a p.d.f. fU (u) and then compute the
expectation of ODRM (D, U).

Definition 2.3. We define Numerical Optimality Degree (NOD)
as the expectation of ODRM (D, U), which is:

(2.6) NODRM (D) = E[ODRM (D, U)] =

∫ 1

0
ODRM (D, u) fU (u)du.

As for the average 88% bound derived by Lehoczky et al. [LSD89], in
order to achieve a numerical result we have to pay the price of modelling a
system quantity (the utilization U) by a random variable. If we assume the
utilization uniform in [0, 1] Equation (2.6) becomes:

(2.7) NODRM (D) =

∫ 1

0
ODRM (D, u) du

which finalizes our search. In fact, this value well represents the fraction of
the feasible task sets which are schedulable by RM in the following hypothe-
ses:

• the task sets belong to D;
• the utilization of the task sets is a uniform random variable in [0, 1].

Moreover, as expected, we have that:
∫ 1

0
ODRM (D, u) du =

∫ Uub(D)

0
ODRM (D, u) du+

∫ 1

Uub(D)
ODRM (D, u) du =

∫ Uub(D)

0
1 du+

∫ 1

Uub(D)
ODRM (D, u) du =

Uub(D) +

∫ 1

Uub(D)
ODRM (D, u) du

and then:

(2.8)

∫ 1

0
ODRM (D, u) du ≥ Uub(D)
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which shows that the metric NOD is capable of measuring also the schedula-
ble task sets whose utilization is greater than Uub, and it is then the unbiased
metric we were researching for.

3. Synthetic task sets generation

This section analyzes some common techniques often used to randomly
generate task set parameters. Positive and negative aspects are highlighted.

3.1. Generating periods. Under fixed priority scheduling, task peri-
ods significantly affect the schedulability of a task set. For example, it is
well known that when

∀i = 1, . . . , n− 1 Ti evenly divides Ti+1

and relative deadlines are equal to periods then any task set with total
utilization less than or equal to 1 can be feasibly scheduled by RM [KM91],
independently of the computation times.

Whereas task execution times can have great variations, due to the effect
of several low-level architecture mechanisms or to the complex structure of a
task, task periods are more deterministic, since are defined by the user and
then enforced by the operating system. As a consequence, the assumption
of treating task periods as random variables with uniform distribution in
an given interval may not reflect the characteristics of real applications and
could be inappropriate for evaluating a schedulability test. For example,
using a uniform p.d.f., possible harmonic relations [KM91] existing among
the periods cannot be replicated.

On the other hand, at an early stage of evaluating a guarantee test
without any a priori knowledge about the environment where it is going to
be used, assuming some probability density for the period is something we
cannot avoid.

3.2. Computation times generation. Once task periods Ti have
been chosen, the performance evaluation phase requires the computation
times Ci to be generated. Unless we have specific information about the
tasks, the most natural choice is assuming a uniform distribution in [0, Ti]
for Ci. Notice that, since computation times Ci and utilizations Ui differ by
a scaling factor of Ti, this is equivalent of assuming each Ui to be uniform
in [0, 1].

In order to evaluate the impact of application with different total utiliza-
tion, a desirable feature of the generation algorithm is the ability to create
synthetic task sets with a given utilization factor U . Hence, individual task
utilizations Ui should be generated with a uniform distribution in [0, U ], sub-
ject to the constraint

∑
Ui = U . Implementing such an algorithm, however,

hides some pitfalls. In the next paragraphs we will describe some “common
sense” algorithms, discuss their problems, and then propose a new efficient
method.

Before entering into the details of the generation algorithms, it is now
necessary to define a new quantity in order to measure the utilization dis-
parity introduced by the routines.
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Definition 3.1. Given a set of n utilizations {U1, . . . , Un}, we define
the U -difference δ as:

(3.1) δ =
maxi{Ui} − mini{Ui}

∑n
i=1 Ui

.

If δ = 0, all the task utilization factors are the same (meaning the min-
imal difference), whereas δ = 1 denotes the maximum degree of difference.
Also notice that scaling all the Ui by the same factor does not alter the value
of δ because the scaling factor can be brought outside from the max, the
min and the sum, and then simplified.

3.3. The UScaling algorithm. A first intuitive approach, referred to
as the UScaling algorithm, is to generate the Ui’s in [0, U ] and then scale

them by a factor U
Pn

1 Ui
, so that the total processor utilization is exactly U .

The UScaling algorithm has an O(n) complexity and, using Matlab syntax1,
can be so coded:

function vectU = UScaling(n, U)

vectU = rand(1,n); % n uniform random variables in [0,1]

vectU = vectU.∗U ./sum(vectU); % the sum is scaled to U

Unfortunately, the consequence of the scaling operation is that task sets
having similar Ui’s (those with δ close to 0) are generated with higher prob-
ability.

Figure A.1 illustrates the values of 5000 utilization tuples, generated by
the UScaling algorithm with n = 3 and U = 1. As expected, the generated
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Figure A.1. Result of the UScaling algorithm.

values are more dense around the point where all the Ui are equal to U
n . Since

1Note that in Matlab arrays can be assigned as variables.
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these task sets are penalized by RM [BB04a], generating the utilizations by
the UScaling algorithm is pessimistic for RM and may then bias our opinion
about some experiment.

3.4. The UFitting algorithm. A second algorithm for generating task
sets with a given utilization U consists in making U1 uniform in [0, U ], U2

uniform in [0, U −U1], U3 uniform in [0, U −U1 −U2], and so on, until Un is

deterministically set to the value Un = U −
∑n−1

i=1 Ui. This method, referred
to as UFitting, can be described by the following code:

function vectU = UFitting(n, U)

upLimit = U ;

for i=1:n−1,

vectU(i) = rand∗upLimit; % Generate uniformly in [0,upLimit]

upLimit = upLimit−vectU(i);

end

vectU(n) = upLimit;

The UFitting algorithm has an O(n) complexity, but has the major disadvan-
tage of being asymmetrical, meaning that the U1 has a different distribution
than U2, and so forth.

Moreover, as depicted in Figure A.2, the achieved distribution is again
not uniform, and task sets having different values of Ui’s (those with δ close
to 1) are generated with higher probability. Hence, for the opposite reason of
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Figure A.2. Result of the UFitting algorithm.

the algorithm UScaling, generating the utilizations by the UFitting algorithm
favors RM with respect to EDF.
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3.5. The UUniform algorithm. The problems described above can be
solved though the following method, referred to as the UUniform algorithm:

function vectU = UUniform(n, U)

while 1

vectU = U .∗rand(1,n−1);

if sum(vectU) <= U % boundary condition

break

end

end

vectU(n) = U−sum(vectU);

As depicted in Figure A.3, the UUniform algorithm generates task uti-
lizations with uniform distribution. The problem with this algorithm, how-
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Figure A.3. Result of the UUniform algorithm.

ever, is that it has to run until the boundary condition is verified once (see
the code of UUniform). To evaluate how often this condition happens, the
following lemma is provided:

Lemma 3.2. Let us define Ln(A) as:

(3.2) Ln(A) =

{

x ∈ Rn : xi ≥ 0,
n∑

i=1

xi ≤ A

}

.

Then, for every integer n and for all A > 0 we have

(3.3) |Ln(A)| =
An

n!
.

Proof. We will proceed by induction on n. For n = 1, Ln(A) reduces
to the interval [0, A], hence, its measure is clearly A.
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Now, assume that equality (3.3) is true for n− 1 and for all A > 0. In
particular, we have

|Ln−1(A)| =
An−1

(n− 1)!
.

Therefore

|Ln(A)| =

∫ A

0
dxn

∫

Ln−1(A−xn)
dx1 · · · dxn−1 =

∫ A

0

(A− xn)n−1

(n− 1)!
dxn

for the inductive hypothesis. Defining y = (A− xn) we can write:

|Ln(A)| =

∫ A

0

yn−1

(n− 1)!
dy =

An

n!

as required. �

So, for Lemma 3.2, the probability of hitting the boundary condition is
1

(n−1)! .
2 For this reason this algorithm is simply unpractical.

3.6. The UUniFast algorithm. To efficiently generate task sets with
uniform distribution and with O(n) complexity, we introduce a new algo-
rithm, referred to as the UUniFast algorithm. It is built on the consideration
that the p.d.f. of the sum of independent random variables is given by the
convolution of their p.d.f.’s. Given that the i random variables are uniformly
distributed in [0, 1] (so their p.d.f.’s are 1 in [0, 1] and 0 everywhere else) the
convolution is a piecewise polynomy of the (i−1)th degree. In our fortunate
case, the sum of the variables must be less than or equal to a value b ≤ 1,
thus the p.d.f. of the sum of the uniform variables, constrained to be less
than or equal to b, is:

(3.4) fi(u) =

{
i
b

(
u
b

)i−1
if u ∈ [0, b]

0 otherwise

Hence, the cumulative distribution function (c.d.f.) is:

(3.5) Fi(u) =







0 if u ≤ 0
(

u
b

)i
if 0 < u ≤ b

1 if u > b

Using this c.d.f.’s, the UUniFast algorithm first generates a value of the
sum of n−1 variables. Then it sets the first utilization equal to the difference
between U and the just generated value. So it keeps generating the random
variable “sum of i uniform variables” and computing the single utilization
Ui as the difference with the previous sum. The algorithm can be precisely
described by the following code:

function vectU = UUniFast(n, U)

sumU = U ; % sum of n uniform variables

for i=1:n−1,

nextSumU = sumU.∗randˆ(1/(n−i)); % sum of n−i uniform variables

vectU(i) = sumU − nextSumU;

2We truly experienced this infinitesimal number when, in order to generate just a 8
tasks’ set we needed 3 hours!
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sumU = nextSumU;

end

vectU(n) = USum;

As we can see from the code, the complexity of the UUniFast algorithm
is O(n) and the generated utilization tuples are characterized by a uniform
distribution. (the result is the same as that illustrated in Figure A.3).

An O(n log(n)) version of the same algorithm, thought expressed more
intuitively, is to generate n− 1 uniform values in [0, U ], add 0 and U to the
vector, sort it, and then set the utilizations equal to the difference of two
adjacent values [Mar04]. This algorithm, labelled UUniSort, is so coded:

function vectU = UUniSort(n, U)

v = [0, rand(1,n−1), U ];

sumU = sort(v);

vectU = sumU(2:n+1)−sumU(1:n);

This last algorithm, even if more complex by a factor log(n), is probably
the most elegant and generates exactly the same result as the UUniFast.

3.7. Algorithm Comparison. A final simulation is presented to il-
lustrate how these methods differ in terms of distribution of the points.
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Figure A.4. Value of δ for different generating methods.

Figure A.4 shows the probability density function of the U -difference
parameter defined in Definition (3.1), when n = 8 and 2 · 105 random task
sets are generated. As clear from the graphs, the results of this experiment
are consistent with all the considerations discussed above.
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Garćıa, Utilization bounds for multiprocessor rate-monotonic scheduling, Real-
Time Systems 24 (2003), no. 1, 5–28.

[LHS+98] Chang-Gun Lee, Joosun Hahn, Yang-Min Seo, Sang Lyul Min, Rhan Ha,
Seongsoo Hong, Chang Yun Park, Minsuk Lee, and Chong Sang Kim, Anal-

ysis of cache-related preemption delay in fixed-priority preemptive scheduling,
IEEE Transactions on Computers 47 (1998), no. 56, 700–713.

[Lip00] Giuseppe Lipari, Resource reservation in real-time systems, Ph.D. thesis,
Scuola Superiore S.Anna, Pisa, Italy, 2000.

[LL73] Chung Laung Liu and James W. Layland, Scheduling algorithms for multipro-

gramming in a hard real-time environment, Journal of the ACM 20 (1973),
no. 1, 46–61.

[LMM03] Sylvain Lauzac, Rami Melhem, and Daniel Mossé, An improved rate-

monotonic admission control and its applcations, IEEE Transactions on Com-
puters 52 (2003), no. 3, 337–350.

[LSD89] John P. Lehoczky, Lui Sha, and Ye Ding, The rate-monotonic scheduling

algorithm: Exact characterization and average case behavior, Proceedings of
the 10th IEEE Real-Time Systems Symposium (Santa Monica, CA USA),
December 1989, pp. 166–171.

[LSP04] Chang-Gun Lee, Lui Sha, and Avinash Peddi, Enhanced utilization bounds

for QoS management, IEEE Transactions on Computers 53 (2004), no. 2,
187–200.

[LSS95] John P. Lehoczky, Lui Sha, and Jay K. Strosnider, The deferrable server al-

gorithm for enhanced aperiodic responsiveness in hard real-time environment,
IEEE Transactions on Computers 44 (1995), no. 1, 73–91.

[LW82] Joseph Y.-T. Leung and J. Whitehead, On the complexity of fixed-priority

scheduling of periodic real-time tasks, Performance Evaluation 2 (1982), no. 4,
237–250.

[MA98] Yoshifumi Manabe and Shigemi Aoyagi, A feasibility decision algorithm for

rate monotonic and deadline monotonic scheduling, Real-Time Systems 14

(1998), no. 2, 171–181.
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Computing and Networking (San José, CA USA), vol. 3310, January 1998.

[SAMR03] Kiran Seth, Aravindh Anantaraman, Frank Mueller, and Eric Rotenberg,

FAST: Frequency-aware static timing analysis, Proceedings of the 24th IEEE
Real-Time Systems Symposium (Cancun, Mexico), December 2003, pp. 40–
51.

[SB96] Marco Spuri and Giorgio C. Buttazzo, Scheduling aperiodic tasks in dynamic

priority systems, Journal of Real-Time Systems 10 (1996), no. 2, 179–210.
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