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Abstract

HE average age of the population is steadily and relentlessly increasing and
T by consequence the need for rehabilitation and motor therapy sessions. These
longer life expectancies, if coupled with the problem of the decreasing availability
of public money for the healthcare sector, is likely to turn into a degradation of
the quality of care to the whole population.

A tendency of the last years is to enhance the usage of self-care procedures,
such as a motor therapy sessions and rehabilitation exercises performed outside
the formal healthcare structures, institutions and hospitals. In particular, the
diffusion of an efficient tele-rehabilitation system leads to substantial advantages,
particularly when there is the need of intensive rehabilitation or rehabilitation in
chronic phases. In fact, tele-rehabilitation offers many benefits, allowing the access
to health care over distance as well as an improved medical data sharing, with
consequent advantage for patients, family, caregivers, clinicians, and researchers.

The aim of this Ph.D. thesis is to design, develop, and test embedded systems
methodologies for supporting tele-rehabilitation procedures. The first specific goal
is to design a comprehensive tele-rehabilitation framework, investigating all as-
pects of its architecture. The second goal is to design and produce a wearable
device, which overcomes most of the limitations of the devices already existing
on the market. The third one is to investigate the feasibility of a communica-
tion protocol running in concurrency with Bluetooth Low Energy, which allows
providing the clock synchronization and real-time communication between nodes.
Another objective is to evaluate the use of the developed wearable devices with
several applications and user interfaces, both on PCs, tablets and smartphones,
with the aim of investigating and testing their possible use in tele-rehabilitation
and in other medical fields. Finally, an important part of the research is dedicated
to the development of a multitasking extension to the Arduino framework, to en-
hance it and make it powerful, while still keeping simplicity of use. It can be used
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iv ABSTRACT

a preliminary validation of the system before the real prototype of the medical
device is ready.

Chapters overview

This thesis is structured as follows. The first chapter gives a broad overview
of the subject. In particular, tele-rehabilitation is discussed by different points
of view, as well as its perspectives. Moreover, once clarified the needs generally
required by these types of rehabilitation, an outline of the necessary technologies
to design high-tech devices meeting those needs is presented.

Once defined this overview about tele-rehabilitation, the second chapter goes
into details describing the complete architecture of the proposed tele-rehabilitation
framework. In particular, this chapter reviews all components of this framework,
taking into account all the actors involved in tele-rehabilitation and their inter-
connections.

The third chapter enters inside the core of the faced problem: it is in fact de-
scribed the development of wearable devices needed to acquire useful parameters
as requested by doctors to practice tele-rehabilitation, such as the knee flexion/ex-
tension angle. Both its hardware and software are described in detail. Moreover,
some experiments which assess the accuracy of the measures and the responsive-
ness of the developed device are presented.

The fourth chapter, instead, deals with one of the most innovative aspects of
the device: a custom radio protocol concurrently running within radio reservation
of BLE. Specifically, a formal theoretical analysis it is first presented, and then the
adopted implementation on the device is described.

Chapter five describes several graphical user interface. They are developed
not only for demonstration purposes, namely to demonstrate the functionality of
the devices in the field of tele-rehabilitation, but also to show and concretely test
the application functionality developed with the therapists for the clinical trial
performed with real patients.

The sixth chapter presents an extension to the Arduino framework, enhancing
it with the capability of developing multitasking and real-time applications. Such
an extension is useful for developing the new devices prototyping with a lot more
possibilities compared to the original Arduino programming model.

Finally, the seventh chapter is devoted to conclusions. Particular attention is
spent on future works, while at the same time trying to bring unity to obtained
results with regard to individual issues that are addressed in the previous chapters.
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Chapter 1

Introduction

“...we are in the midst of a silent revolution. It is a revolution
that extends well beyond demographics, with major economic, social,
cultural, psychological and spiritual tmplications.”

- United Nations Secretary General Kofi Annan, at the launching of the United
Nations International Year of Older Persons 1998

HE progressive aging population is demanding increasing resources to meet
Tthe needs for health care of a growing number of elderly people. While
medical advances enable the population to keep it longer in good health than in
the past, much more can be done for the prevention and home care. One way to
address the problem is to develop tele-rehabilitation services by using innovative
technologies to allow the patient to be quickly dismissed from the hospital and
to follow a rehabilitation program at home, under constant medical supervision.
The diffusion of efficient, flexible, easy to use and economical tele-rehabilitation
systems, would lead to a series of advantages, both for the patient and the hospital
structure:

e To send data instead of having patients moving from their home;

e To promptly deal alarm situations;

e To improve the quality of life for patients, reducing the discomfort of
hospital stay and the movement from home to physiotherapy office;

e To reduce hospital workload;

e To provide uninterrupted service, even 24/7.

1



2 1. INTRODUCTION

One of the main factors that progressively reduces the activity level of an
elderly person is the onset of diseases of the skeletal system, in particular at the
osteo-articular level. Currently, these problems are treated by drugs as far as
possible, but more often by surgery. This trend is also due to innovations in surgical
techniques that have made surgery much less invasive and therefore bearable even
in old age. Nevertheless, the post-operative rehabilitation is often very long and the
occurrence of complications is quite common, even after several weeks or months
after the surgery, resulting in a significant increase of public health cost, or in a
reduced quality of service because of lack of adequate resources. To cope with such
growing needs, it would be desirable to manage the rehabilitation in a more efficient
and effective way: for example, by reducing the access time to the structures by
the patient and allowing the personnel to follow a greater number of patients, while
maintaining or even increasing the quality of service. Tele-monitoring enables the
possibility of transmitting some interesting parameters to a remote location for the
clinical evaluation of patients who require continuous monitoring of their health
conditions. On the other hand, tele-rehabilitation allows a patient, as a result of a
traumatic event, to receive therapies, indications and aid directly at home during
the rehabilitation phase.

1.1 Background

The growing number of elderly people, in a progressively aging population, is
driving the demand for increased resources to meet health care needs. Medical
advances have enabled the population to remain in good health longer than in the
past, but there is still much to do. According to the OECD E] report “Health at a
Glance 2015”7, which was published in November 2015 and presents the most recent
comparable data on the performance of health systems in OECD countries, quality
of care indicators for both primary care and hospital care in Italy are above the
OECD average in many areas, despite its levels of health spending are below other
high-income OECD Countries. However, Italy is lagging behind in some areas,
especially in long-term care. Life expectancy in Italy, at 82.8 years in 2013, is the
fourth highest in the OECD. Life expectancy at age 65 is also among the highest
across the OECD and has increased over the years. However, health indicators
at age 65 are consistently poorer than in other OECD countries and the average

!Organisation for Economic Co-operation and Development



1. BACKGROUND 3

number of healthy life years at age 65 is the sixth lowest among OECD countries,
with 7 years free of disability for women and about 8 years for men. At the same
time, the provision of long-term care (LTC) for the elderly remains poorer than in
most OECD countries.

In response to most people’s preference to receive LTC services at home, many
OECD countries have over the past decade implemented programs and benefits
to support home-based care, in particular for older people. In most countries
for which trend data are available, the proportion of LTC recipients aged 65 and
over receiving long-term care at home has increased over the past ten years, with
particularly large increases in Sweden, France and Korea. Often this is the result
of specific policies: for example, Sweden has reduced its institutional care capacity
in an effort to encourage community care, while France has adopted a multi-year
plan to increase home nursing care capacity to 230 000 by 2025.

Italy is not considered among the countries adopting these innovative policies,
but at the same time, our country stands out for having a negative record regarding
the resources it allocated for delivering LTC services to individuals outside of their
home. In fact, on average across OECD countries, there were 45 beds in LTC
institutions and 5 beds in LTC departments in hospitals per 1000 people aged 65
and over in 2013. Belgium had the highest number of LTC beds in 2013, with
around 72 beds per 1000 people aged 65 and over in LTC institutions. On the
other hand, there were fewer than 20 beds per 1000 people aged 65 and over in
LTC institutions or in hospitals in Italy and Poland.

In a realistic future perspective, it is difficult to think that Italy will increase
the number of resources available for delivering LTC services to individuals in
institutions and hospitals. In fact, a number of cost-containment measures have
been adopted by following the economic crisis to reduce public spending on health
in Italy. Furthermore, growth in health spending per capita in real terms has
been negative in Italy since 2011, with both public and private health spending
showing a continuous drop. More specifically, health spending per capita in Italy
has dropped by 3.5% in real terms in 2013, the third year that it has fallen, and
preliminary estimates point to a further reduction of 0.4% in 2014. As a result,
per capita spending on health in Italy still remains below the level prior to the
economic crisis and well below the level of other high-income OECD countries: in
this context, the best solution is to invest privately with the aim of ensuring the

provision of innovative LTC services at home.
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In particular, the implementation of technologies such as tele-rehabilitation
could potentially be the answer to this problem: tele-rehabilitation in fact is an ef-
fective means of providing services to patients without a need for both the patient
and the professional having to be in the same location. Innovative technologies
such as this would allow patients to be quickly dismissed from the hospital, while
still being monitored, and provided with constant medical and professional super-
vision.

The diffusion of efficient, flexible, easy to use and economical tele-rehabilitation
systems would lead to a number of advantages, both for the patient and the hos-
pital structure. For example, tele-rehabilitation applications have importance for
rural older patients, because the access to health care in general and rehabilitation
services in particular is more difficult for them. Lack of access to new technol-
ogy’s services prevent rural residents with disabilities from receiving appropriate
services. At the same time, thanks to tele-rehabilitation, there is also a costs re-
duction for public health and a subsequent improvement in the quality of services
offered.

One area of intervention in which tele-rehabilitation is particularly urgent in
Italy is the prosthetic surgery: in fact, with over 200 thousand operations per
year, Italy ranks among the top countries in Europe for the number of prostheses
implanted. This is a huge number, bounded to grow in the future. According
to what emerged during the 100th Congress of the Italian Society of Orthopedics
and Traumatology, held in November 2015, in the last 15 years there has been
an increase of 226% of prosthetic knee implants: nowadays, in fact, more than
85 thousand knee prostheses are implanted each year. Patients undergoing this
surgery need post hospitalization, rehabilitative care, and in some cases, this can
be a long-term necessity; however, it is not necessarily always easy to achieve.
Moreover, an interesting feature is that the boom of the interventions for the
prosthesis implantation, which occurred in recent years, it is not just about older
people, but also young people, among whom the increase was 283% for prosthetic
knee implants. This was also possible thanks to new techniques and new materials,
more and more guaranteed.

In conclusion, much progress has already been made, but there is still much
to be done to make them accessible to all, especially to the most disadvantaged
people. Perhaps the use of new technologies for the tele-rehabilitation can truly

allow the quantum leap in people’s lives that we are still looking for, since “real
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progress happens only when advantages of a new technology become available to
everybody.”

1.1.1 Tele-rehabilitation and its perspectives

Tele-rehabilitation is one of the special fields of tele-medicine’s application and
indicates the remote use of rehabilitation services using telecommunications tech-
nology as the service delivery medium [Rus07], thereby minimizing the barriers of
distance, time, and cost. More specifically, “tele-rehabilitation can be defined as
the application of telecommunication, remote sensing, and operation technologies,
and computing technologies to assist with the provision of medical rehabilitation
services at a distance” [CFBT01|. Therefore, the objective of a tele-rehabilitation
program is to develop and validate advanced ICT systems and clinical protocols
for delivering remote rehabilitation treatments (i.e. home-based rehabilitation
programs), thus improving both the objective and subjective results of patients,
increasing accessibility to rehabilitation services and creating the least restrictive
environment.

Tele-rehabilitation is so a new and promising field for delivering rehabilitation
services to underserved and geographically remote clients, but one that still re-
quires much advancement in research and policy development: in fact, the use
of tele-rehabilitation is still not widespread, and this is due to different reasons.
Probably, rather than the reduced flexibility of the technologies that are funda-
mental to cover the different needs of rehabilitation patients, as well as the lack
of economic studies to assess the costs and benefits of this type of treatment, the
biggest problem is the inadequate coverage of the Italian territory with broadband
services (e.g. ADSL, WIFI, optical fiber). According to the DEST 2015 E], in terms
of connectivity Italy ranks 27th among the 28 EU countries, while in terms of the
propensity of individuals to use Internet services, Italy scores ranks 26th among
EU countries.

The growth of broadband, nowadays, is too slow to reach the targets of the
Digital Agenda of the EU, indicated by the National Strategy for ultra-wideband,
which require 100% coverage at 30 Mbps and at least 50% of the coverage to
100 Mbps by 2020. Fortunately, encouraging signs seem to come from ISTAT

2Digital Economy and Society Index, that is to say a composite index created by the
Furopean Commission that summarizes relevant indicators on Europe’s digital perfor-

mance and tracks the evolution of EU member states in digital competitiveness
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data: as reported by a press release issued by the statistics’ Institute on December
21, in fact, in 2015 grew the number of families connected to the Internet via
broadband, while the share of firms that use has remained stable and close to
saturation. In both cases, increased the connection in mobile broadband: the
usage quota by households increased from 27.6% in 2014 to 30.1%, while that
of enterprises with at least 10 employees by 60.0% to 63.3% (49.8% in 2013).
Furthermore, government, regions and private institutions (such as Telecom Italia)
are adopting various measures to decrease the digital divide; the development of
tele-rehabilitation can contribute in this regard, also because it concerns the part
of the population (the elderly) that is less likely to use the internet services.

Orthopedic rehabilitation

The main goal of orthopedic rehabilitation is to achieve the functional recov-
ery of the musculo-skeletal segment who underwent surgery. Its procedures solicit
the motility recovery levels of the injured joint, with the aim of improving the
functional autonomy of the patient. Not surprisingly, usually orthopedic rehabili-
tation already begins immediately after the surgery, through the use of a series of
devices and customized programs that allow the patient to perform a particular
movement, such as flexing a limb or walking. Limb motion is, therefore, the main
aim of physiotherapy, as its absence after surgery often causes the adaptation to
perform abnormal movements that alter the balance of the musculo-skeletal sys-
tem and can become the cause of diseases: in fact, they can keep going or even
worsen the initial pathological condition. Furthermore, not only the total absence
of movements, but even its incorrect execution can cause over time the loss of
motor patterns or otherwise can result in incorrect patterns.

These considerations make clear once again that the possibilities offered by the
tele-monitoring and tele-rehabilitation represent a strong incentive to functional
recovery of the patient, who will be encouraged to do exercises on a frequent basis
in the autonomy offered by their home. After the surgery, the patient will initially
be followed in hospital directly from the therapist who will determine its articular
flexibility (i.e. the “Range of Motion”, that indicates the degrees of freedom al-
lowed by a specific articulation) and will make a first assessment of muscle strength
around the injured area, and also of the accused pain by the patient. In this way,
the therapist can develop a personal plan of treatment according to the specific
needs of the subject. On average, the therapy sessions usually last 30-60 minutes.
These sessions can include stretching, manual therapy, and various exercises, but
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their basic purpose is to teach the patient how to correctly perform the exercises.
After the patient has a better understanding of his injury and techniques that will
be used, the therapy sessions will be carried out at the patient’s home, and he will

be remotely monitored by the therapist, with all the resulting benefits.

Neuromotor rehabilitation

After outlining the most significant aspects of tele-rehabilitation and empha-
sizing the orthopedic rehabilitation, we now turn our focus to a new branch of
rehabilitation: the neuro-rehabilitation also called “neurological rehabilitation”.
It refers to a specific area of medicine that deals with the functional recovery of
patients with diseases of the central nervous system. Although this discipline was
almost unknown in the past and was mostly attributed to the genus of orthopedic
rehabilitation, its recent growth is due to the significant attention that the same
World Health Organization is demonstrating against the mentally challenged.

Last September, indeed, the WHO E] even stated in a report that “People with
mental disabilities are one of the most vulnerable groups in the world” and that
“Mental health has for too long ignored in initiatives for human development and
quality of life. Policies and programs for development that can be sustainable and
be successful require a new focus to these issues, through an increase in the recogni-
tion of the connections between development programs and mental and emotional
well-being, and the inclusion of people with mental disabilities and mental and
physical, to reach a development that will really involve all of them”.

Moreover, the WHO also estimates that globally one person out of four, in
their lifetime, will face an experience linked to mental health problems, situations
responsible for a high rate of mortality and disability, respectively quantifiable and
8.8% in 16.6% of the disease due to health conditions in low and middle-income
countries. These data are associated with those presented in the introduction to
highlight once again the binding nature of the problem and the need to provide
an alternative system to the hospital stay.

When it comes to disorders of the central nervous system, reference is made
especially to stroke, multiple sclerosis, traumatic brain injury, Parkinson’s disease
and spinal cord injuries. After suffering damage of this kind, you lose a part of
the autonomy and ability to perform independently simple gestures of daily living

such as walking, dressing, bathing. In cases of stroke, even patients who manage

3World Health Organization
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to retain the ability to walk, have substantial limitations in movement and tend to
develop compensatory strategies that can lead to abnormal patterns of the step.
Tele-rehabilitative therapy therefore aims not only improving the walking abil-
ity of the patient and help him recover the use of the injured limb, but also at
enabling him /her to do everything allowing those “connections between develop-
ment programs and mental and emotional well-being” which are then carried out
with the use of a device worn comfortably in the quiet and autonomy of their

home, without sacrificing the care by competent medical personnel.

Embedded systems

The integration of hardware and software technology, and in particular the
field of embedded computing systems, can be fruitfully exploited to support tele-
rehabilitation systems. An embedded system is a combination of hardware and
software, with fixed or programmable functionality, specifically designed for a par-
ticular application. The term embedded identifies all those systems defined as
“special purpose” (systems designed to perform a specific activity) as opposed to
traditional calculators that are, in turn, defined as “general purpose”; this def-
inition is precisely given for the wide variety of applications in which they are
involved. Embedded systems can be realized with electronic techniques as well
(Application-Specific Integrated Circuit”) or implementing some required func-
tionality in software.

Initially, embedded systems were reserved for critical industrial applications,
such as control of rockets and satellites, aircraft inspection and various military
applications. Today, the proliferation of such systems is widespread: 98% of all
products are currently designed for embedded systems. Fields of application in-
clude the industrial, transport and aerospace, medical devices, telecommunications
equipment, home entertainment. This has been made possible through the use
of programmable microcontrollers, their flexibility in various applications, their
miniaturization and increased performance of the devices.

Therefore, it can be certainly stated that today’s microcontroller-based systems
are one of the main solutions in many industry sectors (automotive, industrial
control) and the consumer market (phones, MP3 players). The global embedded
systems market was esteemed at 140.56$ billion in 2013 and is forecasted to achieve
214.24$ billion by 2020 [res16].
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Real-Time systems

Within the large domain of embedded systems, the area of “real-time systems”
refers to computing systems in which the correctness of operations does not only
depend on the validity of the results obtained, but also on the time at which such
results are generated [SR88|. The term “real” means that the system response
to external events must take place during the evolution of them: the system time
and time of the external environment must run at the same speed [But06b].

In particular, real-time systems can be divided into two categories identified
as follows (see Figure [1.1).

A real-time task is said to be soft type if the violation of a deadline involves
a performance degradation without compromising the proper functioning of the
system. Typical soft tasks are interactions with the user (business graphics and
visualization, debug management, acquisition commands, save to disk), Quality of
Service (QoS) network policies, multimedia applications as well as those of slow
control loops such as control of heating and ventilation.

A real-time task is said to be hard type if the violation of any of its deadline
may cause a catastrophic event on the system. As an example, in an automatic
control application, these hard real-time activities are the acquisition of sensory
data, the detection of a fault condition, the control of actuators and automatic
devices, action planning systems that interact closely with the environment. They
can be found in highly critical applications, such as the control of nuclear facilities,
aircraft aeronautical and space, military systems or technologies in the medical
field.

More robust guarantees about the functioning of the system, running under
all possible operating conditions, can be obtained through adopting special de-
sign techniques, such as static analysis methodologies of the code, mechanisms
for the kernel of the operating system explicitly designed to manage temporal
events [Sta88|:. The operating systems mechanisms that mostly affect time pre-
dictability are:

e task scheduling algorithms;

e mutual exclusions mechanisms;
e synchronization mechanisms;

e communications protocols;

e interrupt handling techniques;

e memory management.
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Criticality

QoS management High performance Safety critical

Timing constraints

FIGURE 1.1. Relationship between temporal constraints and applications

1.2 Objectives
Sineesny work is part of an Industrial Ph.D. Program, which has been funded

framework.
The main objective of the thesis is—to—exploitreal-time systems toallowa

To achieve these goals, the starting point has been the investigation of the

real-time monitoring framework aimed at supporting tele-rehabilitation sessions
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One of the most relevant results of this work has been to show that the developed knee rehabilitation framework is competitive with traditional rehabilitation systems and can be effectively used in the hospital, allowing the therapist to adjust the system according to rehabilitation needs.


1. OBJECTIVES 11

for lower limbs functional recovery: the purpose is—to-investigate—allthepossible

usagq scenarios, to conceptualize them and then fit them in a real, efficient and
innovative prototype that has been realized. Iadtaet—thesubsequent—objectiveis
to develop a system based on a wireless MEMS inertial sensor network to moni-
tor and gather human body movements that should be particularly precise, when
analyzing knee movements, to gather the acceleration and the angular velocity
of it. In fact, thesq devices generally present on the market suffers from several
drawbacks, such as the requirement of meticulous calibration and signal prepro-
cessing procedures. In particular, during the development of these sensors, one
key objective has been to take into account the needs and concrete problems that
emerged on the sensors of this type already present on the market. Moreover,
to design a really consumer-centered system, the sensor isdeveloped according to
specific requirements requested by an expert team of physiotherapists. The pre-

sented rehabilitation system is-developed-accordin

Furthermore, the 3D avatar

made by the medical team, with the great satisfaction of the hospital Versilia” in

ol followed the requests
Viareggio that is currently using our application in a clinical trial lasting one year.
Last but not least, this work also pursued a really challenging, innovative and
more comprehensive goal: extending the Arduino framework in order to have an
improved prototyping platform to test new sensors and new device prototypes.
It seamlessly enhances the original Arduino programming model by allowing the
user to write real-time multitasking application and thus having the possibility to
program several concurrent tasks, which is impossible to explicitly express with
the original version of Arduino. The proposed extension is fully in line with the
Arduino philosophy: in fact, it maintains the simplicity of use which is the main
factor that determined the Arduino wide spreading. Whit this extension, the code
of the user applications becomes more clear, more efficient and easily manage-
able: the execution timing of the various activities are fully respected without any
additional effort from the user.
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precision, response times, energy consumption, wireless charging mode, simple user interface, and compatibility with all modern smartphones and tablets.


12 1. INTRODUCTION

From a conceptual and systematic point of view, this thesis is built around five
main points. These are:

e the general architecture of a tele-rehabilitation framework;

e the development of wearable sensors with the latest available technologies;

e the investigation and implementation of a concurrent radio protocol to
the BLE on a single chip;

e the development of various user interfaces to evaluate the use of sensors
in different medical and non-medical areas;

e the multitasking extension of the Arduino framework.

All these points are detailed discussed and evaluated: the results are then interre-
lated, with the aim of providing a complete overview, both for the analysis of the

achieved results and the possible future developments.

1.3 Used methodology

After a detailed literature review, a number of meetings have been organized
with physicians and physiotherapists to understand what types of physiological
parameters are relevant to tele-rehabilitation. The next step has been to analyze
the existing technologies for measuring these parameters to identify the most ap-
propriate methods to be used for this work. Particular attention has been focused
on miniaturized inertial sensors, camera-based systems, potentiometers, encoders
and strain gauges. For each of these technologies, pros and cons have been taken
into account and, after a comparative study, the MEMS inertial sensors technology
has been chosen. Then, an extensive search of the latest MEMS chips available
on the market has been carried out in order to select the most appropriate one
in terms of different parameters, such as dimension, accuracy and low power con-
sumption. However, the selected sensor chip was not used in wearable devices
already present on the market. Since such devices had several unacceptable limi-
tations for the requirements of this project, we decided to design a new device from
scratch, using the latest advances in hardware devices (e.g. CPU, radio, wireless
recharge...). The selected processing unit is a 32 bits micro-controller and contains
the integrated radio within the same chip: this makes it innovative and unique in
its class and brings many benefits. In order to fully exploit its capabilities, we
decided to use a real-time kernel to efficiently manage the available functions.
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1. ACHIEVED RESULTS 13

In order to receive data from the device, several software has been developed on
different operating systems. In particular, on Android platform, a library has been
developed and optimized for receiving high-frequency data. At the same time, we
did further meetings with the physiotherapists, this time with the goal of defining
together a realistic tele-rehabilitation usage scenario, and in particular to create
the framework architecture taking into account the interactions between its various
modules and components. A particular focus was devoted to the path that the data
must travel in order to be analyzed and used by the physiotherapist, starting from
the sensor and then passing through all the components of the framework, up to
the therapist interface to monitor the patients. Furthermore, during this stage, we
have also defined the functional requirements of the tele-rehabilitation app, named
“ReHapp”, which was developed just according to this needing. After that, a long
time has been dedicated to the improvement of the sensors: in fact, a real-time
synchronization protocol has been investigated and implemented on the devices.
This has been possible by exploiting a special feature of the used microcontroller
radio, which allowed us to send and receive row packets without affecting the
Bluetooth low energy connection. In this way, it is possible to achieve a very
precise synchronization among multiple devices in order to analyze all acquired
signals with a small and predictable delay. For instance, this allows acquiring and
tracking the movements of both knees simultaneously, in order to compare with
the healthy one.

Finally, we developed a multitasking extension to the Arduino framework, in
order to have a more powerful prototype environment to quickly develop the next
version of the wearable device.

1.4 Achieved results [

The obtained results were extremely encouraging and in line with initial expec-
tations, and, at the same time, they offered interesting insights to further enhance
the system in the future. Furthermore, this research work has already received
important appreciations and applications from both the medical communitythat
the-academic-ong Regarding the first point—thereisg medical trial in progress in
Viareggio, whose results will be used in comparison with traditional methodologies,
both for rehabilitation of patients and training of healthy subjects. The presented
approaeh can also be easily adapted to other fields of application, as neurological

rehabilitation (e.g., Parkinson, Stroke) and sport training. Concerningthe-second
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14 1. INTRODUCTION

aspeet—instead—+he presented work gave rise to several publications, associated to
each of the novel contributions that are mentioned in the following section.

1.5 Novel contributions

This thesis provides contributions to the state of the art regarding the knee
tele-rehabilitation, both conceptually and practically. Since this work has been
part of an Industrial Ph.D. Program, shich-has-been funded by Telecom Italia

(the blggest Itahan Telecommumcatlon Company) the goal has been both to-in-

and—ee&eept&ad—ése&ss&e&s—abe&t—bhe &amewe%k—the d681gn of the dual-protocol
support for the BLE a

practlcal realization of the sensors, the graphic interfaces, the enhancement of the

Arduino framework and the implementation of the dual protocol supports )

. Moreover; t-thrdumo 1mple-
mentation represents one of the major practical contributions, of which even the
community of open source software that gave birth to the Arduino can benefit. In
our view, therefore, the positive effects of our work have the potential to extend
beyond the specific field of knee tele-rehabilitation.

Summing up, as a first, general contribution, we designed a tele-rehabilitation
framework that supports both the patient and the therapist along the rehabilita-
tion path. More precisely, the system supports the therapist in the definition of
the exercises specified in terms of postures and trajectories for the specific patient.
During rehabilitation, the patient is guided by the system to correctly execute the
exercises and, at the same time, is supported by a multi-modal feedback (e.g.,
visual, haptic, and auditive) to enhance the performance of his exercise. All the
data produced during the session are collected and uploaded to a cloud-based in-
frastructure for storage and further analysis. The result of the analysis is provided
to the therapist in order to follow the evolution of the patient and tune the therapy
if needed
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1. NOVEL CONTRIBUTIONS 15

A very interesting result achieved with the proposed tele-rehabilitation frame-
work is the high degree of customization on personal characteristics as well as with
regard to specific therapeutic needs of each patient. In fact, as a particular fea-
ture of our framework, the feedback subsystem can be configured by the physician
accordingly to the particular exercises and the specific needs of the patient, e.g.,
choosing the right stimuli for user categories [CBMB14,CCM™15b,CCM™15a].

Another important result is the development of innovative wearable devices in
order to meet the needs of accuracy, the ease of connectivity and the battery life,
necessary to overcome the actual limitations of the already existing sensors on the
market, which limit and / or hinder the spread of tele-rehabilitation. The pro-
posed set of wearable devices integrate a selection of small, low-cost component
and wireless communication. In fact, with a careful selection of latest compo-
nents, combined with the use of real-time methodologies, we obtained the maxi-
mum performance from ultra-low power hardware without sacrificing application
requirements, timing constrains and full compatibility with the majority of new
PC, smartphones, and tablets. The developed platform allowed obtaining a highly
wearable and inexpensive solution that still shows a more than adequate precision
level, a good time predictability and a long battery life related to tele-rehabilitation
requirements. Furthermore, other innovative aspects of this wearable device in-
clude its ease of use as well as the immediacy of wireless connectivity thanks to
instantaneous and automatic recognition by the application |[BM14, BGBB16].

Besides, the implementation of a concurrent radio protocol to the BLE on a
single chip allowed us to overcome one of the stringent limitations derived from the
pure BLE protocol. Actually, it was not possible to make the sensors communicate
between them without first passing through the application running on Android
devices. This protocol allows the sensors to communicate with each other efficiently
without the significant overhead of the BLE stack. In this way, it has been possible
to implement a clock synchronization protocol, essential to relate temporal samples
coming from different sensors, so that the application running on the Android
device tablet that receives data can temporary arrange them and so it can correlate
data acquired on different sensors but at the same time. In particular, going
more into details, I designed and implemented a bandwidth sharing mechanism
allows reserving a fraction of the available network bandwidth to the BLE and a
fraction to another user-defined protocol built on top of the raw radio transceiver.
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Moreover, the delay analysis can be used to guarantee soft real-time traffic over the
network, while ensuring no buffer overflow in the BLE communication. Besides,
a design method is shown to determine the maximum real-time bandwidth that
prevents the overflow of the BLE buffer. Experimental results are also presented
on a platform based on a Nordic device including both the computation unit and
the transceiver, thus allowing the development of a dual-protocol solution on a
single chip [MFB™15|.

Lastly, also the multitasking extension to Arduino framework has given rise to
new and interesting contributions, broadening the horizons to a great variety of
possibilities for the future. In fact, also for the development of the next generation
of wearable devices, it will be necessary to develop firstly a prototype on which
to assess new sensors chip. Nevertheless, the writing of software drivers for each
of them is needed: in many cases, this is a complex and time-consuming activity,
because each hardware requires the study and the programming of many different
parameters. Nevertheless, unlike our first developed prototype, this time, besides
the possibility of taking advantage of the wide availability of sensors chip drivers
that are already written by the Arduino community for these new chips, we will
also have our multitasking extension, which will deliver more complex and realistic
prototypes without renouncing for the immediacy and the typical ease of use which
have always distinguished Arduino [BBL14, BBP16).



Chapter 2

Telerehabilitation Framework

This chapter presents a real-time monitoring framework aimed at supporting tel-
erehabilitation sessions for lower limbs functional recovery. The proposed frame-
work supports patients during the execution of rehabilitation exercises by monitor-
ing the limb movements through a set of low-cost wearable sensors and providing
them with multi-modal biofeedback to enhance the quality of the performed ac-
tions. The system also assists the therapist in the definition of exercises tailored
to the patient and enables the collection of historical data in cloud-based services

for monitoring the effects of therapies and to perform further analysis.

2.1 Non-clinical environments practices and dif-
ficulties

As anticipated before, e-Health and in particular tele-rehabilitation are efforts
related to the attempt to offload hospitals and clinics from time-consuming and
costly services, which could be carried out at home by the patients. A subset of
operations related to the rehabilitation can be carried out independently by the
patient or followed by an informal caregiver. By informal caregiver, we mean a
relative or someone paid to look after the patient that has no specific knowledge
of rehabilitation. A series of issues arise if patients have to carry out rehabili-
tation exercises outside of hospitals, as no specialized personnel is observing and
supporting them directly:

e how to monitor the exercise execution?
e how to provide a valuable feedback to the patient?
17
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e how to inform the patient / informal caregiver about exercise execution
and guide them?

Considering specific tele-rehabilitation sessions, focusing on motor tasks, we
propose the adoption of a set of sensors coupled with an application running on a
smartphone to directly help the patient or his/her informal caregiver. We do not
concentrate on the communication between the system and the physician therapist
in this work, but rather on the patient side infrastructure.

The rest of the chapter is organized as follows: Section [2.2]outlines the main re-
quirements of a tele-rehabilitation system; Section presents the system concept
and Section presents the designed and implemented system; finally Section
concludes the chapter and provides some future steps.

2.2 General requirements for a tele-rehabilitation
system

In this thesis, we refer to tele-rehabilitation systems thought to help patients
that have to recover from injuries or to physically rehabilitate after some kind of
Orthopedic surgery. These systems are generally composed of a patient side, a
communication and a physician side |[CBMB14|. In particular, this chapter is
mainly focused on how to improve the patient’s side. In the following of this sec-
tion, we briefly analyze some general requirements of the three main patient-side
technological components of the tele-rehabilitation system: unobtrusively monitor-
ing movements and actions; providing an intuitive and effective feedback; easing
the interaction environment between the system and the patient/informal care-
giver. Moreover, we overview some relevant information about existing systems
and approaches that can be used to meet the exposed requirements.

The general design guideline for tele-rehabilitation systems is to consider that
when dealing with people that are not specialized in handling complex devices,
systems need to be designed in such a way that they are: unobtrusive, easy to use
and robust. In the next sections we briefly overview this general requirements.

Monitoring movements and actions

This is the primary task that needs to be executed to acquire information
and knowledge about how patients are executing motor tasks. This acquisition
can be performed using a broad range of devices and technologies, which we will
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overview later on in the text. However, data gathered through some kind of equip-
ment needs to be sufficiently precise to perform execution analysis and understand
whether movements have been performed correctly. In particular, regarding the
accuracy when monitoring limb positions and movements, a crucial aspect is to
guarantee a good level of precision in the measurements. For example, in knee
tele-rehabilitation applications, the exion/extension angle, must be typically mon-
itored with a precision of 1 degree [DJAO5|. Moreover the monitoring system

needs to be unobtrusive and must not hinder patient’s motion.

Providing a feedback

This is a very important aspect during the execution of the exercises, because
it is the mandatory mechanism used in order to guide the motion, and provide
immediate information about possible errors or to motivate the patient in a given
direction of motion. The feedback can be provided over a broad range of commu-
nication channels between the human and a rehabilitation system, e.g., auditive
or tactile.

Guiding the patient / informal caregiver

We consider two reference scenarios in which the patient executes the rehabil-
itation: the patient executes the exercise by him/her self or the patient is sup-
ported by a formal/informal caregiver. If the exercises are executed without the
presence of a formal caregiver, it is important to provide a continuous guide for the
patient and/or informal caregiver, in order to attain clinically relevant improve-
ments [dBAGtH"06]. The needed support for driving the system’s users through
all exercise phases can be implemented through a graphical user interface. Before
each exercise detailed instructions can help in understanding how it has to be ex-
ecuted, while during the execution, visual and auditive cues can notify the user
about possible errors, about reached “check points” guiding a correct exercises’ ex-
ecution, and finally about the advancement state of single and multiple exercises.
Furthermore, after the end of each exercise, we should provide a short summary
about performance to the user, in order to allow him/her to understand his/her
advancements in the rehabilitation process.

2.2.1 Technological and Theoretical background

In the following, we briefly describe the state of the art about monitoring
motion and providing feedback.
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Unobtrusively monitoring movements and actions

A thorough analysis of existing approaches and systems for the mobile monitor-
ing of patients is presented in [PJVBH12|. A wide range of wearable devices has
been developed for rehabilitation purposes in the last years [HSB'13]. The field
of wearable devices has had great advantages from the introduction of the MEMS
(Micro-Electro-Mechanical Systems) technology applied to motion sensors, e.g., ac-
celerometers, gyroscopes, and magnetometers. These sensors can be combined to
create an Inertial Measurement Unit (IMU), that allows the acquisition of the body
dynamic without external hardware to instrument the environment [KYG11a].
However, these devices suffer from non-negligible measurement errors, that must
be dealt with while processing data gathered using different methodologies de-
pending on the kind of application and its required precision.

Another possibility would be to use vision-based systems [CBAH11| or ex-
oskeletons. The former one use data captured by cameras to compute 3D positions,
but require to instrument the scene and have a line of sight. Using the Vicon or
similar devices it is possible to obtain an high precision, but they are quite ex-
pensive, while low-cost solutions like the Microsoft Kinect are more inaccurate.
Exoskeletons are rigid structures where the interconnections are monitored with
potentiometers or encoders to monitor the patients joint. These systems provide

high precision, but impose limitations to movements.

Providing a feedback

Feedback can be broadly classified into categories, according to [SRRW13],
based on the modality and the point in time at which feedback is provided.

In particular, the modality can be either unimodal: visual, auditory, haptic;
or multimodal: different mixtures of unimodal feedback. While the point in time
at which feedback is applied can be: prior to task execution: anticipatory, with
a metronome-like effect; contemporary to task execution: concurrent - online -
real-time; posterior to task execution: terminal feedback.

Regarding visual feedback, [RRMT™15| provides a possible use of visual feed-
back in the form of a virtual mirror, on which a 3D avatar represents a virtual image
of the patient that performs actions based on the information about his/her mo-
tion provided by some visual sensors; the avatar is coupled with a “ghost” avatar,
that acts as a guideline for the motion that needs to be performed. Regarding
auditive feedback [RYC14| presents a system geared towards the production of
walking sounds to help alleviating gait disturbances in Parkinson’s disease. Sound
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was also used in other cases to provide a feedback for different motor activities,
e.g., in [CHU14| to guide swimmers in increasing the degree of symmetry while
swimming and in [TKF13] to enhance a rehabilitation system. Haptic feedback, in
particular in the form of vibrotactile feedback, was used to help users in executing
different locomotor performance tasks [SBOW13|. Multimodal feedback, namely
the combination of those mentioned above three opportunities is thoroughly dis-
cussed in [SRRW13J.

In this section, we presented some system requirements and technologies that
could be used to meet them. In the next section we will present a concept of
our system coupled with specific requirements arising from the particular compo-
nents we want to use, while the to carry system we designed and implemented is

presented in a separate section.

2.3 System concept

The framework proposed as a concept here is a mobile rehabilitation system,
composed by a set of wearable sensor nodes sending data to a central mobile unit
(master) that performs the sensory integration and provides the posture informa-
tion to applications. The central unit is a high-end mobile system that runs an
application under the Android Operating System. The actual number of sensor
nodes depends on the number of joints that needs to be monitored. Clearly the
proposed system is completely active, in the sense that the patient needs to perform
motions on his own, as opposed to so called passive systems, such as [WAAT9§|,
which presents a continuous passive motion machine and compares it to profes-
sional physical therapy following total knee replacement surgery.

Starting from the system features previously exposed, we analyze what sensors,
feedback and specific user interface is needed to meet them.

2.3.1 Sensors

The main concept behind the sensors design is the need to acquire information
to evaluate the exercise without changing how the patient executes it. To obtain
such a result, the sensor has to be small, lightweight and comfortable to wear.
Moreover, the setup procedure before the exercise must be simple and able to
handle the issues related to the correct placement of sensor nodes. This is crucial
to produce meaningful and accurate data for the analysis.
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Regarding wearability and considering that sensors for rehabilitation must be
carried by the patient during exercising, the nodes must have an attachment to
ensure a steady fixation even during rude movements. Since the patient carries
several sensor nodes for long periods and during physical activities, the comfort
becomes an important design consideration to provide the highest degree of con-
venience. This requires the development of unobtrusive devices with a small form
factor. However, the node size is limited by the battery dimension because the
node must have enough autonomy needed to perform the whole rehabilitation exer-
cise without recharge. Also the weight is important because it can modify how the
patient performs the exercise thus distorting the information. The fization of the
sensors on the body should be easy to handle even for people with significant loss
of functions [BM14]. The fact that the users wear the sensors in a non-controlled
environment means that it becomes impossible to know exactly in advance where
they will be worn on the intended limbs, and in some cases even to know on which
limbs they are worn. The first problem, not knowing where on the limb the sensors
are worn, translates into the problem of assessing the orientation of the sensors
with respect to the limbs.

Another issue is related solely to the nature of the used inertial sensors, ac-
celerometers and gyroscopes, which suffer from errors in motion estimation because
of measurement noise and fluctuation of offsets, thus requiring a specific calibration
phase.

2.3.2 Feedback

Motor-task learning and motor rehabilitation differences reflect in the need
for different kinds of feedback: in learning emphasis needs to be put on how
the movement has to be performed, while in rehabilitation the feedback should
provide information about erroneous performance, preventing wrong movements
and motivating the process of rehabilitation [ZMCZ10|. Thus, it is paramount
that the system intended for rehabilitation purposes incorporates the possibility
to both guide the patient towards the execution of the intended motion, but more
importantly to correct him through a mix of stimuli. Exploiting the mobile device’s
screen and on-board audio output the feedback can be conveniently conveyed over
these two channels. Even vibration is present on board of the mobile device.
However, it would probably not be of much use in our specific case.
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2.3.3 User Interface

Taking into account that the sensor nodes are associated with mobile devices
(tablets or smartphones) during the execution of the exercise, information can be
conveniently depicted on the mobile devices’ screens. In fact, translating technical
data extrapolated from the sensors, into visual or auditory information, is needed
to have “messages” that are immediately understandable by the user. Once the
exercise’s execution is complete, information about user’s performance can be rep-
resented using a different set of symbols and graphs or even pure numbers, to
expose overall performance indexes.

The next section will briefly show the design of our system and the final im-

plemented system.

2.4 The proposed Framework

Exploiting the described general requirements, the system concept, the specific
requirements, we designed our system composed of: wireless IMU based sensor
nodes; a mobile application which incorporates a graphic interface, an auditive
feedback, and auto-calibration functions for the sensors; a communication module
to send data to a remote server.

Figure shows a high level representation of the main components of the
framework and how they interact.

In particular, it is composed of: (i) patient support module; (ii) cloud-based
services; and (iii) physician support module.

We will now look more precisely at each of them.

2.4.1 Patient support module

In this Section we will explore the patient support module, composed of: a

motion-sensing system; In particular,; and a task-specific Bio-Feedback system.

Sensing part
When monitoring patient movements, it is crucial to define correctly the con-
straints under which to perform the tracking platform selection. These could
include issues regarding precision in the measurements, portability, costs, etc.
The sensor nodes we employ are presented in [BM14] and described in more
details in Chapter [3] They have a very low-power consumption and provide a
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FIGURE 2.1. The complete system usage.

good balance between lifetime and dimensions, while incorporating a state-of-
the-art IMU sensor that provides accurate orientation estimations. The device’s
measurements are 4x3x(0.8 cm, and weight about 30 g. The node’s internal circuitry
and the closed node are shown, respectively, in Figures and . The nodes
can be easily mounted on limbs using elastic bands, taking into consideration that a
good node attachment technique increases the overall accuracy of the measurement
system. Furthermore, the sensor nodes are characterized by an overall easy setup
and handling, as they are equipped with a wireless recharging circuitry, an easy
to calibrate IMU, and a Bluetooth 4.0 radio that enables them to work seamlessly
with modern smartphone and other mobile devices.

Exercise analysis and evalutation

This section presents methods that are used to process exercise related signals
obtained from the sensing system. In particular we concentrate on the analysis of
joint angle signals. In fact, joint tracking, based on signals coming from sensors, is
logically separated from performance analysis and data visualization. Our sensing
system, also presented in [BM14], is able to provide us «y(t) and ag(t), respec-
tively the angles of the left and right knee joint at time ¢. Figure presents the
basic logic blocks composing the data processing flow.

The joint angles are tracked over time as the patient executes exercises, rep-
resenting the effects of her actions. Data and signal processing techniques allow
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(a) Interior of node (b) Closed node

FIGURE 2.2. Sensor node.

to study how the actions are performed, and how much the actual actions de-
viate from a reference pattern of apg.f(t). Different techniques, appropriate for
motion data signal processing and analysis do exist. We coarsely categorize these

techniques into frequency domain, time domain oriented, and hybrid.

Frequency domain. The calculation of the spectrum of a signal allows getting
insights into the single frequency components of signals. There are several tech-
niques oriented at calculating the frequency spectrum of signals, based in princi-
ple on Fourier transform paradigm (e.g., Fast Fourier Transform (FFT), Discrete
Fourier Transform, ...), characterized by varying accuracies and computational
complexities . Frequency analysis can be successfully used to study
“hidden” frequency structures of motion (e.g., stroke affected or Parkinsonian pa-
tients ) However, a direct usage of the output of such techniques can
be more cumbersome for physicians, for which time-domain analysis offers a more
intuitive interpretation.

Time domain. A broad range of time series analysis techniques can
be considered as time domain oriented. In order to calculate the degree of similarity

of two time series, the most simple calculation is to calculate the Euclidean distance
between points at corresponding times t. Dynamic Time Warping |KLLJ12,

KYG11a

compare signals that are shifted and compressed in time with respect to each other.

can be considered as an extension to Euclidean distance, allowing to

Another appropriate time-domain oriented analysis is statistic; in fact, Pearson’s
cross-correlation has successfully applied to rowing motions, to detect synchronism

of different rowers [Ces14].
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Hybrid. Wavelet is a signal processing technique that combines benefits of
time and frequency domain, calculating a series of coefficients that are related to
both frequency and time [BLDFO07]. Comparison of these coefficients among the
reference signal and the actual signal can provide valuable information. Another
class of methods falls within the family of Artificial Intelligence: Forward Neural
Networks have been applied to perform diagnoses on Electro-Cardio-Gram (ECGQG)
signals [HLRO6|. A mixed approach, where wavelet transform, phase-space re-
construction, and Fuclidean distance are used to classify normal and epileptic
ElectroEncephaloGraphy (EEG) signals is proposed in [LLK™14].

What exact motion analysis techniques and methodologies to use in the end
system depends upon the exact exercise that needs to be carried out. In fact, if
for example an exercise would be defined as the repetition of N times a motion of
the joint between x° and y° a threshold based system would be enough. However if
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we need to perform more complex motion exercises, the usage of DTW or similar
techniques would enable a robust comparison of a reference recorded signal (i.e.,
apes(t)) with the actual signal ag. As better explained later in the next sections, in
our framework the reference signal is obtained by directly monitoring the patient,

while executing the exercises under the supervision of the physician.

Bio-Feedback

This Section explains how to provide a Bio-Feedback to the user, based on the
outcome of the performed analysis. Bio-Feedback is thought to provide information
back to the user of a system, Figure The development of bio-feedback systems
demands for at least two concurrent activities: knowledge of existing techniques;
and understanding the needs of the specific user groups [Ces14].

Three loops of feedback can be described [DBRT00|: Exteroceptive feedback,
the outcome of the movement through the person’s senses, and from external
people or devices; Proprioceptive feedback, from proprioceptors in the body and the
balance sensors that provide information on the feel of the movement; Kinaesthetic
feedback, that is information going to the spinal cord from the limbs and joints, to
give information treated at an unconscious level.

An augmented feedback, provided by a human expert or a technical display, ef-
fectively enhances motor learning [SRRW 13|, through an enhancement of natural
person’s feedback loops. A successful feedback is a feedback that is able to convey
information, it is a way of communicating (verbally or non-verbally). In fact, each
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sense (vision, tact, audition) is able to decode specific environmental stimuli, in a
different way. Exploiting the advantages of each sense in the most appropriate way
means to become able to design multi-modal feedback systems [SRRW13|. With
respect to the goals of the Bio-Feedback, we can coarsely classify it, in our specific
case, into: (a) direct action reporting oriented; (b) anticipatory and motivational
oriented; and (c) corrective and error reporting oriented.

The effects of Visual feedback systems if deeply discussed in [HMML92]. The
effects of visual feedback on altering runners performance is shown in [EHG11].
While, regarding Haptic (vibration) feedback systems, a good source of information
is [MTB™07].

Regarding Auditory feedback, different communities and research projects pro-
vided and provide valuable knowledge: in fact, the design of Auditory displays is
a central issue in the Sonic Interaction Design (SID) COST Action [ while the
International Community on Auditory Display (ICAD) E] is focused on Auditory
Displays in general. Auditory Display, in the form of Sonification [HHN11]|, has
been successfully used to present invisible interaction effects, between swimmers
hands and water masses, in real-time to both athletes and trainers [CHU13|. A
sonification framework geared towards gait problems is presented in [TKF13].
That work proposes different mappings [HHN11|] for representing actions, and
shows how to design a simple to use mapping mixer. However, there are missing
considerations about how to measure and characterize the “correct” executions
and how to represent them acoustically.

As depicted in Figure [2.4] Bio-Feedback is thought to close the loop of sensing
and signal processing, providing valuable information online and in real-time back
to the user, in our specific case the patient. As we mainly concentrate on a system
that is not mechanically hindering or guiding specific motions, the design of the
most adequate Bio-Feedback methodology is not an easy task [SRRW13].

In the following, we analyse the single modes of our multi-modal Bio-Feedback
ecosystem. The decision about what exact information to map to which feedback
quality is postponed to a future experimentation on test subjects. Considering
the patients context of the proposed framework as composed of embedded sens-
ing devices (also capable of providing limited audio and vibration stimuli) and a
mobile device (capable of displaying 2D, 3D and videos, and of reproducing and

lyww . cost.eu/domains_actions/ict/Actions/IC0601

20fficial site of the International Community on Auditory Display icad.org/
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FIGURE 2.5. A tracking task.

synthesizing sounds in real-time) we next analyse how these possibilities are used
to compose the multi-modal Bio-Feedback system.

The visual feedback will mainly address the problem of providing information
about what to do. More in particular, on the display of the mobile device of the
patient we provide a visual feedback, composed of three configurable parts: A 3D
avatar, a video, and a 2D plot. The 3D avatar can be configured to show either
the actual motions performed by the user (using the kinematic information coming
from the sensors), or the expected motions, or an integration of the two, through
a “ghost” avatar. Along with the avatar, we can display a video recorded by the
physician when the patient was executing the exercises under his control. A 2D
plot of the actual motion’s signal superposed over a goal track, Figure E], can
also represent another way of providing a visual feedback.

The haptic feedback, produced directly on the wearable devices, is used to drive
the attention of the user to a particular limb.

The auditory feedback is primarily used (a) to tell how good or bad the pa-
tient is performing the current task, in real-time and (b) to provide an antici-
patory rhythmic pattern to guide the motion. Simplest sonification parameter
mappings [HHN11], like a direct pitch mapping, offer the great advantage of
a tight coupling between originating phenomenon and the output audible effect.
More complex task-oriented mappings represent a bigger hurdle for the user, but
provide better results after some training [CHU14].

The actual composition of the user’s visual display in terms of what elements
to use (e.g., the avatar, the video) and what information to map to the auditory
display system is left completely configurable, To enable the physician to adapt it
to the needs of the patient. In fact, we provide to the therapist a tool that allows

3Adapted from [SL13]
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composing not only the type of exercises, but also allows to build a personalized
feedback scenario, which suits the needs of the user. As an example, consider
a child that has to train, it would make sense to build an interface with some
visual and auditive stimuli that are attractive for him. On the other hand, a
person with some cognitive impairment would probably benefit from a simplified
yet informative feedback, to help carrying out the exercises.

The mobile application

The mobile app, running on the Android based Device which incorporates a
visual interface, an auditive feedback generation module, and an auto-calibration
and sensor data integration module.

The visual interface, developed to guide the correct motion of the patients, is
composed of a 3D Avatar and a simple 2D abstract representation. The interface
has a 3D Avatar section, representing either the executed movements, emulating
the virtual-mirror concept, or a set of prerecorded motions to act as a guideline for
what needs to be done, and a 2D abstract representation of a line to indicate the
present position of a limb and a goal position indicated by a little ball. The de-
scribed interface is depicted in Figure [2.6]and it is deeply illustrated in Chapter 5]
The interface was already presented at a national fair on ICT and disabﬂitieﬁ and
was positively accepted by both users and rehabilitation practitioners, with com-
ments on the intuitiveness of the avatar and the similarity of the 2D representation
with a simple videogame.

The auditive feedback

The mobile application contains a module responsible that controls the auditive
feedback given to the patient. It is reproduced either over loudspeakers or user
worn earphones. Sounds are synthesized using the PureData library for Android.
The generated sound provides information about the difference between the goal
position and the present patient position, underlining and reinforcing the visual
information form the simple 2D representation described before.

2.4.2 Cloud Services

The cloud infrastructure is in charge of collecting data from the different actors
using the framework and elaborate them in order to provide extra information

useful to improve the rehabilitation.

Y‘HANDImatica2014, Bologna, Italy, organized by ASPHI.



2. THE PROPOSED FRAMEWORK 31

il % T 4327

o [

I

FIGURE 2.6. The mobile application interface.

Containing medical data, the communication links between the patients and
the server, as well as those connecting the physicians, need to be protected state
of the art security facilities, mandatory for the treatment of medical data. Same
concerns apply to the storage of acquired data as well as all patients information.

The storage contains different set of information, among them the most impor-
tant are:

e the archive of all the possible exercises that a physician already prescribed
and that can be reused;

e the list of exercises prescribed to a patient;

e the data acquired from the device during each session both with the physi-
cian and at home.

To better analyse the stored information, they could be integrated with other
patient vital signals and other data from its medical record. In order to have access
to those data the system must be able to interoperate with a personal health record
(PHR). If some feedback needs to be provided to the patient while he is performing
the rehabilitation exercise, also the low-level infrastructure must be able to enforce
these timing constraints like proposed in JUNIPER E]

The collected data can be used to improve the analysis of the patient rehabili-
tation for evaluation and tuning but can also be elaborated to compare the results
from different patients.

PJUNIPER Project - http://www. juniper-project.org/
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Patient-centric elaboration The server could use its computation power to
perform a deeper analysis of the data acquired during a session to distil extra
information for the physician. It has access also to data from all previous rehabil-
itation session that can be analysed to compute information to study the patient
evolution during the rehabilitation.

Inter-patient elaboration Data coming from sessions performed by different
patients can be analysed together to provide extra information for the physician.
Some examples of the results are the comparison of a patient rehabilitation the
detect deviation respect to the average trend, the notification to the physician of
exercises which produced a good result on patients with similar conditions and
the possibility to create a wizard-like approach that simplifies the design of the
rehabilitation given the initial patient status and the result of the exercises on
similar patients. This kind of analysis can be performed with different machine
learning techniques, like the one proposed in [BKO05|.

2.4.3 Phisician support module

As we anticipated in the introduction, our framework is supporting the physi-
cian on two levels: as an aid during therapy definition; and as an analysis and
management tool during the telerehabilitation phase.

Computer Assisted Therapy Definition (CATD). The physician is supported
by the CATD software coupled with the sensing systems, worn by the patient, in
defining the sets of exercises for the telerehabilitation. In particular, the patient
executes the rehabilitation exercises under the supervision of the physician. In
the meantime, the physician, using a graphical interface, as the one depicted in
Figure selects which kinematic and static magnitudes (e.g., limbs’ position,
knee angle) are of interest, visualizes them and selects periods of interest. These
periods of interest are tagged accordingly to physicians notes and saved as target
motions for the telerehabilitation sessions. As a particular feature of our system,
the feedback subsystem can be configured by the physician accordingly to the
particular exercises and the specific needs of the patient, e.g., choosing the right
stimuli for user categories.

Data wvisualization / therapy management. During the telerehabilitation pe-
riod, i.e., when the patient is executing the prescribed exercises, the physician is
kept up to date with the achieved results of her patients. The physician visualizes
the kinematic values obtained from the sensing system, both as a 2D plot and
as a 3D avatar, exactly reproducing the patients’ limbs motions. Moreover, the
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FI1GURE 2.7. The interface for the caregiver.

physician can remotely adjust the therapy regarding the composition of exercise
series (order of execution of movements, the number of repetitions, the quality of
execution goals, etc.). Furthermore, thanks to the inter-patient elaboration mod-
ule, implemented in the Cloud, and described in Section [2.4.2] the physician is
supported in studying how different patients evolve in response to the prescribed
rehabilitation therapies, in order to improve future rehabilitation and telerehabil-

itation practices.

2.4.4 The complete system usage

The proposed rehabilitation cycle that exploits the sensor nodes and the mobile
phone is schematically represented in Figure 2.8, The user is required to wear the
sensors, the system setups itself and then the exercise can begin, either carried out
independently or with the help of a caregiver that follows instructions provided
by the application. At the end of each exercise a quick report, acting as a post-
execution, final effect feedback, is generated and provided to the patient and / or
informal caregiver.
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2.5 Conclusions

In this chapter, a framework to enhance lower-limb functional recovery through
telerehabilitation sessions is presented. The framework comprises a sensing part,
based on IMU sensors and data fusion algorithms, a system to provide user-specific
Bio-Feedback and a physician related part. In fact, the physician is supported both
in the definition of exercises and during the monitoring of the patients evolution.
We are currently testing the proposed solutions with a medical trial comparing
the results against traditional methodologies, both for rehabilitation of patients
and training of healthy subjects. The presented approach could be easily adapted
to other fields of application: neurological rehabilitation (e.g., Parkinson, Stroke)

and sport training.



Chapter 3

Wearable motion sensors

Tracking the position and the orientation of human limbs to reconstruct postures
and actions is becoming a crucial need in several application domains, includ-
ing medicine, rehabilitation, sport, and games. However, most available solutions
are expensive, imprecise, or require an instrumentation of the environment. This
chapter presents a low-cost tracking system based on a set of wearable inertial
measurement units (IMUs) coordinated as a wireless body area network. After
the system description, the characterization of the single node is provided through
a set of experiments. Issues related to real-time processing, calibration, data syn-
chronization, and energy consumption are introduced using a setup with two nodes,
which is capable of monitoring an elbow or a knee.

3.1 Related work

Different approaches have been used to track limbs motion with different pre-

cision, cost, and complexity. They are briefly summarized below.

e Optical systems. They use visual data captured by one or more cam-
eras to triangulate the 3D position of a set of points detected with the
aid of markers attached to the body. Some of them can reach a high
precision (i.e., in the range of few millimeters), but also have very high
costs, like for example the Vicon [Vic04]. A cheaper solution is repre-
sented by Microsoft Kinect [Mic10|, which uses only one RGB camera
and an infrared depth sensor composed of an infrared laser grid scanner
and a related infrared camera. It is not as precise as the more expensive

35
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systems: its precision is in the order of centimeters instead of millimeters
and has a limited maximum range (5 m). It also suffers from all typical
disadvantages of optical systems, the most important are the need of in-
strumenting the scene, preparing a setup of cameras and the possibility of
operating properly only in the presence of line of sight between the cam-
eras and the object being tracked. There are others kind of systems that
exploit the high-frequency interference patterns caused by lasers [ZOR11]
and sense direct or reflected light using a high framerate lensless 2D im-
age sensor. They can be used to track fast (i.e. up to 1000Hz) motion
using minimal hardware. Despite their lower cost and much simpler hard-
ware requirement than camera-based sensor, these systems still need the
instrumentation of the scene.

Exo-skeleton systems. They are rigid structures of jointed, straight
metal or plastic rods linked together with potentiometers or encoders
that articulate at the joints of the body [SFB10|. These systems offer
real-time, high-precision acquisition and have the advantage of not being
influenced by external factors [Men99], such as visual occlusion, quality
and the number of cameras, and they have no limit on maximum capture
volume. Some systems also provide haptic limited force feedback. Their
main disadvantage is the movement limitation imposed by the mechanical
constraints of the exoskeleton structures [HS04].

Magnetic systems. They calculate the position and orientation of a
magnetic sensor probe moving in a magnetic field generated by three
orthogonal coils. The main disadvantage of these systems is that they
are susceptible to magnetic and electrical interference from metal objects
in the environment, which affect the magnetic field, or electromagnetic
sources, such as monitors, lights, cables, and computers [Pol10)].
Inertial systems. Inertial Motion Capture [RHS09| technology is based
on miniature inertial sensors, biomechanical models, and sensor fusion
algorithms. The motion data of the inertial sensors (inertial guidance
system) is often transmitted via wireless to a computer, where the motion
is recorded or viewed. Most inertial systems use gyroscopes to measure
rotational speed. These rotations are translated to a skeleton by the
software. Inertial motion systems capture the full six degrees of freedom

body motion of a human in real-time and can also include a magnetic
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sensor, although these have a much lower resolution and are susceptible to
electromagnetic noise. Benefits of using inertial systems include low cost,
small dimensions, portability, and large capture areas. Disadvantages

include lower positional accuracy and the presence of positional drift.

3.1.1 Proposed approaches to IMU data integration

The advantages of inertial sensors have helped their rapid adoption in a wide
range of applications. To solve the issues related to noise, drift, random walk, etc.,
a flourishing literature on how to filter and integrate the available parameters has
been produced. In the following, we summarize some of the data fusion approaches
proposed in the literature.

e Accelerometer only. Using just triaxial accelerometer alone, as done
by Lee in [LH99]|, joint angles can be determined by reconstructing the
direction of the gravity vector. This approach, however, can only be used
for motions involving just small linear accelerations because gravity affects
accelerometer measurement all the time, and this becomes much noisier
when movements become faster.

¢ Biaxial accelerometer and one gyroscope. This approach has been
used by Sabatini in [SMSCO05|, who exploited the cyclical feature of hu-
man gait to measure some of its spatio-temporal parameters, like stride
length and walking speed. Since the accelerometers are unable to detect
rotations around the vertical axis, all the motion is assumed to take place
in a non-rotating sagittal plane. Being this method highly application
specific, it is not suitable for a more general use.

e Accelerometer, gyroscope and magnetometer. This is the most
general and complete way to produce 3-D orientation estimates relative
to an Earth-fixed reference frame, using MEMS technology. Data from
a sensor module containing a triad of orthogonally mounted linear ac-
celerometers, a triad of orthogonally mounted angular rate sensors, and a
triad of orthogonally mounted magnetometers are processed by suitable
data-fusion filters, it is possible to exploit the strength of each type of
sensor and overcome their weaknesses.

e Dual triaxial accelerometers. This is a quite uncommon approach us-
ing only two spatially separated triaxial accelerometers [TTBC10]. Error
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accumulation and drift problems are mitigated with the use of domain spe-
cific knowledge, including pause identification and geometric constraints
on the two nodes. A major disadvantage of this system is that it is de-
signed to work only when the two accelerometers are located on opposite
corners of the bounding cube, so it must be re-tuned when using different
geometries. Furthermore, the distance between the two sensors cannot be

too small, making this approach not feasible for small wearable sensors.

A variety of filtering techniques has been adopted for data integration, some of

which are listed below.

e Complementary filter. These filters follow a frequency-based approach,

and this is one of the first methodologies used to address these issues
[HKNJO§|. The key idea is to threat one signal through a low-pass filter,
the other one through a high-pass filter and combine them to obtain the
final rate. In case of IMUs, it can be better to combine slow moving sig-
nals from the accelerometer and magnetometer, and fast moving signals
from the gyroscope. The result is to favor accelerometer measurements of
orientation at low angular velocities and the integrated gyroscope mea-
surements at high angular velocities. Such an approach is simple but may
only be effective under limited operating conditions.

Bachman et al. [ BMYZ01] and Mahony et al. [MHPO8b| presented

separate algorithms that both employ a complementary filter process, us-
ing adaptive parameters. This algorithm structure has been shown to
provide a good trade-off between effective performance and computational
expense.
Kalman filter. The Kalman filter [Kal60| [YBO06| has become a basis
for the majority of orientation algorithms and commercial inertial orien-
tation sensors, like Xsens [Xse09], Intersense [Int08|, and many others.
The widespread use of Kalman-based solutions is a guarantee of their
accuracy and effectiveness [Fox96,LVB99,MYB™ 01| Sab06,LP09].

Nevertheless, this method presents some disadvantages. First, the
Kalman filter implementation imposes an high computational load due to
a lot of recursive formulas that need to be calculated to minimize the least
mean squared error [WB95|. Furthermore, different kinds of Kalman
filters are needed for different state vectors, dynamic models, and mea-
surement models; and with the increase of accuracy of the result, larger
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dimension state vectors are needed, that will lead to higher computation
demand.

These challenges require a large computational load for implementing
Kalman-based solutions, making it an not optimal choice for small low-
power microcontrollers.

e Madwick filter. The algorithm uses a quaternion representation, al-
lowing accelerometer and magnetometer data to be used in an analyti-
cally derived and optimized gradient descent algorithm to compute the
direction of the gyroscope measurement error as a quaternion deriva-
tive [MHV11b|. The algorithm achieves levels of accuracy matching
that of Kalman-based methods, but with much lower computational load,
and the ability to operate at small sampling rates. These improvements
significantly reduce the hardware and computational power necessary to
implement the Madwick filter, and this is important when battery dura-

tion is a key point in the design of a sensor node.

3.1.2 Similar existing platforms

There are several commercial inertial tracking products available today. Typi-
cal full body tracking systems, such as the Moven motion capture suite by Xsens
[Xse09], or similar product by Intersense [Int08], and many others. They are very
expensive (in the range of 10K euro and beyond), and are not flexible because they
cannot be customized and expanded (e.g., adding other kinds of sensors), and use
proprietary wireless communication protocols that require special hardware.

There are also several academic works involving motion tracking using wire-
less nodes with onboard IMU. Nevertheless, most of them are highly application
specific [ KYG11b,AV09,BCFN"13|[TGAT11,RmPIS™13,|ZKL"13 /ALP06|
focusing on data processing rather than on the sensor node hardware and firmware,
because they use already available nodes and the output of their sensors.

Furthermore, they use hardware platforms based on old components that do not
exploit the potential of new technologies, both hardware and software (e.g., radio
integrated into microcontroller, single chip 9-DoF IMU chip, very low power con-
sumption, real-time processing and communications), that can be very useful for
the final application. In particular, the solutions presented in [ZKL"13,'YLAOQ7,
ALPO06| used nodes with old hardware (microcontroller, sensors and wireless) and
this translates to not-so-low power consumption compared with the processing
power provided.
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Concerning wireless communication, most of them use ZigBee [KYG11b)
BCFN™13|, thus not being compatible with PC/tablet without the use of an
external dongle. Other works, like [ALP06] and [TGAT11] use custom protocols
over 2.4Ghz or even 433Mhz [YLAO7|. All the works considered uses hardware
platforms with different sensors chip for accelerometer, gyroscope, and magnetome-
ter (sometimes even with analog outputs). Instead, having a single chip including
all of these sensors reduces inevitable errors due to non-optimal axis alignment
among various chips, and the chip should have a digital output to reduce addi-
tional noise on ADC conversion. Finally, none of them uses a microcontroller
with an embedded radio peripheral in its chip, nor real-time policies for process-
ing and wireless communications; these measures positively impact on the overall
efficiency, on power consumption and system predictability.

Recently, aided by the trend of integrating multiple sensors in the same package,
hardware producers started proposing solutions including filtering and data fusion
capabilities. This approach reduces noises and the computation power required
by the microcontroller, as well as power consumption. One of these solutions has
been integrated by InvenSense in their IMU sensors [Inv12]. They proposed a
proprietary onboard filter called Digital Motion Processor (DMP) that will be
better explained in Section

3.2 System description

This section describes the elements composing the platform used in the pro-
posed approach. Body movements are tracked by integrating angular information
acquired from a set of nodes, each monitoring a single rigid limb segment. The
rest of this section first presents the functional and technical requirements that
had driven the hardware design; then describes various features of the platform in
detail.

The platform development has been driven by the following design objectives:

e Accuracy. When monitoring limb positions and movements, a crucial
aspect is to guarantee a good level of precision in the measurements. For
example, in knee tele-rehabilitation applications, the flexion/extension
angle must be typically monitored with a precision of 1 degree.

e Flexibility. The main idea is to design a platform that is flexible enough
to be adapted to different applications, in such a way that will not be



3. SYSTEM DESCRIPTION 41

necessary to redesign it every time. For example, it should be possible
to use it in various use cases, like tracking different human limbs or a
robotic manipulator. Furthermore, this platform is based on the latest
hardware and software technologies and has an expansion slot to handle
several additional sensors.

¢ Real-time feedback. If data are presented to the user as feedback, it is
also important to guarantee a bounded delay of a few hundred of millisec-
onds between movement and visualization, especially in the presence of
more than one sensor, each of them with different timing requirements. A
similar requirement applies in a wide range of applications, from gaming
to remotely teleoperated systems.

e Low-power consumption. Sensor nodes should provide a good balance
between lifetime and dimensions. In some applications is not possible
to stop the activities to recharge the sensor or change batteries. How-
ever, large battery packs disturb the measurements (i.e., different behavior

while wearing the sensors) and reduce the quality of the user experience.

3.2.1 Hardware platform

The platform is composed by a set of wearable sensor nodes sending data to
a central unit (master) that performs the integration and provides the posture
information to applications. In the current implementation, the central unit is
a high-end system that runs the application under the Android Operating Sys-
tem |Gool4|. The number of sensor nodes depends on the number of joints that
needs to be monitored. Figure illustrates the block diagram of the main logical
components of a node.

Every node is powered by an ultra-low-power Nordic nRF51822 microcontroller
with embedded 2.4Ghz transceiver [NOR13|; an InvenSense MPU-9150 9-axis
IMU; an integrated onboard chip antenna with 20m range indoors/80m range out-
doors; an USB port; a microSD card for logging and debugging; some 1/0 devices
(3 LEDs, 2 buttons and a buzzer); and six exported GPIO (that can be used both
for digital 1/O or as analog input with ADC) to have the flexibility to expand the
board with other sensors, like ECG, EMG, etc. The node is powered by a single
cell LiPo battery that guarantees more than 20 hours of continuous use and can
be charged using both USB or wireless recharge. The nRF51822 microcontroller
is built around a 32-bit ARM Cortex-M0 CPU with 256kB flash and 16kB RAM,
and incorporates a rich selection of analog and digital peripherals. The embedded
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2.4GHz transceiver supports Bluetooth 4.0 low energy, as well as 2.4GHz raw op-
eration. The nRF51822 microcontroller is targeted for low-energy applications and
supports several low-power operating modes with consumes ranging from 420nA
in deep sleep without RAM retention to 13mA in RX mode at 1Mbps.

The Inertial Measurements Unit is an InvenSense MPU-9150, which combines
a 3-axis MEMS gyroscope, a 3-axis MEMS accelerometer, a 3-axis MEMS mag-
netometer, and a DMP hardware accelerator engine. The MPU-9150 features
three 16-bit analog-to-digital converters (ADCs) for digitizing the gyroscope out-
puts, three 16-bit ADCs for digitizing the accelerometer outputs, and three 13-bit
ADCs for digitizing the magnetometer outputs. The DMP acquires data from all
sensors and computes the quaternion representing the chip orientation with respect
to Earth-fixed frame with a selectable output frequency up to 200Hz. An on-chip
1024-byte FIFO buffer helps lowering system power consumption by allowing burst
reading from the microcontroller. This sensor is connected to the microcontroller

through I?C bus.

3.2.2 Wireless protocols

The radio subsystem integrated into the Nordic microcontroller allows selecting

between different wireless communication technologies, in particular:
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e Bluetooth 4 Low Energy (BLE) is the new extension of Bluetooth that
is intended for strongly energy-constrained applications, such as sensors
or disposable devices;

e ANT is a low-power proprietary wireless technology developed focusing
on sports and fitness sensors that have to communicate with a display
unit, such as a watch or cycle computer. Similar to BLE, ANT devices
may operate for years on a coin cell.

e ZigBee is a low-power wireless specification based on mesh networking
to the low-power wireless space and is targeted towards applications such

as smart meters, home automation, and remote control units.

While the first two protocol stacks are provided by Nordic in the form of a binary-
only library (i.e., SoftDevice), the ZigBee one is included in the very latest Erika
RTOS kernel distribution [GLAT00|. An interesting feature of the BLE SoftDe-
vice is the possibility to reserve some timeslots for accessing the radio peripheral
in raw mode, temporarily bypassing the whole BLE stack. This can be used to
run different radio protocols concurrently to BLE, and this is useful for several

reasons:

e to have a faster, lower latency communication among nodes using custom
protocols, including those that can provide temporal guarantees,

e to allow the use of just a single node in BLE mode to transmit collected
data to the master (PC/tablet),

e to connect the nodes to other wireless networks that use different proto-
cols.

Other possible solutions are represented by WiFi and Bluetooth. Compared to
the ones supported by the Nordic chip, they have a better data throughput but
at the cost of high power consumption, which is one of the primary concerns of
this platform. Furthermore, the implementation of WiFi and Bluetooth needs an
external hardware module in addition to the Nordic microcontroller, and this con-
tributes negatively to energy consumption, physical device dimensions, firmware
complexity, and costs.

For this platform, the selected technology has been the BLE for many reasons,
including its widespread adoption, lower power consumption, better immunity to
interferences, and net payload data-rate [KMT13|. Considering the sensors on
the platform and typical acquisition rate, the bandwidth provided by the BLE
protocol resulted to be sufficient for most of the applications.
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Our current implementation exploits raw time slots, but only to achieve time
synchronization (as explained in Section [3.2.4)). The data transfer to the master
(PC/tablet) is done using BLE from every single sensor node.

3.2.3 Real-time processing

In complex embedded devices like the one described in this thesis, the system
must be able to execute several concurrent activities, some of which subject to
strict timing constraints, while allowing a modular and flexible development cycle.
For instance, IMU data are acquired with a sampling period of 5-10 milliseconds,
while data transmission and data storage tasks can be triggered with lower fre-
quencies and present lower criticality. For example, the data storage function is
necessary to save motion data when the connection is not available. An RTOS is
needed especially in the presence of more than one sensor with different timing
constraints, as well as to maintain a good code clarity and modularity. Further-
more, an RTOS is crucial to predictably handle the radio reservation in order to
mix the BLE communication with custom protocols.

To ensure a timely execution of such different activities and perform an off-
line guarantee of the timing properties of the application, the software has to be
supported by a real-time operating system. The software for the platform pre-
sented in this thesis has been developed on top of the ERIKA Enterprise real-time
kernel [GLAT00], which allows achieving high predictable timing behavior with
a very small run-time overhead and memory footprint. ERIKA Enterprise is an
innovative OSEK/VDX RTOS for small microcontrollers that include highly pre-
dictable real-time kernel mechanisms and uses innovative programming features
to support time sensitive applications on a wide range of microcontrollers and
multi-core platforms. In addition to the OSEK/VDX standard scheduling algo-
rithm, ERIKA Enterprise implements other scheduling algorithms such as Fixed
Priority with preemption thresholds, Stack Resource Policy (SRP) |Bak91]|, Ear-
liest Deadline First (EDF) [LL73]|, resource reservations (FRSH) [MLBCO04] and
hierarchical scheduling (HR) [BFB91, BBB13| which can be used to schedule
tasks with real-time requirements. In particular, ERIKA supports periodic and
aperiodic task scheduling according to fixed and dynamic priorities; interrupt han-
dling for urgent peripherals operation (interrupts always preempt task execution);
and time bounded resource sharing through the Immediate Priority Ceiling proto-
col [SRL90,But11]|. The description of an OSEK/VDK application is obtained
through the use of an OIL configuration file. To allow writing, compiling, and
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analyzing applications in a comfortable environment, the RT-Druid plug-in for
Eclipse is used. It also provides support for code generation and integration with
static analysis tools.

In the embedded system domain, drivers are often implemented following a
polling scheme, i.e., using busy waiting during the interaction with I/O peripher-
als. Polling-based drivers are typically simple to implement, but increase power
consumption and generally allow a lower I/O throughput. On the other hand,
interrupt-driven drivers are able to avoid busy waiting, at the price of a more
complex implementation. In this case, during I/O operations, the CPU is avail-
able to execute unrelated computations or move to a low-power function state,
leading to a reduced power consumption. Overall, the asynchronous behavior of
interrupt-driven drivers impacts significantly on system predictability, leading to
greater complexity in schedulability analysis with respect to polling-based drivers.
In order to squeeze-out the maximum performance from IMU sensors as advertised
by InvenSense, without sacrificing low power consumption of the whole system,
we had to carefully design and implement the software to handle the sensor. To
this purpose, we developed a specific interrupt-driven driver for the InvenSense
sensor tailored over the I/O interactions that are strictly required by the appli-
cation domain. The driver is composed by two nested state-machines showed in

Figure [3.2]

12C Interrupt

WRITE
CONTROL
REGISTER

READ DMP
STATUS

WRITE 12C
ADDRESS

READ/WRITE
DATA

FIGURE 3.2. Architecture of the IMU driver.

The inner state-machine is responsible for managing the I?C communication

with the sensor. As explained in the previous Section, the InvenSense sensor
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is connected to the microcontroller through the I?C bus: since the MCU allows
only a common interrupt for I?C events, it has been necessary a state-machine
implementation of the interrupt handler. Data transfer over the I2C bus requires
an I/0 interaction composed of different read/write phases. Such a state-machine
is in charge of dealing with the communication phases of the I?C bus, tacking
track of the current communication phase. Also, the InvenSense sensor depends
upon [/0O interactions based on communication phases. The outer state-machine
is therefore in charge to handle the communication with the DMP: in such a way
the sensor data are collected in a buffer and made available for the application.

3.2.4 Time synchronization

In a wireless network like the one proposed in this thesis, the analysis of gath-
ered data is performed by processing samples of measurements coming from dif-
ferent nodes of the network. In order to minimize the error, it is important to
elaborate samples acquired at the same instant, especially if the nodes are used
to monitor the dynamic of some physical variables, as in limb motion tracking. It
is clear that the amplitude of the error increases with the temporal misalignment

among the samples.
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F1cURE 3.3. Effect of time synchronization errors.
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An example of the problem is illustrated in Figure , where two signals f(t)
and f’(t) are sampled with a period T.. Suppose that f’(t) represents the angle of
moving knee and let € be the clock drift rate of the node that samples this signal.
After K samples, the clock skew At between the samples coming from the two
nodes and having the same timestamp can be computed as:

At = |KT,(1+¢) — KT)| = eKT, . (1)

Under the assumption that the movement in a small interval occurs at a fixed
angular velocity w, the angular error is

A = wAt . (2)

Increasing the sampling period T, can greatly extend battery duration, but
cannot be done without a proper time synchronization, otherwise the achievable
precision drops. In addition to the advantages given by an accurate time for
sampling data, a precise time base can also be used to schedule global tasks, like
those used to trigger system reconfiguration or change the behavior of each node
in the network.

Clock synchronization allows a precise time alignment of data acquired from
nodes. The higher the protocol accuracy, the lower the sampling frequency required
to obtain small errors while correlating two different samples. In this actual ver-
sion, a two-way synchronization protocol has been implemented, exploiting the
radio reservation not dedicated to BLE. This is illustrated in Chapter [4]

3.2.5 Energy management

Power management is becoming a crucial aspect in several fields of information
technology, from mobile devices that need to prolong their lifetime without requir-
ing huge batteries or long recharge time, to server farms where managing thermal
issues is crucial to prevent failures and reduce costs. Almost all modern devices are
based on the CMOS technology which is characterized by 2 major sources of energy
consumption: dynamic power due to switching activities and static power due to
the leakage current. For micrometer-scale semiconductor technology, the dynamic
power dominates the power consumption of a processor. However, for technology
in the deep sub-micron domain, the leakage power consumption is comparable to
or even more significant than the dynamic power dissipation. Reducing the voltage

decreases the dynamic power consumption. However it also reduces the maximum
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operating frequency. The overall energy consumption of a computing system also
depends on other components.

Power management capabilities provided in modern devices do not take tim-
ing constraints into account, thus time guarantees must be performed by proper
energy-aware scheduling algorithms implemented at an intermediate software layer.
Two major classes of power-aware algorithms can be distinguished based on the
kind of power they try to reduce. Dynamic Voltage Scaling (DVS) techniques
reduce dynamic power by decreasing the supply voltage (and consequently the
clock frequency) of the system, whereas Dynamic Peripheral Management (DPM)
approaches achieve energy saving by exploiting operational states with reduced
energy consumption (e.g., sleep or idle) whenever possible. When using DVS
techniques in the presence of resource constraints (e.g., under mutually exclu-
sive resources or non-preemptive regions), the system can experience scheduling
anomalies in which a task could even increase its response time when executed
at a higher speed [But06al. Such problems prevent managing the performance
of a real-time application as a function of the processor speed. To cope with the
variable requirements coming from different monitoring applications in a transpar-
ent way for the application developer, energy-related issues are managed through
the abstraction layer proposed by Bambagini et al. [BMPB11], integrated inside
Erika kernel. This library allows selecting a policy customized for a specific device,
providing a uniform interface. In this way, it permits to achieve advantages given

by energy management while taking timing constraints into account.

3.3 Data fusion

Limb postures are reconstructed by integrating the data from different inertial
measurement units that are positioned on the body. In order to cope with the
noisy IMUs, our approach integrates kinematic constraints that limit the space of
possible configuration that the node can assume, thus a better estimation of the
final posture could be obtained. In the following, a formal representation of the
kinematic constraints is presented.

An inertial measurement unit is composed of three main devices: a gyroscope
that measure the angular velocity, an accelerometer that measure the acceleration
and a magnetometer that measure the earth magnetic field. To estimate the
attitude of the body all the measurements coming from the components have
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to be combined together. However the raw data coming from the sensors are
highly corrupted by noise [Teh83, ESHNOS8| and their simple combination lead
to a biased and incorrect posture estimation. Therefore, a correct filtering of
the data coming from the IMU and their use for posture estimation is a key
issue. Different algorithms has been designed, among them the most common
are the approaches based on complementary filters [MHP08a,MHP05, HM 06/,
Kalman filter and optimization [MHV11a,Mad10]. It is not easy to compare the
different approaches since their performances depend on the tuning of parameters
that most of the time are application specific. In general, the approaches based
on complementary filters converge slowly to the correct posture while algorithms
based on optimization and Kalman filter present a faster convergence. It is out
of the scope of the thesis to analyze how to select and tune these algorithms to
compute the attitude of the single node mounted on the body starting from the
IMU’s raw data, rather we will focus on how to propose an good approach that
easily combine different measures coming from different IMUs to find their relative

orientation.

3.3.1 How to estimate node attitude

The attitude is the orientation of a coordinate system with respect to some
reference system. Every node can produce both raw data acquired from all sen-
sors and an attitude information. The IMU mounted in the proposed platform
provides a quaternion, which denotes the rotation of the “Earth-fixed frame” with
respect to a frame attached to the sensor denoted as “body frame”. Compared
to other techniques, like rotational matrix and Euler Angles, quaternions improve
computational efficiency and avoid singularities problems (e.g., gimbal lock).

We now introduce some notation typically used by the general statement of
attitude estimation problem. Given n bodies kinematically constrained as shown
in Figure|3.4) we denote:

e {I'} as the inertial earth-fixed-frame reference,
o {B;} as the general sensor-fixed-frame reference (also know as body frame),

e {E;} as the estimate sensor-fixed-frame reference.

We assume that the frames {B;} and {B;;1} are kinematically constrained.
To describe these constraints, we introduce quaternions notation “pp.. which
expresses the rotation of the inertial frame F' with respect to the body frame B;
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FIGURE 3.4. General Case.

of a sensor:
T

Fpp, = <a b ¢ d) (3)
where T' denotes the vector transpose operator. Variables b, ¢, and d are the
“vector part” of the quaternion, and can be thought of as a vector about which
rotation should be performed. The element a is the “scalar part” that specifies the
amount of rotation that should be performed about the vector part. The inverse
of a quaternion p is computed as

]_ T
-1 b e —d) . 1
P a2+b2+c2+d2(a b —c d) (4)

The attitude quaternion “pp, can be used to rotate an arbitrary 3-element
vector from the inertial frame to the body frame. A vector v; can be rotated
by considering it as a quaternion with zero real-part and multiplying it by the

. . F . . F.. —1
attitude quaternion “pp, and its inverse " pp,

v ="pg, (O) ("p5)) - (5)
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The frames {B;} and {B;,1} are kinematically constrained by the quaternion
Bitipp (¢;) where ¢; € Q; and Q; C R™ is the joint space, with n; the number of
joint variables. For easy readability we omit the dependence of the time from all
the variables.

Given SO(3) the space all rotations about the origin of three-dimensional Eu-
clidean space R3, we define also the following quaternions:

e p; :='pp, € SO(3) : relative orientation of {B;} respect to {F},

e p; :=pr € SO(3) : (estimated attitude) relative orientation of {F;}
with respect to {F'},

e p;:="5pg,, (¢:) € SO(3)|g; € Q; : relative orientation of {B;4;} respect
to {B;}. It follows that p; = p, ;.

We would like to estimate the joint variables of the relative orientation of
{B;s1} with respect to {B;}, i.e., {q:(t) € Q;| pi(¢:(t)) € SO(3)}. In theory,
we could separately estimate the attitudes of the {B;} frames and then find the
relative orientation p;. Instead, the noisy measurements coming from the IMUs
degrades the performance of this straightforward approach.

Lets examine the simple case of a body-fixed frame constrained with inertial
fixed-frame. Suppose that the inertial-fixed frame {F'} and the body-fixed frame
{A} are constrained each other through a revolute joint. Let {E'} be the estimate
reference frame as depicted in Figure 3.5l Although this is a basic case, it is a
good starting point to model more complex real-life kinematic scenarios.

We define p := fps = p(q) € SO(3), where ¢ € R is the scalar variable to
estimate.

The rotation p := “pg(q) is the estimated attitude (corresponding to an esti-
mated variable ¢ € R). The orientation error is defined as p := py = p~'p €
SO(3). A perfect attitude estimation is achieved when p = I.

3.4 Experimental Results

In this section, some preliminary experiments are presented to evaluate the
effectiveness of the proposed approach. The first application test case we identified
consists of a single joint. Despite its simplicity, it is already realistic because it
models very well the case of knee rehabilitation, and requires a precision of at least
1 degree and up to 0.3 rad/s angular velocity. Two different types of measures
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F1GURE 3.5. Body-Fixed Frame Constrained with Inertial-Fixed Frame.

were performed: accuracy measures for both orientation and position, and time

delay measures.

3.4.1 Accuracy measures

The spatial accuracy of a single sensor node was evaluated with respect to
a reference given by a Polhemus Patriot system [Pol10]. This device is capable
of measuring 6DOF (Degrees-Of-Freedom), thus obtaining the full position and
orientation of a mobile probe with respect to a fixed reference. Its working principle
is based on emitting a tuned electromagnetic field from the fixed reference (source)
and measuring it with the probe (mobile sensor). This procedure avoids the need
for hybrid data merging performed via software. The resulting resolution is about
0.03 mm and 0.01 degrees, and a static accuracy of 1.5 mm RMS for the X, Y,
and Z position and 0.4 degrees RMS for the orientation. To perform the test,
both the Polhemus and the IMU have been mounted on a common board in a way
do avoid any measurement error caused by misalignment. Figure [3.6| shows the

experimental setup used to evaluate the IMU accuracy measures.
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FIGURE 3.6. Experimental setup used to evaluate the accuracy.

Orientation

The orientation accuracy of a single sensor node was measured by converting
quaternions to Euler angles and directly comparing them to the ones given by the
Polhemus. Only the angles around X and Y axes were measured, because the
measurement around the Z-axis relies on magnetometer which is strongly affected
by the magnetic field generated by the Polhemus. Figure shows the IMU
measurement error with respect to the Polhemus reference. The majority of errors
are around the value of 0.65 degrees; the Mean of the error is 0.8685 degrees and
its RMS is 0.9871 degrees. For these reasons the measure can be considered a good
result because it is obtained with a system that is considerably cheaper than the
Polhemus (i.e., few euros compared to several thousand of euros).

Figure|3.8|shows that the error remains quite small even during fast movements.
During sudden changes of direction, the IMU reacts with a little delay with respect
to the Polhemus, because it gets fooled by gyroscopes. In fact, the accelerometers
are noisier for faster movements, and the DMP data-fusion algorithm increases the
weight to the gyroscopes. Despite such a behavior due to its inner working, the
error of the IMU does not substantially vary from the average during these fast

circumstances.

Position

Position accuracy was measured in a similar setup. While the Polhemus gives
out both orientations and positions, the IMU sensor is only capable of angular mea-
surements, thus Y and Z coordinates must be computed using simple trigonometric
formulas as a function of the link dimension. Figure [3.9| shows the distribution of
the measured position error on the Y-axis.
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3.4.2 Processing time and communication delay

Finally, a specific test has been carried out to evaluate the computation time
spent by the sensor node to process data coming from the IMU, and the end-to-
end delay of the data acquisition, up to the graphical representation performed on
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the PC/tablet user interface. Processing timing measurements were performed by
switching a GPIO pin at the beginning and at the end of the computation, and
capturing them by a multi-channel logic analyzer. We captured the timing of the
following processing timing on the sensor node:

e DMP interrupts arrivals;

e duration of packet reading procedure through I2C bus;

e duration of data processing.
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To measure the communication delay between nodes and PC/tablet, instead,
the simple switching of a GPIO is not practically feasible for at least two reasons.
Firstly, on PC’s and tablets there is no cheap and simple way to instantaneously
change a GPIO pin state as on microcontrollers, considering that we are exclusively
using standard programming environments and tools. Secondly, there is no access
to the internals of the Bluetooth Low Energy (BLE) stack, neither on the PC with
Windows 8.1, nor on the tablet with Android and not even on the nodes running
the Nordic BLE library.

The adopted solution was to measure directly the time instant at which the
application reacts upon receipt of a data packet. After the elaboration, it activates
a region of the tablet screen. Thus the measurement was carried out using a photo-
resistor attached to the screen to detect the change of a small rectangular image,
between black and white. This caused luminance changes, affecting the output of
the photo-resistor, thus allowing the logic analyzer to capture it.

With the above setup, we acquired 60 seconds of data, using a Nexus 7 tablet as
a receiver. The sampling frequency configured on the node was 20 Hz, resulting in
1200 samples. Results of this experiment are reported in Table that contains
execution time statistics for I?Cread routines and the CPU time spent until the
sending of the data over radio link, and Table [3.2] that contains delay statistics of
radio transmitting times and the final delay measured to shows data on the user

interface.
Time(ms) Mean | RMS | Std Dev. | Variance
12Cread 2.409 | 2.416| 0.1833 0.0335
computation | 0.218 | 0.228 0.0660 0.0043

TABLE 3.1. Execution times (ms).

Delay(ms) | Mean | RMS | Std Dev. | Variance
BLEsend | 2.627 | 2.634 0.197 0.039
display 23.730 | 27.575 14.052 197.470

TABLE 3.2. Delay times (ms).
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Variance of the display delay is quite high due to several reasons, the most

relevant are:

e The delay that can occur during the transmission could suffer due to the
BLE protocol (e.g., busy channel, re-transmission, etc.);

e the lack in the Android framework of a structured support for managing
time constraints at application and communication layer;

e the presence of a complex video rendering subsystem that is optimized
to improve user experience but it is not aimed at a predictable timing

behavior in the data representation.

Performance differences between Windows and Android

Although BLE is not explicitly designed for transmitting a continuous data
stream, but only for a sporadic data exchange, it can be used without problem for
this purpose assuming the use of an efficient stack implementation that provides
a suitable throughput, both on the master (PC or tablet) and the slaves (sensor
nodes). Our first implementation of the master application was developed on
Windows 8 and we were unable to achieve more than 24 packets/s. This bottleneck
is due to the Windows BLE stack poor implementation, independently of the used
BLE devices (i.e., two different USB dongles produced the same throughput).
Actually, the only way to achieve better performance on Windows is by using a
custom dongle, for example based on the same microcontroller like the one provided
by Nordic in their development kit. Instead, the BLE stack included in Android
allowed our application to achieve a higher throughput. Using this setup, we were
able to reach 200 packets/s coming from two different nodes.

3.5 Conclusions

In this chapter, a new set of wearable nodes that integrate a selection of small,
low-cost, energy-efficient components and wireless communication has been pre-
sented. They achieve a good balance between cost and performance. The used of
real-time methodologies allowed to squeeze-out the maximum performance from
ultra-low power hardware without sacrificing application requirements, acquisition
rates, and full compatibility with new PC’s, smartphones, and tablets. The de-
veloped platform allowed to obtain a highly wearable and inexpensive solution
characterized by a good precision and a high time predictability.






Chapter 4

Dual-Protocol Support for Bluetooth
LE Devices

Several distributed systems require a real-time communication among nodes, that
is, a communication where the worst-case end-to-end delay is guaranteed to be
bounded [TBYS96|. In some of them, the availability of an additional standard
connection would allow using a commercial mobile device for monitoring, tuning
and logging activities. For example, a team of cooperating mobile robots form a
distributed network in which nodes, in order to coordinate and take common deci-
sions, have to continuously exchange messages to converge to a common decision
in a bounded amount of time [FBCAO03].

Relative localization of mobile nodes is another activity that also implies a
time constrained communication among nodes to fuse local sensory information
available on each node into a shared global view of the system. For instance, a
set of data based on the received signal strength indicator (RSSI) acquired by
each node can be converted into node positions relative to a common reference
frame [BGO5|.

A similar need arises in some modern distributed control systems where the
stringent timing constraints coming from the control application must coexist with
the use of wireless connectivity to overcome the typical drawbacks of wired solu-
tions (e.g., cost, weight, and encumbrance).

These systems often require the interaction with an operator through a dedi-
cated communication device for monitoring and configuration purposes. The use of

a standard communication protocol available in commercial mobile devices would

59
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allow reducing cost and simplifying the development. Low-power communication
protocols, as BLE [BT414] or ANT+ |[ANT], represent a possible solution for the
user interaction, because they are supported by most mobile devices, like tablets
and smartphones, and also enable longer battery lifetime.

However, these protocols were not designed for real-time traffic and cannot be
used when a bounded transmission time is required. Moreover, extending them
with a real-time support can be quite difficult or even impossible without losing
compatibility with the standard. Also, most of these stacks for embedded devices
are provided by the hardware manufacturer as binary libraries, preventing any
modification.

On the other hand, many protocols proposed in the literature (see Section
for real-time traffic in wireless sensor networks are not supported by commercial
mobile devices and do not represent an attractive solution.

The naive solution to this problem is the use of two radio transceivers on each
node, one for the real-time traffic and one for the user interaction. This solu-
tion, however, requires more space, cost, and energy consumption, and could be
not compatible with the design constraints in some specific systems. The current
topology supported by the Bluetooth Low Energy is seen as a strong limitation
and the Bluetooth Special Interest Group (SIG) is working to incorporate mesh
networking into the future BLE specification to allow this kind of topology into
the standard, so that all Bluetooth certified devices can be added to a mesh net-
work. In order to already provide working solutions to the market, some vendors
started proposing proprietary dual-protocol approaches based on sharing the band-
width between the standard BLE stack and the transmission using a custom-made
protocol implemented on top of the raw radio. For instance, the CSR company
proposes a proprietary extension [csr| to their BLE devices that allow them not
only to receive and act upon messages but also repeat those messages to sur-
rounding devices, so extending the range of standard BLE and providing a simple
ad-hoc mesh network for IoT applications. Another similar solution is Wirepas
Pino [wirl6|, which is a fully automatic, multi-hop, self-optimizing, mesh net-
working protocol stack built on top of the Timeslot API provided by the Nordic’s
nRF51822 Bluetooth chip. However, none of these solutions consider the problem
of providing guarantees for messages transmission times.

To address the issue of combining the advantages of the dual-protocol devices

together with the capability of providing real-time communication, in this chapter
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is proposed the design and the analysis of a bandwidth sharing mechanism that
exploits the capability of some radio transceivers to reserve a fraction of the avail-
able network bandwidth for BLE connectivity and the remaining part for a custom
protocol dedicated to real-time communication. To the best of my knowledge, this
is the first approach in which the BLE is integrated into a dual-protocol setting
to support real-time traffic.

The proposed dual protocol mechanism can also be exploited in body area
networks (BANs) for mobile health applications [BM14] whenever nodes need to
exchange messages among them (e.g., for synchronizing sensory data acquisition
to increase precision), while interacting with the user through a mobile device.

The rest of the chapter is organized as follows. Section presents the state
of the art on the key aspects addressed in this chapter of the thesis. Section
illustrates the system architecture and the related models. Section [4.3|presents the
foundations needed to support the proposed dual-protocol approach. Section
presents the analysis for guaranteeing the real-time traffic, the design of the pro-
posed meta-protocol, and the analysis to guarantee the absence of packet loss in
the BLE communication. Section presents a design method for determining
the maximum bandwidth that can be allocated to the real-time traffic preventing
the BLE buffer overflow. Section reports some experimental results carried out
on the system to better characterize its temporal behavior. Finally, Section 4.7]
states conclusions and future work.

4.1 State of the art

This section briefly presents the state of the art on the different aspects ad-
dressed in the chapter. A lot of effort has been devoted to the development of com-
munication protocols for BANs, focusing on throughput, communication range,
energy consumption, security support, code complexity, and stack requirements.

4.1.1 Short-range wireless communication protocols

Classic Bluetooth was developed with the aim of replacing cables on desktop
computers in connecting devices such as printers, mobile phones, etc. It covers
distances from 1 m to 100 m, depending on the radio class used in the implemen-
tation, with a throughput of 0.7 — 2.1 Mbit/s. The maximum number of slaves is 7
and the peak current consumption is approximately 30 mA. During the last years,
it has been extended into Bluetooth Low Energy (BLE), having a lower application
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throughput of 0.27 Mbit/s, but supporting a higher number of concurrent com-
munication slaves with lower peak power consumption. The main difference with
respect to the classic Bluetooth is the communication paradigm, which has a lower
overhead for establishing and maintaining connections with devices. With respect
to Classic Bluetooth (Basis Rate, BR, and Enhanced Data Rate, EDR), the BLE
has a much smaller memory requirement in the microcontroller stack [MILW12].

There exist other communication stacks that can be taken into account to
develop BAN applications [RSCB14,SKK™12|. For instance, ZigBee is a protocol
based on the IEEE 802.15.4 standard [IEE11], which can form a mesh network
with transmission distances up to 100 m. It supports secure networking and has
a defined rate of 250 kbit/s. At present, however, it is not natively supported by
mobile phones. ANT+ [ANT] is an open access multicast wireless sensor network
technology that has a negligible consumption when operating in low-power “sleep”
mode, and a higher one during transmission. It is currently supported by some
mobile phones and is broadly used for sport and well-being devices (e.g., body
weight scales and step-counters). It is interesting to observe that Dementyev et
al. [DHTS13| proved that, for some specific scenarios, the BLE is more energy
efficient than ZigBee and ANT+. In addition, the BLE has the advantage of being
more widespread in mobile phones, and updating existing devices from Classic

Bluetooth to BLE just requires downloading a new software in the chip [GOP12].

4.1.2 Real-time protocols

On a different side, to guarantee a timely communication at the MAC layer
in wireless networks, several solutions have been proposed in the literature, as
wireless fieldbus protocols [KEP96,/Wil03|. Some other authors proposed to
control the channel access by a real-time scheduling algorithm to prevent conflicts
in transmission and guarantee message deadlines [CTHCO05, WLZ07]. Other
authors proposed solutions for guaranteeing real-time communication and energy
efficiency on IEEE 802.15.4 networks [KAT07,/TL12].

One of the first proposed solutions was the Implicit-EDF protocol [CBS02,|
CTHCO5|, in which nodes are grouped into cells and transmit periodic messages.
To guarantee a collision-free channel access, each node locally generates the same
EDF schedule. This means that each node must know the traffic parameters of all
other nodes in the network.

Koubaa et al. [KATO07] analyzed the power efficiency and the communication
delays of the IEEE 802.15.4 standard when the GTSs mechanism is used. The
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authors proposed an algorithm to select the protocol parameters to balance power
efficiency and bounded transmission delays.

Toscano and Lo Bello [TL12] proposed a method for superframe scheduling in
industrial sensor networks based on the IEEE 802.15.4 standard. This algorithm
can avoid beacon collisions by scheduling cluster superframes over multiple radio
channels.

Saifullah et al. [SXLC10] analyzed the problem of real-time transmission
scheduling in WirelessHART networks, where the channel access is regulated us-
ing a branch and bound algorithm. Later, the same authors |[SXLC11| analyzed
the communication delays when the channel access is handled by a fixed-priority
scheduler.

Franchino and Buttazzo [FB12] proposed another MAC layer protocol, called
WBuST, where nodes are grouped into clusters and the channel access is synchro-
nized by the transmission of a periodic beacon by the cluster coordinator. The
beacon transmission defines a communication window divided into timeslots. The
window slots are assigned to cluster nodes by a Weighted Round Robin (WRR)
scheme [WLZO07|. The approach can guarantee a timely communication, giving
the possibility to handling energy consumption.

4.1.3 Dual wireless protocols

The development of dual protocols was made possible by new transceivers al-
lowing the co-existence of multiple communication stacks. Examples are the mul-
timode IEEE 802.15.6/Bluetooth Low-Energy WBAN transceiver for bioteleme-
try applications proposed in [WDD713] and the WiZi-Cloud, an application-
transparent dual ZigBee-WiFi radio [JNS11|. Another example is represented by
the Nordic nRF51822 [NOR13| device, that supports multiple protocols, such as
ANT+ and BLE, other than providing support for custom protocols.

One of the first industrial solutions [NZMGO3| focused on the design of a
system with two or more transceivers, with the objective of minimizing the inter-
ference between the different protocols, rather than providing a true concurrency
between protocols on the same transceiver. Other authors [ZWFWO04] imple-
mented a dual-channel communication, but they rely on an out-of-band channel
to distribute busy messages, rather than reserving time slots dedicated to different
protocols, as proposed in this thesis.

Other industrial projects proposed solutions to integrate multiple protocols in
the same transmission device. Zehavi et al. [ZN06| developed a wireless transceiver
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capable of a joint signal transmit/receive section and many signal up/down con-
version sections to transmit and receive signals in accordance with two alternate
protocols. In some of the developed devices, the transceiver is provided with
a processor programmed to implement a time sharing schedule to facilitate the
coordinated control and performance of transmit and receive operations. Pro-
tocols can be selected among Bluetooth, 802.11x, and Home RF. The wireless
device can also be used as a master or gateway of two wireless networks. Bridge-
lall [Bri05] proposed a time sharing mechanism that allows alternating Bluetooth
BR with 802.11. Time frames are reserved for each protocol by exploiting the
802.11 Request-To-Send mechanism to accommodate for Bluetooth transmission
windows. Finally, Desai et al. [DKP™14] proposed a dual-mode BLE device that
identifies idle intervals within Bluetooth BR/EDR traffic communication and uses
the dual-mode BLE device to concurrently perform various BLE activities. For
example, advertising packet transmissions may be concurrently performed inside
identified idle intervals within the Bluetooth BR/EDR traffic communication.
All the industrial solutions presented above, however, mainly aim at integrating
standard protocols to improve interoperability, without addressing real-time issues.

4.2 System Architecture and Model

This section presents the architecture and the traffic model of the main system
components. We assume that each node in the system is composed of an elab-
oration unit and a radio device. The access to the radio device on each node is
regulated by a software component referred to as radio manager (RM). Each node
is equipped with an implementation of the BLE stack to undertake BLE commu-
nications. As enabled by modern BLE-enabled devices (e.g., such as [NOR13]|),
we also assume that the RM provides a bandwidth reservation mechanism for the
radio, allowing reserving specific time slots to be used in raw mode interleaved
with the BLE communication. The approach proposed in this paper aims at ex-
ploiting such time slots to support real-time communications, thus implementing
a dual-protocol approach.

The rest of this section presents the network topology for both BLE and real-
time traffic, summarizes the main characteristics of the BLE stack, and introduces
a model for real-time traffic. Such a model will then be used in Section [4.4.4]
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to instantiate an example of analysis for a specific real-time protocol (namely
Weighted Round-Robin).

Further developments concerning the bandwidth reservation mechanisms are
discussed in details in Section [4.3] where the foundations needed to implement the
dual-protocol approach are presented.

4.2.1 Network Model

This chapter considers a network infrastructure composed of n nodes, Ny, ..., N,
providing best-effort traffic through the BLE protocol [BT414| and delivering mes-
sages subject to timing constraints under a real-time custom protocol.

The real-time protocol supports a fully connected network allowing point-to-
point communication between any pair of nodes. These links are used by the
application to exchange real-time data with timing constraints. This network
configuration is typical in most existing real-time protocols, like those presented
in Section [£.1] On the other hand, the BLE protocol is used by each node to
communicate with a single external device (e.g., an Android tablet), working as a
master for the BLE network. This configuration is the simplest BLE network that
can be formed and it is referred to as Piconet. This connection allows nodes to
send information to the mobile device for configuration, monitoring and logging
activities. Each node N; can switch its network protocol between the BLE and the
custom one. It is assumed that the master node is a commercial mobile device that
can only communicate by BLE, without providing support for the implementation
of a user-defined protocol. Figure shows an example of network composed by
4 wireless nodes and a master device; note that real-time links among nodes and
BLE connections to the master device are denoted by different line styles.

— — — . Bluetooth LE link
......... Custom protocol link
~- — "
- R
- —— .
Bluetooth LE ﬁ_/_,— : :
Master ST : e i
% - :
~ T

F1GURE 4.1. Example of a dual-protocol network with one master
and 4 slaves.

@ However, not all nodes must be connected with the master device: nothing
prevents them the use of the custom real-time protocol only. Moreover, the nodes
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can also communicate with external nodes which are not part of the BLE Piconet
but uses the custom real-time protocol.

Although the BLE protocol is quite flexible in terms of network formation, it is
not able to provide support for timing guarantees, and the capabilities to perform
multi-hop communication has been introduced only since version 4.1. Moreover,
not all devices provide an implementation of the full standard to reduce the foot-
print and power consumption. Typically, the companies producing the transceivers
do not provide the code for the network stack, but only a library in binary format
(e.g., Nordic SoftDevice [NOR13|) that works as a black box. Although the BLE
stack cannot be modified to better integrate real-time communication, the knowl-
edge of the BLE behavior allows providing a tighter analysis. For this reason, the
behavior of the BLE protocol is summarized in the next section.

4.2.2 BLE protocol and stack

When a BLE node is powered on, it performs the protocol initialization and
starts sending the notification packet on a set of dedicated radio channels, listing
the node characteristics (e.g., name, type, available data). When the master node
(e.g., the tablet) starts acquiring the information provided by the node, it performs
a connection sequence sending the communication parameters, including the period
between two consecutive transmissions (75) and the maximum number of packets
(np) that can be sent in each dispatch, called Radio Event.

Each sensor node executes a sporadic task 7g, that is a computational activity
whose consecutive activations are separated by a minimum interval Ts. At each
activation the task produces a message of ng packets to be dispatched by the BLE
protocol. The BLE stack provides a hardware buffer of size ny packets to store
data produced by the application. The number of packets waiting to be delivered
(backlog) is denoted as n, and to avoid packet loss it cannot exceed the buffer
size, that is n, < ny. At the beginning of each Radio Event, an interval of time
of length ., is needed to get all data packets available in the hardware buffer
and prepare them for transmission. When ready, each packet is sent within a
transmission time t,,.

Figure illustrates the executions of task 7¢. The number of packets (n,)
in the node waiting to be transmitted (backlog) is represented in the second line.
The dashed line indicates the maximum backlog (ngy) that can be managed to
avoid packet loss. The last line shows the BLE activities performed on the node
to complete the transmissions.
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FIGURE 4.2. Example of transmission sequence with the BLE protocol.

4.2.3 Real-time traffic model

The dual-protocol approach is suitable for the integration of a wide spectrum
of real-time communication protocols. However, a specific traffic model and a real-
time protocol are selected here to show the effects of the reservation mechanism
on the analyses of the real-time traffic and on the design phase.

As far as the real-time traffic is concerned, each node N; generates a stream S;
of periodic messages defined by three parameters: the maximum message length
m; (expressed in bytes), the message generation period T; and its relative deadline
D;, both expressed in units of time. In this chapter, deadlines are assumed to
be equal to periods. For the purpose of the analysis, the message length will be
expressed as the time M; used by the radio transceiver to send the message on a
free transmission channel without any contention.

If a message of stream .S; is transmitted in packets with a payload of g bytes
and Tp is the time needed to transmit a single packet and receive the associated

acknowledge, then M; can be computed as follows:

m.
M; = {—Z—‘ Ts. (6)
3 B

The bandwidth utilization required to transmit a message is denoted as U; =
M;/T;. Considering the low reliability of the wireless link, each packet is encoded
by an appropriate Forward Error Correction (FEC) mechanism [Moo05|. In real-
time networks, this method is usually preferred to packet retransmissions due to

his higher predictability [KWO07].
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4.3 The Dual-protocol approach: foundations

The proposed dual-protocol approach is built on top of the reservation mech-
anism offered by the RM. As discussed in the previous section, such a mechanism
allows using the radio device in raw mode for some specific time slots interleaved
with the BLE traffic. The approach proposed in this paper aims at providing the
two following features:

e BLE communication capability for each node in the network ensuring
no packet loss;

e Real-time communication among the nodes based on a real-time meta-
protocol that guarantees synchronized time slots of length ) time units
every P time units.

The real-time meta-protocol is not directly capable of supporting real-time
communication and serves as an intermediate layer to support a real-time com-
munication protocol within the proposed framework. The specific protocol for
managing the real-time communication is a free user choice, under the assumption
that such a protocol is able to work on top of time slots with a fixed length pro-
vided in a periodic fashion. Figure illustrates the layer-based architecture of
the proposed dual-protocol approach.

RT

BLE

Meta

Reservation

Radio manager

Radio

FIGURE 4.3. Architecture of the proposed dual-protocol approach.

While the BLE communication relies on the BLE stack as it is, supporting the
real-time meta-protocol requires the following baseline mechanisms: (i) reserva-
tion of the radio device, needed to actually reserve the time slots and (ii) clock
synchronization, which is fundamental to align in time the slots among the nodes
in the network. Such mechanisms are discussed in details in the two following
subsections.
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4.3.1 Radio reservation

To share the channel between two protocols, a bandwidth reservation mecha-
nism is used to periodically allocate a contiguous time slot of ) time units every P
time units. Thus, P denotes the period of the real-time communication protocol,
while @) denotes the total time budget reserved to the real-time traffic in every
period.

As discussed in Section [£.2] the RM provides a mechanism for using the radio
device in raw mode in specific time slots interleaved with the BLE traffic. However,
such time slots are not provided as soon as they are requested. In fact, in BLE-
enabled devices the radio is typically managed by the BLE stack, which needs to
complete the ongoing BLE activity — to leave the BLE protocol in a consistent
state — before releasing the radio device for raw-mode usage. For instance, Nordic
nRF51 devices explicitly notify this limitation in their application notes [Nor].

This behavior of the BLE stack determines that reservation slots are provided
with a variable delay 6, which depends on the current state of the BLE communi-
cation.

An upper-bound 9,,,, on the delay 0 can be expressed as a function of the

number of packets ng in any BLE radio event as follows:
5max = tprep +npg tp + 0BR (7)

where ?,,¢, is the time needed to prepare the BLE packets (i.e., to pack the appli-
cation data into the specific packets required by the BLE standard), npt, is the
time to transmit them, and ogg is the switching time needed to properly save the
BLE state and prepare the radio for the raw communication. Once the requested
slot terminates, the BLE stack re-acquires the radio device after a switching time
orp needed to restore the radio status to support the BLE communication.

Figure [4.4] illustrates the timing behavior of the radio device under the dual-
protocol approach. To better highlight the delay induced by the real-time traffic
on the BLE traffic generated in the node, the last line (RT') represents the overall
time interval assigned to all the nodes for running the real-time protocol.

Note that, in this specific example, the presence of the second protocol affects
the BLE communication by saturating the maximum allowed backlog: the condi-
tions under which the BLE communication does not incur in over-backlog will be
formally analyzed in Section |4.4.4]
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FIGURE 4.4. Example of a periodic real-time slot request within

the BLE communication.

4.3.2 Synchronization

To support the real-time communication, nodes must share a common notion
of time to align the communication occurring within the period slots. A crucial
issue that must be addressed to obtain a robust dual-protocol communication
framework is to bound the differences between local time references inside each
node due to the clock drift. Such a drift is due to several causes, including the
poor quality of clock generators, possible variations in the supplied voltage, and
changes of the environment temperature. For a given clock source, the maximum
clock drift rate &yn. is expressed in parts per million. Typical accuracy found on
commercial, low-quality clock oscillator ranges from 40 ppm up to 80 ppm [SHO6|.
For example, given a clock with an accuracy of 40 ppm this effectively means a
clock skew of 40 microseconds per second. Given an operation time of an entire
day, the resulting clock offset will be 3.4 s.

Synchronization requirements highly depend upon the specific application of
the sensors network. In fact, they are categorized into three groups in this regard.
The first group of applications merely requires the order of events, while the second
requires the time interval of each of the events, whereas third require the absolute
timestamp of the event. Furthermore, sleep scheduling aimed at power sawing will
need time synchronization between nodes within a network. Concerning the im-
plementation of the network protocol stack, TDMA-based MAC protocol schemes
strongly rely on accurate time synchronization.
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Clock inaccuracy Model
To avoid frequent executions of the re-synchronization procedure, both clock
skew and offset should be estimated. The local time of any node 7 is related to the
true global time, ¢ by
ti(t) = it + A (8)

where t;(t) is the local time of note i at time ¢, J; the clock skew and A; the
clock offset. Figure represents an example of clock inaccuracies of two nodes.
Generally, it is assumed that clocks are stable for a short term period, during
which it can be safely assumed that they don’t vary while estimating the clock
skew [SHO6|. This means that the clock drift can be represented by straight lines
in the figure.

Node 1 Ideal clock
skew = & - Skew =1

()

e

= Node 2

S skew = &

(@)

|

Global time

@ FIGURE 4.5. Example of clock inaccuracies of two different nodes

To mitigate the clock drift in groups of nodes, a lot of synchronization protocols
have been proposed in the literature [SBKO05|.

Fundamental approcches to time syncronization
Looking at this problem from a high-level point of view, time synchronization
in wireless sensor networks is achieved by transferring a number of timing mes-

sages between the target sensors. The fundamental data contained in these timing
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messages is the time stamps measured by the transmitting sensors. There exist
two well-known approaches for time synchronization in wireless sensor networks,
which are classified as sender-receiver synchronization (SRS) and receiver-receiver
synchronization (RRS). SRS is based on the classical model of two-way message
exchanges between a pair of nodes. For RRS, the target nodes first receive a bea-
con packet from a common sender, then compare their receiving time readings of
the beacon packet to compute their relative clock offset. Almost all of the existing
time synchronization protocols are designed upon one of these two approaches.
For instance, the Network Time Protocol (NTP) [Mil91] and the Timing-sync
Protocol for Sensor Networks (TPSN) [GKSO03| are based on SRS since they
depend on a number of pairwise synchronizations that assume two-way timing
message exchanges. Instead, the Reference Broadcast Synchronization (RBS) pro-
tocol [EGEOQ2| relies on RRS since it requires a pair of message exchanges among
children nodes (except the reference) to compensate their relative clock offsets.

Adopted solution

In this thesis, we considered a two-way protocol that has been implemented
with the objective of providing a fully functional dual-protocol system to validate
the analysis and the design. In the proposed analysis, we assume that the syn-
chronization protocol is periodically executed inside the time slot allocated to the
raw communication and requires Qgsync time units every Pyypne time units.

If €** denotes the clock error at the synchronization time, the timing error
€(At) after a generic interval At < Py, can be bounded by

€(At) = "™ + EsyncAl.

To safely handle this drift, a guard interval must be inserted at the beginning
and at the end of the slot (). The length of such a guard interval must take into
account that two communicating nodes can drift in opposite directions and can be

computed as

__ _max
Osync = € + 2£syncpsync-

4.3.3 System initialization

To correctly boot the system in a dual-protocol mode, the nodes perform the

following initialization procedure:

(1) nodes start using the radio in raw mode and self-organize in a cluster by
executing a network formation procedure [KDLSO0S];



(2) the synchronization protocol is executed to align the internal time refer-
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ences of the nodes, still exploiting the transceivers in raw mode;

(3) a common time ty at which the first real-time slot is requested by all nodes

is defined as ty = t+7Tj},,;, where t is the current time and Tj,,; is an interval

sufficient for carrying out the operations in the next two phases;

(4) the raw communication is disabled, allowing the BLE protocol to perform

the initialization phase in which the Piconet is formed;

(5) nodes start sending their sensory data to the external device using the

BLE protocol;
Table summarizes all the variables used throughout this chapter.

Variable | Description
Ty Minimum inter-arrival time of task 7g
ns BLE packets produced by each job
Tg Interval between two consecutive Radio Events
ng Maximum number of packets delivered in each Radio Event
tprep | Time needed to prepare packets for transmission
ty Packet transmission time
Ny Number of packets in the node waiting to be transmitted
Ny Size of the hardware transmission buffer
OBR Switching time from the BLE stack to real-time
ORB Switching time from real-time to the BLE stack
) Delay between the slot request and the actual availability
Omaz | Maximum delay o
P Request period for the real-time slots
Q Budget assigned to each real-time slot
Osyne | Safe guards intervals due to clock synchronization
Piyne Synchronization period
Qsync | Synchronization bandwidth allocation

TABLE 4.1. List of all variables used in the model.
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4.4 Dual-protocol Design and Analysis

This section explains how to guarantee the real-time traffic upon the proposed
dual-protocol approach. It begins by deriving the conditions under which it is
possible to ensure that a contiguous time budget () is allocated for real-time com-
munication every period P for all the nodes in the network (Section [4.4.1]). Based
on such an analysis, Section[4.4.2] presents the design of the real-time meta-protocol
introduced in Section [4.3

Please note that the proposed approach is agnostic about the specific real-time
communication protocol implemented on top of the meta-protocol. Hence, existing
analysis techniques (e.g., [KATO06,[SRO05]) can be adopted to verify the feasibility
of real-time traffic once the worst-case behavior of the metal-protocol has been
guaranteed.

To illustrate a specific example, Section reports the analysis for guaran-
teeing real-time traffic using the Weighted Round-Robin (WRR) algorithm on top
of the dual-protocol approach.

While timing properties can be guaranteed for real-time communication, the
BLE communication is not subjected to temporal constraints. However, Sec-
tion [4.4.4] analyzes the conditions under which the real-time communication does
not cause packet loss for the BLE communication due to over-backlog.

4.4.1 Guaranteeing real-time slots

As described in Section bandwidth partitioning is enforced by a reservation
mechanism that provides a time budget () every period P for accessing the radio
device in real-time. Hence, the bandwidth reserved to the real-time traffic is

_Q
URT = > (9)

However, to actually guarantee the bandwidth URT for the whole network it is
required that all the nodes in the network are provided of at least () time units
every period P in a synchronous manner. Multiple phenomena must be taken into
account to correctly ensure this condition.

As discussed in Section [£.3.1], we recall that, once time slots are requested to
the RM, nodes may incur in a variable delay 0 before actually accessing the radio
device. An additional delay can also be introduced by the synchronization error e
in the local clocks of the nodes. The major problem with such delays is that the
actual time interval in which the nodes have their slots overlapped in time can
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be lower than the requested slot length @), hence violating the overall bandwidth
requirement of the network.

The reasoning explained above leads to a conclusion that a slot length larger
than @) must be requested to the RM to guarantee that all the slots are overlapped
in time for at least () time units. The minimum slot length to be requested to
guarantee an overlap of at least () time units is defined by the following lemma.

LEMMA 1. To guarantee that all the slots for real-time communication overlap

for at least Q) units of time, each node must request a slot with length @, where

Q=Q+0 =Q+ dpar + 20syne + Or. (10)

PROOF. The start time of the slot allocated to a node can vary due to two
reasons: the delay 0 and the clock synchronization errors €. Since these two causes
are independent, they can be considered separately. Consider an arbitrary time
window containing one time slot for each node. The minimum overlap in time of
the slots requested by the nodes in the network is given by the worst-case scenario
in which (i) at least one node N; acquires the slot as soon as possible (i.e., with a
delay § = 0) and (ii) at least another node N, acquires the slot as late as possible
(i.e., with the maximum delay § = 0y4,). Because of the clock synchronization
error €, the actual time at which a node requests the slots can be shifted by a
maximum of oy, time units, consequently the maximum shift between two nodes
requests for the slot can be shifted by 20,,.. Hence, when both the nodes request
slots with length 0,0, + 2050 + @, the slots are overlapped in time for at least
() time units. The lemma follows by considering that orp time units are needed
to restore the radio device state before terminating the slot, hence an additional
interval of length orp must be subtracted from the actual time reserved for the

real-time communication. O
Lemma [I] allows defining the real-time meta-protocol.

4.4.2 Design of the real-time meta-protocol

This section states the rules defining the proposed real-time meta-protocol to
be implemented on each node. Let t; be the system startup time and let ¢, be a
generic time at which a node in the network requests a reservation slot.

e Rule 0. At time tj, each node issues the first request for getting a real-
time slot and such a request is periodically repeated every P time units;
hence, t, =tqg+ kP with £k =0,1,...
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e Rule 1. Each node always requests a slot of length @ to the RM according
to Lemma [

e Rule 2. A node receiving the slot at time ¢, + § must wait until time
t, + Omaz before enabling the access to the radio device for the real-time
protocol.

e Rule 3. At time ¢, + @ — 6, each node concludes the real-time communi-

cation by restoring the radio status to support the BLE communication.

The slots temporal alignment is expressed by Rule 2 that forces all nodes to
wait till d,,.,, even is the slot for a specific node is granted earlier. Rule 3 is
in charge of restoring the BLE stack and reclaiming the remaining part of the
requested slot for the BLE traffic that otherwise would be wasted.

An example of the behavior of the real-time meta-protocol is illustrated in
Figure [4.6] where clock synchronization errors are not considered for the sake of
clarity. Three nodes (N7, No, N3) perform a request at time ¢, = 0 (Rule 0) of a
slot of length @ (Rule 1). Although each node N; receives the slot at a different
times 0;, it waits until d,,,, (Rule 2) before switching the radio to raw mode. At
time Opmaq + @ +205yn. +0gp each node restores the radio for the BLE transmission
(Rule 3), even if the received slot would finish at time §; + Q.
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FIGURE 4.6. Example of slot requests from different nodes.

Note that in this specific example the slots overlap of Q) + 204, since all
the requests are synchronously issued at time ¢, = 0, while in the presence of a
synchronization error, the overlap time is no smaller than @), as stated in Lemmal[I}
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Such a synchronization error is handled by the real-time protocol as in the normal
execution without the dual-protocol, as for any time-triggered protocol.

4.4.3 Example of real-time traffic analysis

This section presents the analysis to guarantee the real-time traffic upon the
reservation mechanism provided by the RM. Note that the reservation mechanism
is independent of the real-time protocol used to regulate the access to the radio in
the time slot ). To make a specific example for the analysis, this section assumes
that real-time slots are assigned by the Weighted Round Robin algorithm. In each
real-time interval of length (), the channel is accessed by the nodes according to
the protocol, and each node N; is assigned a time budget equal to

Q= Q. (1)
where UM = 37 U; is the total bandwidth utilization required by the real-time
streams. Note that, if the budget is assigned according to Equation , the
sum of the budgets reserved to the nodes is exactly equal to ) and the real-time
bandwidth utilization is equal to UM = Q/P.

The following lemma provides an upper bound on the maximum time needed
by node N; to send a real-time message of length L.

LEMMA 2. Given a node N; with an assigned transmission budget QQ;, the worst-

case response-time R;(L) for sending a real-time message of length L is upper-
bounded by
R,(L)=L+ [é—‘ (P — Q). (12)
PRrROOF. The worst-case for node N; occurs when the message is sent ¢ units
of time after the beginning of its slot. In this case, in fact, the Weighted Round-
Robin scheduler reassigns the slot to the next node. In such a worst-case scenario,
the node has to wait for (P — @);) units of time before starting the transmission. If
the message fits inside one slot (i.e., if L < @);), then the transmission will finish
after (P — @Q;) + L time units. Otherwise, more than one slot will be necessary
to complete the message transmission. The number of additional slots used to
transmit the message can be computed as ([L/Q;] — 1), thus obtaining a delay
term equal to ([L/Q;] — 1)(P — @;). Hence the lemma follows. O

Each node is in charge of transmitting real-time messages with a maximum

length M;. Due to the synchronization protocol, one of the nodes is in charge of
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sending additional periodic synchronization messages, with length Q)syyc and period
Piyne. Since the synchronization message is transmitted within the slot allocated
to real-time messages, the response-time R; of such messages is inflated. The
worst-case scenario occurs when the start of the synchronization period is aligned
with the first period available to send the real-time message. In this case, the
additional synchronization payload s(M;) during the transmission of a real-time
message having length M; can be computed as

M.
Mi - !
S( ) ’VPsyncUi - stnc

W Qsyne; (13)

where U; = Q;/P.

Hence, the response-time of a real-time message in the node responsible for
triggering the synchronization has to take into account the synchronization payload
and becomes R;(M; + s(M;)). For any other node N, the response-time can
be computed as R;(M;). In order to guarantee that the timing constraints on

messages generated by any stream S; are met it is sufficient to check that

4.4.4 BLE traffic analysis

To prevent packet loss, the BLE stack must be able to send all the messages
produced by the node (task 7¢ in the example of Figure {4.4)) within the period
P through the BLE Radio Events occurring in such an interval. The maximum
cumulative number pp(t) of BLE packets produced by the node in any interval of
length ¢ can be bounded by

i) = | 72| s (15)

Hence, the number of Radio Events needed to transmit the BLE packets produced

[pp(P)w ‘ (16)

np

in the period P on the node is

It follows that the reservation period P must be large enough to accommodate the
real-time budget ) with the associated overhead © (see Lemma |l) and guarantee
enough time for the BLE to send the maximum accumulated backlog, that is,

Pz@J]’p(PWTB:mHPWEWTB. (17)

ng Ts | np
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Considering the properties of the ceiling function (see [GKP94], p. 72), Equa-
tion (17)) can be rewritten as

P2Q+ |21 (18)

When the reservation mechanism prevents the BLE communication, the pro-
duced BLE packets are backlogged in the hardware device buffer. To guarantee
that no BLE packets will be lost, it must be that, at any time, the maximum back-
log is smaller than the buffer size ny. The maximum backlog is accumulated in
the worst-case scenario in which the first BLE packet is produced at the beginning
of a real-time slot request: in this case, the radio will not be available for BLE
communication for at maximum @ time units; then, after Tz time units, a BLE
Radio Event will certainly occur. Hence, @ + T’p represents the maximum time
interval in which BLE packets are not processed for transmission. Therefore, the

necessary condition to avoid packet loss can be expressed as follows:

pp (@ - TB> < ny. (19)

4.5 System Parameters Design

This section proposes a design methodology for determining the reservation
parameters (namely, the budget @) and the period P) that maximize the band-
width URT reserved for the real-time communication while guaranteeing that no
packets are loss for the BLE communication due to over-backlog. In particular,
the optimization design problem can be expressed as follows:

Q

Find reservation parameters (Q, P) mazimizing the bandwidth URT = £ while

ol

ensuring no BLE packets loss.

The conditions to guarantee the absence of packet loss for the BLE are ex-
pressed through Equation and Equation , which define a region R in the
P-(@) plane expressing all possible values for the reservation parameters such that
no over-backlog will occur. Region R is illustrated in Figure [4.7] The goal of the
optimization problem is to identify the point (Qopt, Popt) belonging to this region
that maximizes the bandwidth URT, corresponding to the slope of the line passing
from the point (Qopt, Popt). First of all, note that, due to the ceiling operator, the
region includes multiple local maxima. Such maxima can be computed by identi-

fying the points in which the argument of the ceiling function in Equation is
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FIGURE 4.7. Example of region for the optimization problem.

an integer, that is, the values of P satisfying the following equation

P ng
—.-— =k, keN. 20
To np o k€ (20)
From Equation it results that
AN P ng
<P—|——|T 21
G<r-| 12|, 1)

hence, the family of maxima as a function of £ € N is

Qu(k) = Pax (k) (1= 75T ) — ©
Prnax(k) = k2T

(22)

Now, note that Equation leads to a constant upper-bound on the budget
Q, that is

Q< Z—:TS — Ty — 0. (23)

Such an upper-bound cuts region R in the point (Qgat, Psat). Such a point is a
candidate for having the maximum bandwidth UR" and can be found by replacing
the upper-bound of Equation in Equation , so obtaining:

Qsat = Z_I;TS _TB -0

(24)
Poar = Qsat +0+ ’VPTS_? : n_g—‘TBa

where P,,; can be computed by using a fized-point iteration.

Being all the points (Qmax(k), Pnax(k)) on the same line, the optimal point
(Qopt, Popt) has to be found by only considering the first point for £ = 1 and the
last point before the saturation occurring for

- Psat ng
k= RMCH Y 2
ey (25)
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In conclusion, the optimal solution can be found by identifying the couple of
budget ) and period P giving the maximum bandwidth as follows

o Qsat Qmax(l) QmaX(E)
URT — max { Pt Pon(1)’ PmaX(E) } .

(26)

4.6 Experimental results

This section discusses some implementation details on a real platform and
presents some experiments carried out to characterize some of the parameters
needed for the analysis and design of the dual-protocol, as presented in Section
and Section [4.5] respectively.

4.6.1 Experimental setup

Experimental data have been derived from a network of wireless nodes built
around the nRF51822 device produced by Nordic, combining a low-power ARM
Cortex-MO core with a 2.4 GHz radio transceiver. The core is endowed with 256kB
of flash memory and 16kB of RAM memory. The transceiver supports the BLE
communication stack plus a raw operation mode that it is used to run a custom
real-time protocol. Nodes exchange data among each others using the custom
protocol and send data to a master unit (consisting of an Android tablet) using
the BLE protocol.

The software in the wireless nodes has been developed in C language on top of
the Erika Enterprise real-time kernel [GLAT00]. The BLE stack is provided by
Nordic as a binary library named SoftDevice. The access to the raw radio mode
is performed through an asynchronous API, passing the interval length Q and the
delay 0,4 by which the slot has to be granted. If the slot cannot be granted within
0req, because it is not compatible with the timing of the BLE protocol, the API
returns an error code; otherwise, a success code is returned and a slot start signal
is sent to the application through a software interrupt.

To make sure that a bandwidth URT is guaranteed for the real-time traffic,
each slot request must succeed. This is obtained by specifying a d,, value equal
to the upper bound 6d,,.,, compatible with a correct behavior of the SoftDevice,
that is 0yeq = Opmas-

Table reports the values of the parameters that characterize the Nordic-
based reference platform.
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np TB tp Ny OBR ORB 5mam tprep
6 |30ms | 967us | 6 |350us | 10us | 10ms | 1500us

TABLE 4.2. System constants for the Nordic nrf51 platform.

4.6.2 Experimental delay evaluation

The first experiment has been carried out to characterize the delay §. Timing
measurements were performed on a node communicating with the master device
to profile the length of the interval between the instant T'S_RE() when a time
slot is requested using the API and the instant INT_T'S_START when the signal
notifies that the radio can start transmitting using the custom protocol.

The experiment was repeated with different values of the period, namely, 20
ms, 35 ms, 50 ms, and 100 ms. The sequence of requests has been issued by a
periodic task and the delay 0 of each request has been measured. To evaluate
the effect of the BLE communication on the delay, the experiment has been done
under two load configurations: without data traffic (i.e., transmitting only the
message needed for the advertisement phase) and with data traffic generated at a
frequency of 50 Hz (Ts = 20ms). The traffic is composed by one BLE packet for
each transmission (ng = 1) because the requested application payload is 4 bytes,
which is smaller that the 20 bytes of the BLE payload.

For each configuration, the delays have been acquired for an interval of 2000
seconds. The delay distribution resulting with a period P = 100 ms and BLE data
traffic is reported on Figure [4.8 and Figure 4.9, The distributions produced with
the other configurations are not shown here because they are very similar.

As it can be easily seen, the delay has a huge variability, mainly due to the
different internal states in which the SoftDevice can be when the request is received.
In particular, most of the requests are grated in about 0.4 ms, which is the time
needed to switch the context when there are no ongoing BLE activities. However,
the maximum measured delay is significantly larger and close to 10 ms. This is
the time needed to prepare a BLE transmission with the maximum number of
packets (n3%"), send them and put the stack in a safe state before allowing raw

transmissions.
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FI1GURE 4.8. Histogram of delay distribution with a request period
of 100 ms and BLE data traffic.
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FIGURE 4.9. Delay distribution with a request period of 100 ms
and BLE data traffic (logarithmic y axis)

4.6.3 Synchronization error evaluation

The performance of the dual-protocol depends on the bandwidth overhead
due to the guard intervals (dgyn.) that are needed to avoid synchronization issues
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caused by a relative drift among the nodes clocks. Two experiments have been
performed to show that the use of a synchronization protocol can limit the clock
drift and hence can bound the maximum displacement between the requests for
real-time slots in different nodes. This provides safe guard intervals (o4y,.) with an
acceptable bandwidth overhead for the dual-protocol approach. This test has been
carried out using two nodes. Each node notifies its requests on a digital output
and requests from both nodes are acquired with a logic analyzer in order to make
the measurement error negligible.

In the first experiment, the nodes execute the synchronization procedure during
the initialization step and then operate for an interval of 30 minutes without re-
synchronizing their clocks. Slot requests are performed with a period P = 500 ms,
while the BLE stack is sending one packet every 30 ms. Figure [4.10] shows that
the relative clock error (AT) increases linearly, as expected.

\V] w B (&)} (o] ~ @
T

AT (ms)

200 400 600 800 1000 1200 1400 1600
Node 1 Request Time (s)

F1GURE 4.10. Drift between slot requests performed by 2 nodes
with initial synchronization only.

With the adopted experimental configuration, the achieved guard intervals is
Osync = 3 MS.

Note that the spikes appearing on the theoretical linear behavior are motivated
by the fact that the SoftDevice needs to have its interrupt at the highest priority.
Thus, the interrupt service routine (ISR) managing the timer in charge of the
system clock must wait for the highest priority ISR to complete.
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The second experiment uses the same setup as the previous one, with the
only difference that the synchronization period (Psyn.) is set equal to 8 minutes.
Figure shows the relative clock error of the two nodes. As clear from the plot,
the synchronization protocol can bound the drift by a constant that takes into
account the drift rate in the nodes, the synchronization period and the execution
time of the SoftDevice interrupt routine. Note that the spikes caused by the
delay in the execution of the timer ISR prevent the synchronization protocol to
totally reset the clock error between the two nodes. The protocol is unaware of
the delay and translates it in a clock bias for the whole interval Py, till the next
synchronization event. However, such an error does not affect the dual-protocol

approach, which only requires a bound on the maximum value of the drift.

4

|
200 400 600 800 1000 1200 1400 1600
Node1 Request Time (s)

FIGURE 4.11. Drift between slot requests performed by 2 nodes

when the synchronization is repeated every 8 minutes.

4.6.4 Evaluation of the slot reservation mechanism

This experiment has been carried out to verify that the duration of the slots
provided by the BLE stack is sufficient to satisfy the bandwidth requirements
needed for the integration of a real-time protocol. To achieve a desired slot du-
ration (), a slot of duration @ must be requested (see Lemma , taking into
account all the overheads and constraints resulting from the implementation of
the proposed reservation mechanism. As stated in Equation , reported below
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for convenience,

Q=Q+0=Q+Snu+0rs+ 200 (L0)
the overhead © is composed by orp, which is constant and depends only upon
the SoftDevice execution, and the other two factors that have been measured by
the previous two experiments (8,4, = 10 ms and oy, = 3 ms).

In this experiment, () = 30 ms and © = 16.01 ms, so @ = 46.01 ms. Slots were
periodically requested to the SoftDevice every 100 ms and the actual slot duration
" has been measured.

Figure shows the distribution of the Q* measurements. As it can be easily
seen, all granted time slots are longer than the minimum desired value @, thus
confirming the feasibility of the proposed approach.
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FIGURE 4.12. Distribution of the measured slot duration Q*.

4.7 Conclusions

This chapter presented a bandwidth reservation mechanism for partitioning
the radio transceiver between two protocols: the Bluetooth LE and a real-time
custom protocol. The advantage of this approach is to enable real-time commu-
nication among nodes in a distributed embedded system, while preserving a stan-
dard connectivity with mobile devices, as tablets and smartphones. The real-time
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bandwidth partition can be used for inter-node communication subject to timing
constraints and for node synchronization, necessary to trigger the slots allocated
to the two protocols and reduce the timing error associated with the data acquired
from different nodes. An evaluation performed on a real platform [BM14] showed
the applicability of the proposed approach. The next step will be the analysis of
the different real-time protocols and synchronization mechanisms to understand

what features are required to maximize the advantages of this new approach.






Chapter 5

User interfaces

This chapter presents the various graphical user interfaces (GUIs) that have been
developed to debug all device’s functionality and show their usage in a real tele-

rehabilitation scenario.

5.1 DeviceTest Windows GUI

This GUI has been developed for controlling the operation of the device, and
displaying the acquired data, either on a 2D plot or by a 3D model of the knee.
In particular, the aims of the application are:

e To manage the communication with the device and the test in-
strumentation. The program sends the commands to configure the de-
vice (sample period, transmission frequency, etc.), to start and to stop
the data flow;

e To synchronize the incoming data from the various devices. The
measurements made by the sensors are received by the virtual serial ports
on which the program is listening. Since there is no guarantee on the
instant of receiving the packages, a mechanism to ensure the synchroniza-
tion of the acquired data is mandatory. The application expects to receive
data packets (coming from all devices connected) with the same id before
they can be processed. This identifier is a common reference to all devices
and represents the relative sampling time. With this system is very easy
to adopt more monitoring devices provided that they are synchronized
with each other and have a common reference time;

89
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To compute the relative angle between the sensors, either starting

from the quaternion, or, through the Madgwick algorithm, starting from

the raw data of the accelerometers and gyroscopes;

To apply data filters (if necessary) to smooth out the incoming data

and therefore have the measurement more stable and less noisy. The filters
implement three types of moving average: SMA, EMA and LWMA EI;

To display data on an interactive plot, with the ability to change the

scales of both axes and assign different colors to the various measures;

3D model of the human bodys;

To play back the recorded movements of the monitored joints on a

To save the acquired data to a file in Matlab format to have a

powerful tool for further analysis and for designing the FIR filters.

Figure [5.1] shows a screenshot of the working application:
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FIGURE 5.1. DeviceTest application screenshot.

In the following, some of the used libraries are discussed.

1Simple, Exponential and Linear Weighted Moving Average
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Qt

The Qt library is a cross-platform library written in C++ specifically aimed
at helping in the development of graphic user interface (GUI). Qt Designer is the
editor integrated with the Qt library, which allows to quickly build graphical in-
terfaces without writing any line of code, just using drag and drop operations in a
graphical environment. Figure [5.2] shows an example of its usage. The program-
mer can use a number of default widgets already available and they can also be
combined each other: starting from a normal window, it is possible to attach any
components like buttons and menus. The elements are added in a hierarchical
manner, in order to create a well-defined structure, in which the main elements
are the windows and tabs while the children of the (children) are boxes, buttons,
menus, text entry fields, etc.

-
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FIGURE 5.2. Qt Designer screenshot.

Signal and slot mechanism. The Signal and slots are used for communica-
tion between two objects. This mechanism is the basis of Qt. A signal is “issued”
when a particular event occurs, while a slot is a function that is called when a
signal is connected to it. A class that emits a signal does not know which slots will
be called. This mechanism ensures that if a slot is connected to a signal, it will
be called with the right parameters, in a transparent manner to the programmer.

Figure [5.3] shows an example of the signal and slot mechanism.
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e Obiect! ™ connect( Object1, signal1, Object2, slot1)
I connect( Object1, signal, Object2, slot2)
signalt
signal2 — / Object2 A
signal1
P slot1
P slot2
[ Object3
signalt connect( Object1, signal2, Object4, slot1)
ject )
Object4
slot1
p| slotl
T slot2
slot3
connect( Object3, signal1, Objectd, slot3) ;J

FIGURE 5.3. Signal and slot example usage.

Irrlicht

Irrlicht is a realtime 3D engine written in C++ that provides optimal perfor-
mance. It is open source, fully cross-platform with support for DirectX, OpenGL
and various software renders, and has all the features found in commercial products
equivalent. Its strength lies in the simplicity of its high-level API very well de-
signed to create complete applications such as 2D and 3D video games or scientific
applications.

Its main features are:

e High-performance rendering through the use of DirectX and OpenGL;

e Cross-platform: it is Windows, Linux, OSX, Solaris and others;

e Extensive built-in library of materials with support for vertex, pixel and
geometry shaders;

e Seamless integration of indoor and outdoor scenes;

e Character animation system with support for skeletal animation and morph
targets;

e Various special effects supported as the particle effects, billboards, light
maps, environment mapping and the stencil buffer shadows;

e A comprehensive 2D GUI library customizable with support Buttons,
Lists, Edit boxes;

e A set of very clear and well documented API with many examples and
tutorials;

e Collision detection systems between objects.
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MatIO

MatIO is a very versatile and powerful library that provides several functions
to read and write data files in the Matlab proprietary format .mat. It is very con-
venient for using Matlab and in particular to plot or post-process the data coming
from any program written in C/C++. It works very well with both simple matri-
ces and with complicated structures, and has a well-designed API functions set.
An example of its usage is shown in Figure (note the clarity of the functions):

#include <matio.h>

int main (void)

{

const double a[5] = {43.5, 5432.434, 3.32, 0.0001, 88834.0};
mat t *mat;

matvar t *matvar;

int dims[2] = {1,5};

mat = Mat Open("simple.mat",MAT ACC RDWR);
if (mat)
{

matvar = Mat VarCreate ("vecl",MAT C DOUBLE,MAT T DOUBLE,2,dims,a,0);
Mat VarWrite( mat, matvar, 0);

Mat VarFree (matvar);
Mat Close (mat);

}

else

return 1;

return 0;

}

FIGURE 5.4. MatlO library usage example.

Class diagram

Figure [5.5 shows the class diagram which composes the application. For the
sake of the clarity, the class diagram does not shown the attributes, methods and
classes of QT framework. In fact, to use the mechanism of signal and slots, it is
necessary that every class is derived from the base class QQObject. The MainWin-
dow class is the heart of the program: the GUI responds to events (button presses,
menu, etc.), appropriately checks the execution of the functions through the other
classes and handles the creation and the editing the filters chain that process the
data received. Furthermore, it takes care also of displaying data on the plot made
by the QCustomPlot class, and in 3D through the class View3D.
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FiGure 5.5. Class diagram.

To obtain the maximum flexibility over filtering, both at run time in the selec-
tion of the filters and their parameters and when adding a new filter in the code,
the Strategy pattern have been chosen. In fact, since the filtering algorithms are
interchangeable, they have been “enclosed” inside classes that derive from a single
common abstract class, Filter, which defines their common interface. Figure [5.6
shows the details of these classes:

e The inter-classes communication takes places through the Signal and Slots
mechanism, which are appropriately connected and disconnected at run-
time dynamically from class Main Window depending on the user needs.

e The data coming from the various devices are first converted into angles
through the Quaternion and/or the Madgwick classes and then sent to the
class Sync. The latter is intended to store the data received through the
slot InputData (int index, int count, double data) and then transmits them
to the classes linked to signal OutputData (int index, int count, double
data) as soon as all the packets relative to the time count of all connected
devices are captured. The parameter index is used to discriminate the
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ReHapp (Rehabilitation Application) is an Android application developed within

5. REHAPP
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FIGURE 5.6. Details of the Filter class

and its derivatives.

95

different kind of data streams (inclinations of the leg, the thigh, encoder
reference test equipment, filtered data, etc.).

the context of Telecom Italia’s partnership. Its aim is to support people who need
to practice physical rehabilitation. In particular, by using small wearable, wireless

and motion sensors, the App monitors posture and movement of limbs and joints
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(e.g., knees, elbows, feet). ReHapp, after saving the exercises to be carried out,
shows them not only using 3D human models, which illustrate the movements
memorized, but also through effective graphics that show how well the individual
exercises are performed.

Currently, the app is designed to be used under the supervision of the therapist,
who not only prescribes the exercises, but also follows their execution by patients.
The application is currently used in a clinical trial lasting one year at the hospital
“Versilia” (Viareggio, Italy). Such a trial will allow us to test the effectiveness of
this system in rehabilitation and will provide valuable feedback useful for future

improvements.

Connessione | Record/Play Admin

Prascrizioni Statistiche hadia

Calibraziome D About

FIGURE 5.7. ReHapp main screen.

More specifically, to guide the user, the app presents information not only
about the exercises to be performed (preset by the therapist), but also regarding
the quality of their execution, playing the role of a therapeutic “reminder” that is
very helpful to increase the patient motivation.

Normally, in fact, after the first days at home without a guide, motivation
drops, and in the same way also decreases the number and the quality of the
exercises carried out. The execution of the exercises, as mentioned, is supported
by some 2D graphics as well as by 3D human avatars. The 3D Avatar, in a
first phase, shows the type of exercise to be carried out, while in a second phase,
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shows the actual movement measured by the sensors. The 2D graph, instead,
shows in more detail the possible discrepancy between the pre-stored trace and
the movements measured by the sensors in the exercise performed, both in real
time and their statistics at the end of the session. In the following, the practical
usage of this app is presented.

5.2.1 Connection and calibration

In order to successfully use ReHapp, the first thing to do is to turn on the
sensors and to link each of them to the corresponding limb. Figure [5.8| shows the
connection screen.

Accend un sensore olla volia ed assoclale allarioe che
vueH rilevare. Lo avatar sulla destra tmosira in vesde quall
SENE0A RN ConMeERl, I Cass di disconnekaiomny £arml
MRPOrLOTD N QUESLE BEGNE PET NConnemess || Sensons
dSCOnnes S0

Sensori Trovatl: 0

Calibra Senaor

Discomnneti

FiGURE 5.8. Connection screen displaying one sensor successfully
connected to ReHapp and linked to the right thigh.

The next step is to “calibrate” the sensors by giving ReHapp the reference
zero angle between them. It is very important to take into account small angle
variations that are caused by different factors, such as the non-flat surface of the
body on which the sensor is hooked on, and the non-ideal wearing of the sensors.
The whole procedure can be performed through the calibration screen as showed
in Figure|5.9

On the left side of the screen, there is a human-like 3D avatar that replicates
the movements of the patient, while on the right there is a 2D plot that displays
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Ragst Sensori

F1GURE 5.9. Calibration screen of the ReHapp application.

the positions of the thigh and the leg. The button permits to set the current
sensors orientation as the reference zero, which accuracy can be checked through
the 3D Avatar and the 2D plot.

5.2.2 Selecting and executing an exercise

After tapping on the “Prescription” button on the main screen, a dialog with
the list of registered patient is displayed. By selecting a patient, the list of his
exercises is presented as shown in Figure [5.10] Finally, by tapping on the desired
exercise, the screen illustrated in Figure is displayed.

On the left side, there is a human-like 3D Avatar which can be sitting or
standing up, depending on the selected kind of exercise. On the right side, instead,
there is an interface for guiding the patient in correctly performing the movements
requested by the current exercise. In particular:

e The green area indicates the range within which the knee angle should be
during the exercise;

e The dark green ball points represents the angular reference value that has
to be reached to complete the current movement;

e The blue line follows the knee extension angle.
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F1GURE 5.10. Exercises list for the selected patient.
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FIGURE 5.11. Exercises assist screenshot.
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Every patient has its own set of exercises assigned by the therapist using the

screen showed in Figure [5.12] It is possible to specify the type of exercise, the
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range of extension, the number of repetitions of the movements and how many

times the exercise should be repeated.

Inserimento Prescrizioni

Sinigtra

Leg Extension

Inserisci Prescrizione

FI1GURE 5.12. Therapist screen aimed to insert new exercises for
the specified patient.

5.2.3 Statistics

In order to analyze results of the performed exercises, ReHapp provides a spe-
cific feature available by pressing the “Statistics” button. After selecting the de-
sired patient from the list, the screen shown in Figure will appear.

For every saved exercise, three bars with different colors are displayed:

e The blue bar represents the number of correctly performed repetitions,
that is, the ones where the patient successfully reached the maximum and
the minimum extensions;

e The yellow bar represents the number of repetitions in which the patient
exceeded the prescribed extension range while staying within the tolerance
range;

e The red bar represents the number of repetitions in which the patient

exceeded both the prescribed extension range and the tolerance range;

By selecting a specific exercise, the screen shown in Figure will be dis-
played.
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FIGURE 5.13. Screen of the statistics of the recorded exercises.
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FIGURE 5.14. Detailed statistics for a specific recorded exercise.

The interactive plot contains all recorded angles of the knee extension during
the exercises (blue and red lines), the prescribed range (straight pink lines) and
on the bottom side of the screen a graph with statistics.
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5.3 HeadTracking

HeadTracking is an Android application for visualizing and storing the head
movements of the user in a graphic form reconstructed by the data coming from
a 9-axis inertial sensor mounted on the user’s head. One the major advantages of
the proposed system is the easy calibration phase, which enables the system to be
used by non expert people for a range of different applications domains.

In fact, all the similar solutions existing today are either too expensive, too
complex to be used, not portable, or not easily connectable with mobile devices. To
fill this gap, this Android app has been specifically designed for personal purposes
of expert users (sport, tele-rehabilitation, training, or gaming), using the wireless
sensors presented in Chapter [3]

5.3.1 System description

The head tracking system consists of a head-mounted inertial sensor com-
municating via wireless channel to a smartphone running the Android operating
system [Gool4].

One of the most interesting features of this system is that the application does
not require the user to mount the sensor in a very precise position on the head.
This is achieved through a self-calibration routine executed at system initialization
that allows the application to automatically compensate for different initial sensor
positions.

More specifically, when the mobile device establishes the connection with the
sensor, the first received quaternion is stored by the application as a reference
quaternion, representing the zero position of the human head. From this point on,
all head rotations are computed as a difference between the current quaternion
(received in real-time from the sensor) and the initial reference quaternion. Such
a simple feature acts as a very effective self-calibration method that solves all the
problems resulting from the irregular morphology of the head and relieves the
user from being too precise in positioning the sensor on its head. Thanks to this
method, the system can easily and quickly be worn by anyone by hiding it inside
a cap or fixing it at an elastic band around the head, as illustrated in Figure [5.15]

The application running on the smartphone has been developed in Java on
Eclipse IDE (integrated development environment) using free and open source
software components. The Java Development Kit 7 released by Oracle Corporation
gives a preliminary class libraries and tools, such as compilers and debuggers,
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FI1GURE 5.15. The head tracking system.

necessary for developing applications |Oral5|. The Android SDK API 18 was
used to provide the BLE support for interfacing the smartphone with the inertial
sensor [Goo04].

As far as the graphic is concerned, the 3D design of the head model has been
carried out using Blender [Ble15|, whereas the real-time manipulation of the model
was implemented using Libgdx |Lib13|, a game-development application frame-
work which includes some third-party libraries, like OpenGL, for the 3D rending
and other functionalities.

5.3.2 The 3D Model

The 3D model used for the graphics animation of the user’s head was built
to represent the upper part of a human being, including the head, the neck, the
shoulders and a portion of the chest. They are represented by a set of vertices
connected with line segments to form a polygonal mesh. Such a 3D model was
imported in Blender to provide the structure for the animation.

To recreate the natural movement of the head, the model requires the definition
of virtual bones, used as a skeleton structure for expressing rotations around their
joints. Such a virtual skeleton, referred to as the armature, consists of a set of bones
associated with the geometry of the mesh. Each bone affects a specific portion of
the mesh, so that its movements will change the geometry of the corresponding
area of influence. A careful positioning and dimensioning of the armature is crucial
to achieve a realistic head animation, since small position errors of the armature

inside the mesh may cause incorrect rotations of the whole model.
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The skeleton structure used in this application consists of three bones, one
for the bust (RootBone), one for the neck (NeckBone), and one for the head
(HeadBone), and is illustrated in Figure Clearly, a higher number of bones
allows achieving a better accuracy of the movements, which reflects in a more
realistic head motion, but increases the computational complexity, both in terms
of memory and processing power. After testing different solutions for the armature,
we observed that the selected three-bone structure represents a reasonable trade-off
to balance realistic motion with computational complexity.

FiGURE 5.16. Basic 3D head model with mesh and armature.

In general, the bones of the armature form a hierarchical chain of links, each
connected to a parent (except for the root link). Then, the rotation of each link
can be computed as a kinematic transformation relative to its parent. The whole
armature has a rotation, scale, and translation with respect to a fixed reference
frame. In this way, the animation requires solving a series of kinematic trans-
formations over a period of time. The complete model with graphic rendering is
illustrated in Figure [5.1

In this application, the rotation detected by the head-mounted sensor is asso-
ciated with the HeadBone segment. The kinematic transformation performed by
the Android application on the 3D model is then triggered by the reception of the
quaternion, periodically transmitted by the IMU every 20 milliseconds.

Note that the model generated by Blender (exported in a .fbx file format)
had to be converted into a format suitable for rendering on LibGDX, which can
only import .g3dj and .g3db formats, because they are smaller and faster to load.
Since the fbx file does not include texture information, a simple pink texture in



5. HEADTRACKING 105

FI1GURE 5.17. Complete 3D head model with graphic rendering.

.jpg format was created to wrap the 3D model and simulate the human skin. The
sequence of operations described above to integrate the model into the Eclipse IDE
is illustrated in Figure [5.18 Note that the Headtracking package containing all
the folders and dependencies required by the LibGDX library has been generated
by the LibGDX project setup.

[ HEADTRACKING .apk ]

T

' /‘_ \
. LIBGDX PROJECT
HEAD MODEL 3D .obj ECLIPSE IDE SETUP ]
b
Y i

-

ANDROID SDK HEADTRACKING

BLENDER SDI——I'WAREJ PACKAGE

"

- ¥ JAVA JDK T+

30 MODEL fox J
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¥

FBX COMVERTER H 3D MODEL .g3db J

F1cURE 5.18. Block diagram of the main software components.
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5.3.3 Application structure
The application has been developed using the LibGDX library [Lib13|, which

is an open source Java framework for game development. The main advantage if
this library is that it provides APIs for multiple platforms, such as Linux, Mac,
Windows, Android, iOS, BlackBerry, and HTML5. This is possible thanks to the
presence of multiple project folders in its layout. In particular,

e Core project: it contains all the application code, except the so-called
starter classes. All the other projects link to this project.

e Android project: it contains the starter class and other necessary files to
run the application on Android. The assets/ folder stores the assets of
the application for all platforms.

e Desktop project: it contains the starter class to run the application on
the desktop. It links to the Android project’s assets/ folder and to the
core project.

e HTML5 project: it contains the starter class and other necessary files
to run the application as a native HTML5 application. It links to the
Android project’s assets/ folder (see gwt.xml file) and to the core project.

e iOS RoboVM project: it contains the starter classes and other necessary
files to run the application on iOS through RoboVM. It links to the An-

droid project’s assets folder (see robovm.xml) and to the core project.

For the head tracking application, only the Core and Android project folders
have been used. The Android project contains the functions responsible for the
Bluetooth communication and the user interface, whereas the “Core project” con-
tains the functions responsible for rendering the model and change its parameters.
The data received from the sensor are sent to the classes of the Android project
and are processed by the classes of the Core project. For this reason, both fold-
ers contain specific code for exchanging data between them. The structure of the
application is shown in Figure [5.19]

The main menu of the application provides a Communication Interface re-
sponsible for managing the Bluetooth protocol (BLEIMUServices) and a Services
Interface for selecting of the offered services. A screenshot of the main menu is
shown in Figure [5.20]
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FIGURE 5.19. Application Structure.
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FIGURE 5.20. The main menu.

Communication interface

Using the Communication Interface the user can start or stop the Bluetooth

communication between the sensor and the application, set the baud rate, scan the

available devices and even monitor the arrival of incoming packets. The StartSer-

vice and StopService buttons are used to start or stop the communication service,

respectively. The setHz button allows setting the transmission frequency, whereas

ScanDevices is used to start searching for available sensors. The Connect and
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Disconnect buttons allow starting and stopping the connection and, finally, the
ON/OFF button can start/stop data acquisition from the connected devices.

In particular, when the ON button is pressed, the first received quaternion
is used as a reference for all the subsequent data coming from the sensor, in the
sense that all head rotation angles are computed as a difference between the current
quaternion and the initial reference. In this way, the preliminary phase of position-
ing the sensor on the user’s head is not crucial, since any initial misalignment with
respect to the ideal fixed frame is compensated by the differential computation
with the initial quaternion. Such a calibration phase can be triggered by the user
at any time by interacting with the control panel.

Services interface

The Services Interface allows the user to start other activities, such as testing
the system, checking for the credentials, accessing the app user guide, and turning
the system off by pressing the Exit button.

Pressing the Test button the system displays the menu illustrated in Fig-
ure [5.21], which offers two different operational modes. The Sensor Mode pro-
vides a real-time animation of the 3D model, whose angles are updated every 20
milliseconds based on the data coming from the sensor.

o ¥ H07:44

This table in "Sensor Mode"
is not visible

B

Reset

FIGURE 5.21. The Test Activity.
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The Manual Mode displays six screen buttons that can be used to manually
change the pitch, roll, and yaw angles of the head, individually. The Reset button
allows setting the head in the starting position. In both modes, orientation and
zoom of the avatar can be controlled by the user via touch screen during the
real-time animation.

Finally, pressing the Instructions button the system displays the user manual,

which reports the application features and explains the user interface.






Chapter 6

ARTE:

Arduino Real-Time Extension

The standard Arduino framework has been used to build thq first prototype of
the wearable device—Thisprototype, shown in Figure [6.1] and-it-hasbeendevel-
oped—duringmy masterthesis—IH-—has-been an explorative work, thus-itrequired
to carry out several tests with different IMU sensor chips models to choose the
most appropriate one for telerehabilitation purposes. Mezeever—design and the
production of a customized prototype board was ewt—efthe-scope—ofthat—work,
For these two reasons, the prototype was built using Arduino, net-enlybecause

muchmorefoaturerich-and witha-cleaney This previous experience has—proven
to-befundamental for the design of the device described in Chapter [3] and this
lead to the idea of enhancing the Arduino framework.

In this chapter, an extension to the Arduino framework is presented. It intro-
duces multitasking support and allows running multiple concurrent tasks in addi-
tion to the single execution cycle provided by the standard Arduino framework.
The extension has been implemented through the ERIKA Enterprise open-source
real-time kernel, while maintaining the simplicity of the programming paradigm
typical of the Arduino framework. Furthermore, support for resource sharing has

111


username
Sticky Note

giorgio
Cross-Out

giorgio
Inserted Text
a

giorgio
Cross-Out

giorgio
Cross-Out

giorgio
Inserted Text
which has been used as

giorgio
Cross-Out

giorgio
Cross-Out

giorgio
Inserted Text
Note that the

giorgio
Cross-Out

giorgio
Inserted Text
not planned at the beginning of this work.

giorgio
Cross-Out

giorgio
Cross-Out

giorgio
Inserted Text
which allowed to shorten the development time.

giorgio
Cross-Out

giorgio
Inserted Text
On the other hand, Arduino showed some severe limitations, mainly due to a lack of concurrency and real-time management.

giorgio
Cross-Out

giorgio
Inserted Text
Such a

giorgio
Cross-Out

giorgio
Inserted Text
was crucial

giorgio
Cross-Out


112 6. ARTE: ARDUINO REAL-TIME EXTENSION

FIGURE 6.1. The first prototype of the wearable device.

also been integrated into the external Arduino libraries to guarantee mutual ex-

clusion in such a multi-task environment.

6.1 Background

6.1.1 Arduino Framework

The Arduino framework consists of a set of circuit boards (equipped with one
or more microcontrollers) and an integrated development environment (IDE) used
to develop the user application and program the board. Various Arduino boards
have been released, having different computational capabilities and different 1/0O
devices. For instance, the first board proposed, called Arduino UNO, is equipped
with an ATmega328P microcontroller running at 16 MHz, which offers 14 digital
I/O pins and 6 analog inputs. Another popular board is Arduino DUE, which
outperforms Arduino UNO relying on a 32-bit Atmel SAM3X8E ARM Cortex-M3
microcontroller running at 84 MHz and offering a larger set of I/O pins.

The Arduino framework offers a very simple programming model structured in
two basic functions, as reported in Listing[6.1] Function setup () contains the code
that must be executed when Arduino is powered on, while loop() contains the
code that must be cyclically repeated forever. These two functions, together with
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other global data structures, are part of the main file, denoted as sketch, where
Arduino applications are developed. It is clear to notice that such a programming

model does not allow the user to specify a multitasking application.

LisTING 6.1. Arduino programming model.

void setup () {
<code here>

void loop () {

<code here>

}

To support users in writing applications, a lot of standard libraries are provided
with the Arduino framework. Most of them are platform independent (making pos-
sible using the same API independently of the specific Arduino board) and have
been designed to hide as much as possible all details related to the functionality
offered by the used microcontroller. Being Arduino a mono-programming environ-

ment, all the libraries are designed not to be executed in concurrency.

6.1.2 Related Work

A few works have been proposed to support multitasking in the Arduino frame-
work [aSclmth/thr], all consisting in ad-hoc libraries not relying on an operating
system (OS) to manage concurrency. This approach mainly suffers from the fol-
lowing drawbacks:

e tasks are cyclically executed in a cooperative manner, making more diffi-
cult to achieve response time guarantees on application tasks;

e the resulting programming model is quite more complicated with respect
to the original one offered by Arduino, requiring the user to specify ini-

tializations and explicit preemption points.

In addition, most of such extensions are not maintained and do not provide an
explicit support for periodic activities.

Another proposed approach is FreeRTOS-Arduino |aFr|, which is based on the
FreeRTOS kernel, ported to be used as an Arduino library. Although this solution
uses an RTOS to provide fixed-priority preemptive scheduling, it requires the user
to be confident with concurrent programming and with the FreeRTOS API, which
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is far more complex than the standard Arduino programming model. Moreover,
FreeRTOS is not a static RTOS, because not all kernel code and data structures
can be tailored to the application at compile time. For this reason, the kernel is
characterized by a larger footprint, memory, and runtime overhead due to dynamic
objects management.

Qduino [CLW 15| is another solution that extends the Arduino framework with
a real-time kernel and a new API for handling multiple concurrent control loops
and mutual exclusion. However, Qduino supports only x86 platforms and aims
at multicore CPUs, thus it is not compatible with the vast majority of Arduino
boards, whose CPUs are much simpler and lack memory protection units. Fur-
thermore, it requires the average Arduino user to acquire additional knowledge on
real-time concurrent programming and the specific Qduino API. The Qduino API
is quite similar to the one previously proposed by ARTE [BBL14], but it requires
the user to specify more parameters than the task period.

Like FreeRTOS-Arduino and Qduino, ARTE relies on an RTOS to implement
concurrency, but unlike the previous approaches preserves the simplicity of the
Arduino programming model, also providing a transparent integration of the large
set of standard Arduino libraries. Moreover, ARTE supports the most common
Arduino platforms (i.e., Arduino UNO and Arduino DUE).

To meet the design goals described in Section[6.2.1] the underline RTOS should
have a minimal impact in terms of footprint and runtime overhead and provide
support for real-time task management. Among the existing open-source real-time
kernels, ERIKA Enterprise [GLA™00| resulted to be the one that best fitted the
requirements. Other open-source RTOSes, like FreeRTOS [Fre| and NuttX [Nut]
could be used as well, but have been discarded for their larger footprints due to the
dynamic management of their kernel objects. To provide the background needed to
understand the ARTE approach, the next section briefly summarizes the features
of the ERIKA kernel.
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6.2 The ARTE Approach

6.2.1 Design goals

ARTE has been conceived according to the following design objectives:

e Simplicity: although different works [aSc, CLW15|laFr| have been pro-
posed to integrate a multitasking support in Arduino, we decided to pur-
sue the “Arduino philosophy”, thus making all the new programming fea-
tures provided by ARTE ease of use. This has been achieved by designing
the ARTE programming model as similar as possible to the original Ar-
duino programming model, hence limiting the additional effort required
to the user to implement concurrent applications.

o Real-Time multitasking support: Arduino is generally used to build em-
bedded systems that interact with the environment through sensors, ac-
tuators and communication devices. For this reason, any delay intro-
duced in the computational activities may affect the overall system per-
formance [But11]|. Bounding the execution delays in all the concurrent
activities programmed by the user is, therefore, crucial for ensuring the
desired system performance.

o [ntegration with standard Arduino Libraries: The huge number of libraries
provided with Arduino is one of the key strength points that determined
its widespread use. To this purpose, ARTE has been conceived to en-
able the use of all existing Arduino libraries inside a multiprogrammed
application. This has been achieved through a slight modification of the
libraries to ensure data consistency under a multitasking execution.

e FEfficiency: To preserve the performance of the Arduino computing plat-
forms, ARTE has been designed to have a minimal impact on resource
usage, in terms of both footprint and run-time overhead.

6.2.2 System description

The proposed ARTE architecture is illustrated in Figure In ARTE, a
user application exploits the ARTE framework to execute on the Arduino hard-
ware platforms. In addition to the single loop present in the standard Arduino
approach, the user can specify n concurrent loops. Loops can use the standard
Arduino libraries, which are also enhanced to be executed on a multitasking en-
vironment, as presented in Section Overall, the user application and the
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Arduino libraries rely on the Arduino framework, which has also been extended
to support multiple concurrent loops by integrating it with the ERIKA Enterprise
kernel (see Section [6.3.1). At the bottom of the ARTE architecture there are
the Arduino hardware platforms. Currently, ARTE supports the most popular
platforms: Arduino UNO and Arduino DUE.

User
Application

A’RTE #Rm Enhanced

. Framework Arduino Libraries
v v *

,412]2 Enhanced Arduino Framework

/[ Scheduler I:I |:|] [Resource Sharing I:I]

Hardware [ Arduino UNO ] [ Arduino DUE ] [ ]

FI1GURE 6.2. The ARTE architecture.

6.2.3 The ARTE programming model

As explained in the introduction, the ARTE programming model has been
designed to result as similar as possible to the original Arduino programming
model. Each periodic loop defined by the user is specified as follows:

void loopi(int period) {
<code here>

}

where ¢ = 1,2, 3, ... and period represents the time interval (in milliseconds) with

which the loop is executed.
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As in the original Arduino programming model, the setup() function is also
available under ARTE with the same syntax and semantics. Similarly, the original
loop () function can also be used under ARTE, offering the programmer the pos-

sibility to execute background activities when no other pending loops are running.

6.3 Internals

This section describes the internal structure of ARTE. The ARTE build process
is first presented to explain how the user code (i.e., the sketch) is processed to
obtain a multitasking ERIKA application and the binary executable file. Then
the section illustrates how ARTE provides support for mutual exclusion and how

this is integrated inside the Arduino libraries.

6.3.1 ARTE build process

The whole ARTE build process flow is shown in Figure [6.3] The original
Arduino framework includes a sketch processing phase, denoted as Arduino pro-
cessing, which is implemented inside the Arduino IDE. The main part of the ARTE
build process consists in extending the Arduino IDE with two additional processing
phases (shown inside the dashed box): (i) ARTE pre-processing, which processes
the sketch before the original Arduino processing, and (ii) ARTE post-processing,
invoked after the original Arduino processing.

ARTE pre-processing. During this phase, the sketch is processed to extract
the structure of the application, that is, the identification of the loops with their
periods, in order to automatically generate the ERIKA configuration supporting
the execution of the user application.

For each identified loop, an ERIKA task configuration is generated in an OIL
file and then associated with the code inside the loop. In addition, the period of
the loop is extracted and used to configure an OSEK alarm, which is the OSEK
standard mechanism conceived to trigger periodic activities. The remaining part
of the ERIKA configuration consists of an OIL section that specifies the underlying
hardware platform; this section is selected from a set of predefined OIL templates.

Arduino processing. This phase consists in the default Arduino transfor-
mation needed to produce a compiler-compatible code. In particular, the original
sketch (in .pde or .ino formats) is converted to a standard .cpp file (i.e., C++
code); any additional files besides the main one are appended to it. Please refer
to the official Arduino documentation for additional details on this phase.
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F1GURE 6.3. The ARTE build process.

ARTE post-processing. This phase is responsible for transforming the
sketch into an ERIKA application and modify the .cpp file produced in the previous
step to make it compiler-compatible. Specifically, each ARTE loop declaration is
transformed into an OSEK compliant task declaration, in the form TASK(loopz).
Also, since Arduino sketches are written in C++, while Erika is written in C, the
ERIKA code has to be wrapped into an extern ¢‘C" declaration to avoid errors
when the code is linked together. At this point, the sketch is ready to be com-
piled, but it still requires additions to make it fully functional. In particular, all
the ERIKA initialization functions are added in the setup() function (i.e., before
any user-defined code is executed), and each OSEK alarm automatically generated
in the ARTE pre-processing phase is activated. In this way, task activations will
be completely transparent to the user.
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Linking. As shown in Figure[6.3] the ARTE pre-processing phase produces as
output the ERIKA configuration consisting of an OIL file. This file is given as input
to the RT-DRUID tool, which generates the specific files of ERIKA describing its
configuration.

At this time, the ERIKA build process is executed to obtain the RTOS binary.
Note that, as described in Section [3.2.3] this binary file is an RTOS image specifi-
cally configured for the user application needs that are automatically derived from
the ARTE sketch. On the other side, the user code is built by means of the stan-
dard Arduino build process, enhanced to have the visibility of ERIKA C headers,
so obtaining the object files of the user application. Finally, the LINK phase puts
together the ERIKA binary with the object files that resulted from the Arduino
build process, generating the final ELF binary file ready to be loaded into the

microcontroller.

6.3.2 Mutual exclusion

Since the standard Arduino framework is designed to be single-threaded, not
all of its code is thread-safe, including all the external third-party libraries. A
simple way to keep them safe in a concurrent environment is to run all the tasks
in a non-preemptive way. This solution, however, would introduce large blocking
delays in the presence of loops with long execution times. On the other hand,
a fully preemptive approach cannot guarantee data consistency on shared global
data structures.

The typical solution adopted in modern RTOSs is to guarantee data consistency
is to access global data structures through mutual exclusion semaphores (mutexes).
The use of mutex semaphores, however, requires inserting specific lock/unlock
primitives inside the code. In the context of real-time operating systems, several
resource access protocols, as Priority Inheritance Protocol (PIP) [SRL90|, Prior-
ity Ceiling Protocol (PCP) [SRL90], and Stack Resource Policy (SRP) [Bak91]
have been developed to bound the blocking delays caused by concurrent resource
accesses.

An alternative solution is to adopt a limited preemptive approach [WBJ, where
preemption is disabled only inside specific regions of code (the critical sections).
Note that fully preemptive and non-preemptive scheduling are two particular cases
of such general approach.

A simple implementation of limited preemptive scheduling can be achieved by
defining a single non-preemptive high-priority task, as done in MansOS [SES10].
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This solution, however, is quite limiting because of the additional constraint on
the programming model. In fact, all the critical sections must be inserted in the
non-preemptive task, disallowing safe resource sharing among multiple tasks. This
can be acceptable for a simple application scenario, like a small WSN application,
but cannot be considered a general solution for a more complex embedded system
application.

All the mechanisms discussed above are already implemented in ERIKA and
can be used in ARTE. However, they require the user to insert specific RTOS
primitives in the application code and have a deep understanding of the prob-
lems related to concurrency. Unfortunately, this is in contrast with the Arduino
philosophy, which aims at simplicity.

To address mutual exclusion while maintaining the simplicity of the original
Arduino framework, ARTE provides two primitives that allow first and third-party
library developers to extend easily their library to guarantee safety in a multitask
environment. Also, since the libraries support is crucial for using ARTE, all the
Arduino standard libraries have been modified to be included as part of the ARTE
framework.

The two primitives provided by ARTE to library developers are arteLock() and
arteUnlock(), allowing the definition of critical sections. As an example, Listing|6.2
shows how a function of the WiFi shield library has been modified to include a crit-
ical section, protecting the transaction between Arduino and the WiFi shield over
the SPI bus. In ARTE, mutual exclusion is implemented through a single shared
resource, denoted as (RES_.SCHEDULER), which is part of the OSEK standard.
When the running task acquires a lock on that resource, the task becomes non-
preemptive until such a resource is released.

Thanks to this extension, any Arduino library developer, even without any
real-time system programming expertise, can easily extend his own library code
to be safe for a multitask environment, without the need to declare and manage
shared resources.

Since many Arduino libraries are built using a hierarchical structure (i.e., re-
lying on other lower-level libraries), it is necessary to deal with nested critical sec-
tions. To cope with this problem, the ARTE mutual-exclusion support is designed
in such a way that only the first arteLock() and the last arteUnlock() actually en-
ters and exits the critical section. Furthermore, to avoid side effects, arte Unlock()

does not have any effect if called from outside a critical section.
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LISTING 6.2. Modified Wifi shield library. File wifi_drv.cpp
void WiFiDrv:: config (...)
{
/* xxx ARTE — begin critical section sxx x/
arteLock ();

<SPI transaction>

/* *%x ARTE — end critical section sxx x/
arteUnlock ();

In order to be seamlessly integrated with the Arduino framework, the API has
been conceived to have no effect when the ARTE extension is disabled. In this
way, the Arduino libraries, modified with the inclusion of critical sections, are still
compatible with the standard Arduino framework when the ARTE extension is
disabled. This choice facilitates the distribution of ARTE enhanced libraries as
main-line distribution, having a common code for ARTE and non ARTE users.

6.3.3 Library implementation

As a default option, functions arteLock() and arteUnlock() are declared as
weak aliases of the same “empty” function, thus implementing a null behavior.
If ARTE extension is enabled, the weak symbols are overridden by strong sym-
bols defined in the ERIKA image, whose source code is reported in Listing [6.3]
In both functions, interrupt are disabled to avoid critical races on the variable
nesting level_, then the nesting level is checked and the OSEK API GetResource
(or ReleaseResource) is used to disable preemption.

6.4 Evaluation

This section presents some experiments carried out to evaluate the effectiveness
of the proposed approach. An example of ARTE application is illustrated to
compare it with a possible formulation that would be necessary using the classical
Arduino programming model.
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LisTING 6.3. ARTE primitives for mutual-exclusion.

static const uint8_t max_nesting_level. = 1;

static uint8_t nesting_level_ = 0;

void arteLock (void)

{
EE _hal _disableIRQ ();
if (++nesting_level. <= max_nesting_level.)
GetResource (RESSSCHEDULER ) ;
EE_hal_enablelIRQ ();
}
void arteUnlock (void)
{
EE_hal_disableIRQ ();
if (nesting_level. > 0) {
if (—nesting_level. < max_nesting_level.)
ReleaseResource (RESSSCHEDULER ) ;
}
EE_hal _enablelRQ ();
}

// For test purpose
uint8_t arteEnabled(void) { return 1; }
uint8_t lockNestingLevel (void) { return nesting_level_; }
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Furthermore, a complete case-study project has been developed with the pur-
pose of testing the proposed extension in a “real world” scenario, where multiple
extension devices and peripherals are attached to the Arduino board. This pro-
vides an interesting test bench for this work since the Arduino libraries, needed to
control those additional devices, are required to work properly in a multitasking

environment.

6.4.1 Example

The selected example consists in a simple multi-rate led blinking application. In
this example, the application is in charge of making three different LEDs blinking
with different periods, equal to 3, 7, and 11 seconds, respectively.

Listing [4] shows the considered example implemented with the classical Arduino
programming model. The single Arduino loop() contains a delay instruction that
is responsible to define the time granularity of the loop. The argument passed to
the delay function must be equal to the greatest common divisor (GCD) of the
blinking periods (in this case 1 second). A variable count is used to keep track of
the current multiple of the time granularity to determine which led has to blink.

On the other side, Listing |5 shows the same program formulated using the
ARTE programming model. Using the proposed approach is it possible to specify
three different loops, one for each led. The parameter indicated in the brackets of
the loop is the period (in milliseconds) at which it has to be executed.

Although such a simple example can still be easily handled with the original
Arduino framework, the situation can get worse with more complex applications,
requiring a much higher programming effort to emulate a multithread behavior.

Another great advantage of the ARTE multithread support is that loops are
preemptive, with a context switch time resulted to be lower than 10 microseconds
on the Arduino DUE platform. This feature is really important when the applica-
tion includes small loops running with short periods together with time-consuming
loops with a long period. This situation, cannot be easily implemented using the
classical Arduino programming model.

Listing shows the OIL configuration generated by ARTE for the multi-rate
blinking example. As the figure shows, an OSEK-task specification is provided for
each loop defined in the ARTE sketch. In addition, an OSEK-alarm is associated
with each task. Task priorities are implicitly assigned following the rate-monotonic
policy (i.e., the lower the period, the higher the priority).
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Listing 6 Example of multi-rate blinking leds sketches written using classic Ar-
duino and ARTE.

int ledl = 13; int ledl = 13;

int led2 = 14; int led2 = 14;

int led3 = 15; int led3 = 15;

int count = 0;

void loop () { void loopl(3000) {

if (count % 3 = 0) digitalToggle (ledl);
digitalToggle (ledl); }

if (count % 7 = 0)
digitalToggle (led2);
void loop2(7000) {
if (count%ll = 0) digitalToggle (led2);
digitalToggle (led3); }

if (count = 3 % 7 % 11)

count = 0;
void loop3(11000) {
count—++; digitalToggle (led3);
delay (1000); }

}
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LisTiNG 6.7. The OIL configuration generated for the multi-rate
led blinking example.

CPU m3 { OS EE {
CPUDATA = CORTEXMX {
MODEL = M3;
APP_SRC = ¢ ‘ARTE-sketch.cpp”;
COMPILER.TYPE = GNU;
MULTLSTACK = FALSE;
b

MCUDATA = ATMELSAM3 {
MODEL = SAM3xxx;

¥

KERNEL.TYPE = BCC1;

}
COUNTER TaskCounter;

TASK loop3 {
PRIORITY = 0x03;
SCHEDULE = FULL;
STACK — SHARED:

};

ALARM Alarmloop3 {
COUNTER = TaskCounter;

ACTION = ACTIVATETASK { TASK = loop3; };
}

TASK loop2 {
PRIORITY = 0x02;
SCHEDULE = FULL;
STACK = SHARED;

}s

ALARM Alarmloop2 {
COUNTER = TaskCounter;

ACTION = ACTIVATETASK { TASK = loop2; };
};
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6.4.2 Footprint

Arduino boards are typically memory constrained platforms, therefore this
section evaluates the impact of ARTE in terms of memory occupation.

Table compares the memory footprint obtained when compiling an empty
sketch with the classic Arduino framework, with the footprint of a sketch compiled
with ARTE for a different number of empty loops. The reference platform for this
evaluation is the Arduino DUE board. Note that, for the case of a single loop,
only 1216 bytes of additional memory are required by ARTE, corresponding just
to 0.23 percent of the total available memory. If further empty loops are declared,
the memory footprint grows almost linearly with a rate of fewer than 50 bytes per
loop. The plot in Figure shows such a linear increase in memory footprint as

a function of the number of loops.

12,100 +

12,000 |-

11,900

Size (bytes)

11,800 |-

117700 \ \ \ \ \ \ \ \ \ \

1 2 3 4 5 6 7 8 9 10
Number of loops.

FIGURE 6.4. Footprint for an ARTE empty sketch.

Table compares the footprints resulting from the two versions of the three-
led example shown in Listing[6] In this case, the additional footprint of the ARTE

version is only 1232 bytes.
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Platform Footprint

Size (bytes)

Arduino Uno

466

Due
10,500

Loops  Size (bytes)

Uno

802
822
840
878
10 974

Arduino + ARTE

Tt W N =

Due

11,716
11,764
11,804
11,884
12,084

TABLE 6.1. ARTE and Arduino footprints for an empty Sketch.

Platform Footprint

Arduino

Arduino + ARTE

Size (bytes)

10,852

Loops Size (bytes)

3

12,084

TABLE 6.2. Footprint for the blinking LEDs demo.

6.4.3 A case-study

127

This section presents an evaluation of the ARTE approach on a more complex

application developed on an Arduino DUFE board. The system includes an iner-

tial measurement unit (IMU), a servomotor and the Ethernet shield, an external

hardware device that provides Ethernet connection to the Arduino board.
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The goal of this application is to use a rotation angle measured by the inertial
sensor to control the angular position of the servomotor, while hosting a web page
that displays the values of the sensor and allows the user to enable or disable the
actuation of the servo. To improve the responsiveness of the web user interface
the orientation samples are streamed to the web browser though a WebSocket
connection. Figure 6.5 shows an overview of the software and hardware layers

involved in the demo.

WEB ) WS update
Task Task Task

IMU FIR Servo || LED [i]
Task Task Task Tasks

MPU6050

Ethernet 12Cdev

SPI Wire Servo

Arduino Framework + ARTE

ERIKA RTOS

Arduino DUE

Ethernet shield | | MPU-6050 | |Servo

FIGURE 6.5. Case-study: software and hardware layers.

From a software perspective, the application is structured into nine periodic
tasks. Each task is defined through an ARTE loop. Three loops are dedicated
to motion control: the first loop (IMU Task) periodically samples the orientation
from the IMU; the second loop (FIR Task) performs a low-pass filtering on the col-
lected samples through a FIR filter; the third loop (Servo Task) maps the filtered
orientation samples to the servo configuration space to control the servomotor.

The network functionality is realized by other three loops. The first loop (WEB
Task) listens for HTTP requests and, once a request is received, it responds by
sending a Web page containing the HTML elements and the JavaScript code that
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trigger the WebSocket connection. The request is then received and processed by
the WebSocket loop (WS Task) that responds to the browser. Such a response
concludes the handshake and allows establishing a WebSocket connection between
the application and the browser. Once the WebSocket connection has been es-
tablished, another task (WS update Task) periodically sends orientation samples
trough the connection. The samples are received by the JavaScript code running
on the browser and used to update an HTML5 element that dynamically shows
the orientation to the user.

Finally, to provide the user with a visual feedback on the periodic behavior of
the ARTE loops, the application includes three additional loops, each toggling a
LED at a different rate.

Table reports the tasks periods and the profiled worst-case execution times
(pWCETS). As can be seen from Table , the worst-case processor load is around
89 percent. However, for every initialization phase occurring after each new HTTP
connection, the processor load stabilizes around 25 percent.

Finally, the memory footprint of the whole application resulted in being equal
to 104,032 bytes, occupying about 20 percent of the available flash memory on the
SAMS3 microcontroller of the Arduino DUE board.

Overall, this case study shows that ARTE can manage complex multitasking
applications with a minimal runtime overhead and footprint.

6.5 Conclusions

This chapter presented a solution for integrating real-time multiprogramming
capabilities in the Arduino framework to simplify the development of complex
embedded systems characterized by multiple periodic tasks running at different
rates. The integration has been implemented by exploiting the real-time features
of the ERIKA Enterprise kernel, an OSEK-compliant open source kernel for small
embedded platforms. The extended interface enables the user to easily specify
multiple loops to be executed at different rates while guaranteeing mutual exclusion
among shared resources in a transparent way, thus preserving the simplicity of the
classical Arduino framework.

Thanks to the proposed extension, the user can quickly and reliably exploit the
full computational power of the platform without adopting tricky coding solutions,
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Task Period [ms] pWCET [us]
FIR 10 285
IMU 10 1804
Servo 10 11
Web Server 500 216193
WebSocket 500 116428
WebSocket update 50 1003
LED-1 1000 7
LED-2 2000 7
LED-3 3000 7

TABLE 6.3. Tasks periods and estimated worst-case execution times
for the demo application.

typically needed for managing activities with different timing requirements within
a single execution cycle.

The impact of the implemented extension in terms of both memory footprint
and runtime overhead has been evaluated and resulted in being affordable for most
practical uses.



Chapter 7
Conclusions

HIS This thesis provided a set of hardware and software components for sup-
T porting tele-rehabilitation in a simple and predictable fashion. In particular,
the emphasis was given to the development of innovative sensors to meet the needs
of high accuracy, ease connectivity, and low energy consumption, necessary to over-
come the actual limitations of the sensors existing on the market, which limit and
/ or hinder the spread of tele-rehabilitation. The achieved results have been ex-
tremely encouraging and in line with the initial expectations, and at the same
time, they offered interesting insights to further enhance the system in the future.
In this regard, a clinical trial of the system composed of the proposed sensors and
the “ReHapp” application started in September 2015 at the hospital “Versilia”
in Viareggio. It involves patients who have undergone a total knee replacement
surgery, and they have been carefully selected by medical personnel, with whom
we have established a durable and successful cooperation. Specifically, the study
will last 12 months and will cover 6-8 patients in a period of two months. The
feedback received from physicians and patients during such a trial will be used to
improve the functionality of the app and in general the whole system.

The most innovative and interesting aspect of the proposed tele-rehabilitation
system is its capability of adapting to the personal characteristics of the patient and
his/her specific therapeutic needs. In particular, the feedback subsystem can be
configured by the physician accordingly to the particular exercises and the specific
needs of the patient, e.g., choosing the right stimuli for user categories. Regarding
instead the wearable devices, they integrate a selection of small, low-cost compo-

nents and wireless communication hardware. Choosing the right hardware always
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turns out to be a trade-off between costs and performance. However, with a careful
selection of latest components, combined with the use of real-time methodologies, it
has been possible to squeeze-out the maximum performance from ultra-low power
hardware without sacrificing application requirements, timing constrains and full
compatibility with the majority of new PC, smartphones and tablets. Our de-
veloped platform allowed obtaining a quickly wearable and inexpensive solution
that achieved a more than adequate precision level, a good time predictability and
a long battery lifetime compatible with tele-rehabilitation requirements. Other
innovative aspects of this sensor include its ease of use as well as the immediacy
of wireless connectivity thanks to instantaneous and automatic recognition by the
application.

The concurrent radio protocol running within the BLE allowed us to overcome
one of the stringent limitations of the pure BLE protocol, which does not allow
nodes to communicate between them without first passing through the application
running on Android devices. The dual protocol mechanism developed in this
thesis, instead, allows sensors to communicate with each other efficiently without
the significant overhead of the BLE stack. In this way, it has been possible to
implement a clock synchronization protocol, essential to relate temporal samples
coming from different sensors, so that the application running on the Android
tablet that receives data can correlate them more precisely.

Last but not least, the multitasking extension of the Arduino framework broad-
ens the horizons to a great variety of possibilities for the future. In fact, also for the
development of next generation wearable devices, it will be necessary to develop
firstly a prototype on which to assess new sensor chips. To do this, the process of
writing software drivers is a complex and time-consuming activity, because each
hardware requires programming and tuning many different parameters. Thanks to
the developed Arduino extension, these activities can be implemented more easily,
quickly, and with higher time predictability.

In conclusion, from a technical point of view, the obtained results are very
encouraging and fully in line with the initial expectations. However, to ensure
that tele-rehabilitation really becomes a widespread and concrete reality, providing
a wide range of services specifically designed to suit the needs of the individual,
it becomes necessary to build a broad partnership at several levels. In fact, the
tele-rehabilitation is not a mere product to sell, but a service provided to the

patient by different entities: the regulators (and in particular, the government
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and the regions), the hospital equipe (doctors, physiotherapists and nurses) and

companies managing large telecommunications infrastructures (primarily, Telecom
[talia).

"In the world today, there’s plenty of technology, plenty of entrepreneurs, plenty
of money, plenty of venture capital. What is in short supply is great teams. Your
biggest challenge will be building a great team. There is enormous change underway
in every facet of the world. Some is technology driven, some is market driven. All
that change creates unprecedented opportunity. But to take full advantage of those
opportunities, focus on the team. Teams win.” E|

1John Doerr’s Startup Manual, Fast Company’s Unit of One Anniversary Handbook
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7.1 Future weilksl

Despite the positive results obtained from the technical point of view, this
research work has provided interesting ideas for future developments.

For example, the development of the proposed Telerehabilitation Framework

opened some issues regarding the—t ) : ) :
vant-issuesregard-the analysis of the collected data and the selection of the most

appropriate bio-feedback. Regarding the analysis we—present—two-chatlonges;

e How to evaluate the correctness of the execution of the exercises and how

to score the quality of the performance?

e How to aggregate data from different patients and compare their evolution
over the timmg of the therapy?

E&pt-h%r-m-epe—pega,pdrmgbw feedback we-n%@e-t-ha,t—bt—ks—ha,ﬁd-)u%g-&able—that

e What information te-eenwey to the user?

e Which is the best-suited form of feedback for each case?

e When do the effects of the feedback become perceivable by the patient?

e Provided with a bio-feedback, does the patient change the execution of
the current cycle, or rather is-she-changing the motor planning of the next
cycle?

Studyingexdisting Literaturg and from the personal experience of the authors,
it—has—been—mnoticed—that it is hardly arguable that a single “one-fits-all” feed-
back exists. Thus, a tool should be available to the therapist and the physician
that-alows-to compose not only the type of exercises but also alews-to build a
personalized feedback scenario, that suits the needs of the user. As an example,
consider—a—childthat-haste+train it would make sense to build an interface with
some visual and auditive stimuli that are attractive for him. On the other hand, a
person with some cognitive impairment would probably benefit from a simplified
yet informative feedback, to help carrying out the exercises. Some studies also
investigated possibilities for the users themselves to define when to receive the
feedback [CW02], and found it useful [CWO5].

Concerning the wearable devices, a new generation family has already being
designed and is currently under production. One of the features of such a new
sensor node is a better power efficiency that permits reaching the same duration
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with half-sized batteries, thus allowing shrinking the final device dimension even
further. However, the current battery life abundantly exceeds 48 hours of con-
tinuous transmission, and it, therefore, goes well beyond the tele-rehabilitation
requirements.

Because of its higher clock frequency, the new generation Nordic MCU will offer
the possibility to better analyzing different real-time protocols and synchronization
mechanisms running on the top of the proposing Dual-Protocol BLE mechanism,
to understand what features are required to maximize the advantages of this new
approach. Furthermore, implementing a more precise data synchronization among
units, achieved through a more complex time synchronization protocol and the use
of advanced real-time kernel mechanisms, could reduce the sampling frequency and
therefore the energy consumption of the device.

Moving to another level of the system, an interesting aspect to investigate
could be a complete integration of inertial data with body kinematic constraints to
further reduce measurements errors and simplify the calibration phase. Concerning

Finally, the proposed Arduino extension could be further enhanced by includ-

ing a transparent mechanism to guarantee data consistency without requiring the
user to specify critical sections, thus preserving the simplicity characterizing the

Arduino programming model.
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